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Abstract: 
The goal of this document is to identify the current and future requirements onto the Internet, in order to 
provide a set of requirements for the ANA architecture that can be used as a benchmark to evaluate it. We 
have analyzed the problems that are experienced today with the Internet and the future developments in 
networking technologies, networked applications, and the needs of stakeholders. The conclusion from these 
intermediate results is that there will be not a single Internet in the future and that it is very important for 
the ANA architecture to support the different solutions. In particular, we have identified a set of 
fundamental architectural issues that need to be developed in the context of the ANA architecture: realms, 
monitoring, and information and knowledge management. An architecture that implements these 
fundamental architectural concepts should be able to address all requirements: scalability, heterogeneity, 
extensibility, security, resilience, knowledge plane within the network (context awareness), self-
organization/configuration, self-optimization, and mobility support. 

Keywords: 
Requirements, future Internet applications, autonomic network architecture 



Executive Summary 

The goal of this document is to identify the current and future requirements onto the Internet, in 
order to provide a set of requirements for the ANA architecture that can be used as a benchmark 
to evaluate it. We have analyzed the problems that are experienced today with the Internet and the 
future developments in networking technologies, networked applications, and the needs of 
stakeholders. The conclusion from these intermediate results is that there will be not a single 
Internet in the future and that it is very important for the ANA architecture to support the different 
solutions. In particular, we have identified a set of fundamental architectural issues that need 
to be developed in the context of the ANA architecture: 

• Realms are defined by the set of policy rules that are applied, including addressing, 
protocols, etc. Multiple realms must be supported concurrently. To achieve this, a simple 
bootstrap like process that allows to start up multiple different realms needs to be 
developed. Realms must be able to host other (partial) realms and provide means for 
inter-realm communication.  

• Monitoring: A monitoring facility has to be part of the architecture. It must be able to 
potentially monitor all data and events of interests.  

• Information and knowledge management is needed to exchange and use monitoring 
and other types of meta-data as the basic element of solutions with self-* properties. 

An architecture that implements these fundamental architectural concepts should be able to 
address all requirements: scalability, heterogeneity, extensibility, security, resilience, knowledge 
plane within the network (context awareness), self-organization/configuration, self-optimization, 
and mobility support. Obviously, it is not feasible as part of the ANA project to demonstrate that 
all requirements onto the future Internet can be met by the ANA architecture. However, it is 
important that the ANA project is able to demonstrate that the ANA architecture can lead to 
realms that have the following properties: 

• It is possible to design highly scalable networks with the ANA architecture that are not 
restricted by address spaces or other means. 

• The ANA architecture can support different realms that fulfil entirely different sets of 
application and end-user requirements. 

• Realms can be designed in such a way that they are extensible and can easily include new 
solutions without breaking the network architecture and design. 

• The provision of monitoring infrastructure and knowledge supports the need for mere 
resilient network. 

• The information and knowledge plane enables also easier self-configuration and self-
organization, e.g. through better service discovery solutions. 

• The provision of the information and knowledge plane also leads to better solutions for 
self-optimization, e.g. for the case of structuring communication into uni-cast, any-cast, 
and multi-cast communication for efficient resource utilization from networks viewpoint. 

• Mobile users and mobile terminals can be better supported than it is possible in today’s 
Internet. 
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1 INTRODUCTION  

This document has an important role for the ANA Project, because it identifies the 
requirements that have to be fulfilled for an Autonomic Networking Architecture as the 
future Internet Architecture. By this, it serves also for the project itself as a benchmark at 
the end of the project. Therefore, we introduce in this section the aim of this document 
based on the Description of Work and describe our approach to identify the important 
requirements. Finally, an overview on the structure of the remaining document is given. 

1.1 Scope of Deliverable 
In the Description of Work of the ANA project [ANA DoW 2005], the aim of the 
requirements analysis is defined as follows: 
“It is the aim of this task to identify the current and to predict the future requirements 
onto the next generation Internet seen from end-users, service providers, application 
developers, etc. point-of-view. This will be accomplished by literature studies (which will 
benefit from the work done in task 1.1) and will be based on the partners’ insight, both 
academic and industrial. It includes to study emerging services and applications over the 
Internet and end-user behaviour, e.g., by studying traces of advanced applications like e-
learning platforms. Furthermore, it requires to identify and understand the technology 
trends, like the trend towards mobile and ubiquitous devices. The analysis of the 
information will result in a set of properties the ANA architecture has to provide and by 
this also to a blueprint for a benchmark of the architecture and the evaluation of ANA 
prototypes. The result of this task is a report.” [ANA DoW 2005] 
This means that we need to understand both, the future technology trends as well as 
emerging services, applications and their usage. Furthermore, we have to consider 
different requirements from the different stakeholders of the Internet in order to identify 
current and future requirements – especially those which are not easily supported with 
today’s Internet. The result of this study is a set of properties that the ANA 
architecture has to provide. 

1.2 Approach 
This document is based on two categories of knowledge. On the one hand, we base our 
reasoning about requirements on the future autonomic network architecture on the 
experience and expertise of the project members, especially on those responsible for this 
deliverable. These are Telekom Austria (TA) representing the service provider view and 
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University of Oslo (UiO) representing the academic view. On the other hand, we use 
external sources, like 

• Major scientific publications, many of them are captured by the state-of-the-art 
deliverable D.1.1 [ANA D1.1 2006] which serves by this as input for this work. 

• Insights from Industry, including Hewlett Packard [HP 2006], Nokia [Soldani 
2006], Motorola, IBM [Jacob et al. 2004]. 

• Initiatives and corresponding meetings on the future Internet, like FIND organized 
by the National Science Foundation (NSF) in December 2005 in the USA and the 
preparation meetings for the EU’s initiatives in the 7th Framework Programme 
organized by Directorate D Network and Communication Technologies of the 
European Commission (DG-INFSO-D).  

These different kinds of inputs allow us to make a good projection of how networking 
technologies and network usage will evolve in the future. Obviously, there is a large gap 
between networking technology and distributed applications which has to be filled up by 
proper networking protocols. These protocols need to be designed according to a 
particular architecture, i.e., the autonomic networking architecture for future networking. 
Both, technology and usage impose directly a set of requirements onto this architecture. 
We analyze these requirements and derive and identify a set of fundamental/generic 
requirements for the core of the autonomic network architecture. Additionally, different 
requirements for particular network instances that are based on the fundamentals of the 
architectural core are analyzed.  
To make sure that we do not miss important requirements, we use two approaches. First, 
we analyze the domain of future network architectures from the view point of the 
different stakeholders, i.e., telecom provider, content provider, end user, regulator, 
network administrator, protocol developer, etc. Second, we use external sources to 
double-check that all important requirements are captured. 
Since our own expertise is an important part for this work, we will also focus on 
examples from our own work if we need to illustrate the reasons for problems with 
today’s Internet and requirements for future networking. Only in cases where the 
examples from our own work are not sufficient to capture all important aspects, we use 
examples from others. 

1.3 Document Structure  
The remainder of this document is structured as follows: 
In Section 2, we present a set of problems with the Internet architecture that we 
experience already today. We use one example (P2P based interactive Video-on-Demand 
streaming) to explain these problems.  
Beginning with Section 3, we look into the future in the rest of the document. The first 
step in Section 3 is to analyze the future developments of networking and internetworking 
from two view points, i.e., technology viewpoint and application and end user viewpoint. 
In the summary and conclusions of this section, we point out that the only future proof 
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solution for a successor of the Internet architecture is that there will not be a single 
Internet and that many inter- and intra-networks have to coexist. 
In Section 4, we identify several requirements that a future proof solution for a 
networking architecture has to fulfill. These requirements are very fundamental and must 
be fulfilled for all future inter- and intra-networks. 
In Section 5, we build on the fundamental requirements presented in Section 4 and 
present requirements for a set of particular network instances. So far the structure of this 
section is not yet properly merged and we consider also using the view of different 
stakeholders. 
In Section 6, we conclude this document by summarizing the requirements and 
concluding that all fundamental requirements identified in Section 4 must be designed 
and implemented in ANA, while it is probably not possible to design and implement 
solutions for all requirements from Section 5. 

 
FP6-IST-27489 ANA Project - Deliverable D1.2 – Page 3 



2 PROBLEMS EXPERIENCED TODAY 

It is the goal of this section to identify the problems that arise already today from the 
restrictions that the Internet architecture imposes. First, we go through some literature to 
list some problems identified by others. As a second step, we focus on problems we have 
experienced when designing and implementing a P2P streaming system over the Internet. 
These experiences are part of a recent PhD thesis [Skevik 2006] at the University of Oslo. 
This example is followed by a summary of security and resilience issues. Afterwards, we 
focus on problems that are especially important for a commercial service provider, i.e., 
legacy systems and Universal Service Obligations and illustrate these and other problems 
with the example of Voice over IP (VoIP). 

2.1 Issues with the Current Internet 
Wide ranges of applications have been successfully deployed on the Internet, but there 
are many cases where the current design results in inefficiency. P2P overlay networking 
applications represent a good example of this. For optimization, these systems often make 
use of measurements to estimate latency, available bandwidth, or similar information 
about the links between participating machines. Without any support in the network for 
obtaining this information, the measurements need to be done by the application [Nakao 
et al. 2003]. As a result, each application performs these operations independently, 
contributing to increased traffic on the Internet. The accuracy of the measurement 
techniques is also limited, possibly leading to additional overhead due to inefficient 
optimization of the overlay network. Indirection is another area where the lack of support 
results in inefficiency. Use of caches, proxies, or support for mobility requires 
indirection, but without any specific mechanism for this, a separate infrastructure is 
required for each [Gold et al. 2004]. 
While this inefficiency is unfortunate, there are areas which are more problematic. 
Viruses and worms spread efficiently [Feng 2003], and so called DoS (Denial-of-Service) 
attacks can be launched by malicious users. Properly protecting against these threats is 
not easy without significant changes to the core architecture of the Internet [Handley et 
al. 2004]. 
Unfortunately, changing the Internet is not easy. Even minor changes to the address 
format cannot currently be performed [Ahlgren et al. 2004]. The large number of 
deployed machines which support IPv4 further complicates this. ISPs have also shown 
themselves to be very conservative, which is a problem since any large-scale change 
would need the consensus of ISPs [Peterson et al. 2004]. 
Overall, there are several problems facing the Internet, but the inertia of the currently 
widely deployed IPv4 means that the changes required to address the problems are 
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unrealistic. Even IPv6, the successor of IPv4 that included already in its specification 
mechanisms for a smooth transition from IPv4 to IPv6, is not broadly adapted as the new 
Internet Protocol. 

2.2 Example: P2P Based Interactive VoD 
Streaming 

P2P networking can be used as a basis for Video-on-Demand (VoD) streaming. VoD 
streaming is a service with high resource requirements, because video files are usually 
large and need to be delivered in a timely manner. Thus, high bit rates are needed for the 
duration of the video, which could be up to several hours. In order to efficiently deploy a 
large scale VoD system, end user resources can be utilized in a P2P fashion. However, 
such a solution requires prompt and detailed information about the network.  
One possible way to structure such a VoD system is to have a server, which is responsible 
for the content and maintains information about participant peers. Content is organized in 
files, which are logically divided into blocks, and these blocks can be retrieved from the 
server and any peer which already has a copy. Clients are responsible for requesting 
blocks in a timely fashion, and presenting the video to the user. The general operation of 
a client joining the network is as follows:  

1. Ask the server for a list of peers 
2. Sort the peers based on speed. 
3. Try to request the block from the first peer in the list, if this fails, try the next etc. 
4. Download first block. 
5. Decode it, and present it to the user. 
6. Repeat for next block. 

Unfortunately, today’s Internet imposes several practical problems. Below, we briefly 
describe five of them and also extract the requirements on a new Internet to avoid these 
problems. 
Problem 1: Step 1 requires the server to send a list of peers to the client. If the number of 
participants in the session is small, this is not a problem, the entire list can be sent to the 
client. For instance, with 10000 clients this is more problematic. If there are many clients, 
sending the whole list often would quickly consume a significant amount of resources at 
the server, and this would be wasted resources, since the client is likely to only need a 
much lower number. Therefore, only a subset of the peers needs to be transmitted, but the 
problem lies in selecting this subset. If the server returns 50 peers, ideally this should be 
the 50 peers which the client can achieve the highest download rate from. An alternative 
would be to obtain the peers which are closest to the client with regards to latency.  
This problem requires to obtain information about the relationship between a set of hosts 
from a third party. The topology and network conditions among participants need to be 
monitored to obtain information such as available bandwidth, latency, and packet loss. 
On today’s Internet, this kind of information can be estimated using e.g. Internet 
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Coordinate systems, where a small number of latency measurements are used to place 
hosts in a global coordinate system.  
Requirement 1: It should be possible to define a set of machines, and obtain information 
about the relationship between these machines. The minimum requirement is being able 
to obtain latency information. It should be possible to limit access to this information to 
the server. It should be possible to quickly obtain information about new peers which 
join, a couple of seconds a most. Having two different modes, one returning e.g. latency 
information fast, and one returning detailed information more slowly, would be 
acceptable. 
Problem 2: Step 2 requires similar information as Step 1, but in this case there is a direct 
relationship between the machines. The client needs to be able to estimate the throughput 
which can be expected from a small set of machines. Today this can be estimated using 
various throughput estimation techniques, most of which are based on fairly optimistic 
assumptions. 
Requirement 2: A node should be able to obtain information about network conditions, 
and links to other nodes. This information should include link capacity, available 
bandwidth, and packet loss. The information should be returned fast, ideally in less than 
one second.  
Problem 3: Step 3 requires the client to make a connection to the peer. On today’s 
Internet firewalls, NAT boxes, etc. often make this impossible. 
Requirement 3: NAT like operations should not prevent connectivity between machines. 
Firewall like functionality should not prevent two nodes participating in the same session 
from communicating, unless that kind of session was explicitly denied.  
Problem 4: The timeliness requirements of streaming results in a deadline for the 
completion of Step 4. Based on the information obtained in Step 2, it should be possible 
to predict how long downloading a block will take. Changes in the network which is 
likely to negatively impact the download should be reported to the application. 
Requirement 4: An application should be able to receive reports about changes in 
network conditions, if these changes exceed a specified threshold. If possible, it should be 
possible to request QoS guarantees from the network, and receive information if these 
guarantees cannot be upheld. 
Problem 5: For Step 6, the client will request another block. This essentially involves 
repeating step 2, by re-evaluating the peers.  
Requirement 5: Similar to requirement 4, an application should be able to receive 
information about changes in network conditions to a set of nodes, including information 
about nodes becoming unavailable, or likelihood of route changes. 
In summary, the main requirements for this application are knowledge plane within the 
network that provides context awareness, because we need efficient access to latency 
information, link capacity, available bandwidth and packet loss. Further, we need proper 
security within the network architecture that secures the system but does not impose 
restrictions on meaningful uses of the network. Finally, video streaming requires to 
support QoS from the network. 
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2.3 Security and Resilience 
It is long known that resilience and security is a severe problem for the Internet. The goal 
of the Internet was that the Internet should continue to supply communication services in 
the face of failures (links, gateways, networks). [Clark 1988] has described this objective 
as follows: “... if two entities are communicating over the Internet, and some failure 
causes the Internet to be temporarily disrupted and reconfigured to reconstitute the 
service, then the entities communicating should be able to continue without having to re-
establish or reset the high level state of their conversation. ...”. In other words, at the top 
of transport, there is only one failure, and it is total partition. The architecture was to 
mask completely any transient failure. 
This design decision means that reliability of transmission is not guaranteed at the 
network-level, which only supports the “best-effort” paradigm. Thus, for the Internet to 
be resilient to failures, only routing must be able to reconfigure dynamically in order to 
maintain accurate packet forwarding. “The original design of the Internet (ARPANET), 
had accounted for a certain degree and aspects of resilience, in particular by moving 
most state to the edges and in routing. However the way today’s Internet has evolved 
lacks fundamental support for resilience both at the infrastructure level as well as at the 
service level. As the Internet evolves to a pervasive and always-on infrastructure used for 
critical services, and its size continues to increase to scales that are inherently difficult to 
manage manually, the need for mechanisms to provide resilience and survivability at all 
dimensions is becoming more and more evident. Many of the efforts to introduce 
resilience in the current Internet architecture have made evident that the rigidness and 
opacity of the layered architecture is one of the fundamentally restricting factors in 
addressing the problem of resilience. Therefore a significant amount of research 
currently focuses on mechanisms that will relax this opaqueness by allowing cross-layer 
information sharing albeit without compromising the modularity of the architecture ….” 
[ANA D1.1 2006] 
The testimony of Richard D. Pethia the Director of CERT® (Centers Software 
Engineering Institute Carnegie Mellon University) gives also a very clear picture of the 
security problems of the Internet and its origins: “Vulnerabilities associated with the 
Internet put government, business, and individual users at risk. Security measures that 
were appropriate for mainframe computers and small, well-defined networks inside an 
organization, are not effective for the Internet, a complex, dynamic world of 
interconnected networks with no clear boundaries and no central control. Because the 
Internet was not originally designed with security in mind, it is difficult to ensure the 
integrity, availability, and privacy of information. The Internet was designed to be 
"open," with distributed control and mutual trust among users. As a result, control is in 
the hands of users, not in the hands of the provider; and use cannot be administered by a 
central authority. Furthermore, security issues are not well understood and are rarely 
given high priority by software developers, vendors, network managers, or consumers.  
In addition, because the Internet is digital, not physical, it has no geographic location 
and no well- defined boundaries. Traditional physical "rules" are difficult or impossible 
to apply. Instead, new knowledge and a new point of view are required to understand the 
workings and the vulnerabilities of the Internet. Another factor is the approach typically 
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taken by intruders. There is (loosely) organized development in the intruder community, 
with only a few months elapsing between "beta" software and active use in attacks. 
Moreover, intruders take an open-source approach to development. One can draw 
parallels with open system development: there are many developers and a large, reusable 
code base. 
Intruder tools are becoming increasingly sophisticated and also becoming increasingly 
user friendly and widely available. For the first time, intruders are developing techniques 
to harness the power of hundreds of thousands of vulnerable systems on the Internet. 
Using what are called distributed-system attack tools, intruders can involve a large 
number of sites simultaneously, focusing all of them to attack one or more victim hosts or 
networks. The sophisticated developers of intruder programs package their tools into 
user-friendly forms and make them widely available. As a result, even unsophisticated 
intruders can use them. “ [Pethia 2000] 
In order to illustrate some concrete and well recognized threats, we present two results 
from the E-Crime Watch Survey that CERT has performed in 2005 in cooperation with 
the U.S. Secret Service. In the questionnaire, it was asked: “Considering your electronic 
crime related caseload only, in which ONE area would you say the MOST amount of 
your agency’s time is spent?” The reported caseload on electronic crimes is distributed as 
follows:  

Fraud          30% 
Child exploitation       28% 
Identity theft         18% 
Network Intrusion       3% 
Narcotics        3% 
Intellectual property crimes      2% 
Spam email        2% 
Email threats        2% 
Unauthorized information disclosure     1% 
Phishing        1% 
Online extortion       1% 
Other         8% 

In another question it was asked: “Which of the following electronic crimes were 
committed against your organization in 2004?” and resulted in the following distribution:  

Virus or other malicious code      82% 
Spyware        61% 
Phishing        57% 
Illegal generation of spam email     48% 
Unauthorized access to information, systems or networks  43% 
Denial of service attacks      32% 
Rogue wireless access point      21% 
Exposure of private or sensitive information    19% 
Fraud         19% 
Identity theft        17% 
Password sniffing       16% 
Theft of intellectual property      14% 
Zombie machines on organization’s network    13% 
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Theft of other (proprietary) info     12% 
Sabotage         11% 
Web site        9% 
Extortion        2% 
Other         4% 
Don’t know/not sure       3% 

The above citations show clearly that there is no doubt about the requirement that the 
future Internet should be secure and should protect privacy. However, this often comes 
with a particular disadvantage, i.e., moving from an open network to a closed or partially 
closed network. For example, the use of firewalls has a negative impact on the 
performance of peers that are behind a firewall (see Section 2.2). Therefore, it is 
important for future Internet solutions to address this trade-off between advantages and 
disadvantages of open and closed networks. Another important issue is the need for 
efficient support to identify new attacks, and trace back to intruders and attackers. This 
requires well designed monitoring solutions for both real-time analysis and analysis of 
“historical” data. Experiences show also that it is not realistic to assume that it is possible 
to design from scratch entirely secure solutions. Attackers are typically the ones that 
identify new security threats and leverage them for their attacks. Once these attacks are 
recognized, patches are developed to fill these security holes. A future networking 
architecture must take this into account and provide both extensibility and adaptability to 
address newly recognized security threats in a clean way that does not break the 
architecture. 

2.4 Legacy Systems 
So far, we addressed in Section 2 problems with today’s Internet that are probably well-
known to most of the researchers in the networking domain. However, there is another 
class of problems that is probably not so obvious for academic researchers, but very 
important for commercial service providers. These problems have their origins in the 
need to support legacy systems and Universal Service Obligations (USO): 
Heterogeneity: A broad range of different networks exists today, with different technical, 
regulatory and legal requirements. Many of them need also to be supported by a future 
network architecture. Interconnecting to any of these networks or supporting any 
application running on top of these networks, will require support for adaptability of 
networks and applications from the ANA architecture.  
Universal Service Obligation (USO): For telecommunication networks, an important 
requirement is to support the Universal Service Obligations (USO). These are obligations 
to provide basic telecom services in certain areas at fixed prices, which are imposed by 
the government on the network operators (both mobile and fixed). Parts of basic telecom 
services are also Emergency Call Handling (ECH) and Lawful Interception (LI). 
Emergency Call Handling (ECH) is an essential feature of today's public switched 
telephone networks (PSTNs). Any new application and network which comprise PSTN 
replacement must provide reliable handling of emergency calls. Based on today’s 

 
FP6-IST-27489 ANA Project - Deliverable D1.2 – Page 9 



experience with VoIP, one of the main problems in fulfilling ECH obligations is related 
to the fact, that IP addresses are identifier and locator at the same time. Using an 
addressing schema where identifier and locator are separated would be of major 
importance concerning ECH. 
Lawful Interception (LI) is a requirement placed upon service providers to provide 
legally sanctioned official access to private communications. With the existing PSTN, 
Lawful Intercept is performed by applying a physical “tap” on the telephone line of the 
target in response to a warrant from a Law Enforcement Agency (LEA). However, Voice 
over IP (VoIP) technology has enabled the mobility of the end-user, so it is no longer 
possible to guarantee the interception of calls based on tapping a physical line. Generally, 
the LI system must provide transparent interception of specified traffic only and the 
subject must not be aware of the intercept. The service provided to other users must not 
be affected during interception. 

2.5 Voice over IP 
In this section, we focus on problems that arise from the commercial provision of VoIP 
services. We selected this example, because voice services have been very successful in 
traditional telecommunication networks. Several of the problems related to VoIP have 
their origin in the need of supporting USO. 

• NAT traversing: Conventional VoIP protocols separate signalling from the 
audio traffic of a telephone connection. The port on which the audio traffic is 
sent is random and NAT routers handling the signalling traffic may have no 
way of handling the corresponding audio traffic. As a result, the audio traffic 
is not translated properly between the address spaces. 

• Data security: Transporting voice over the Internet involves the same security 
threads concerning the transport of all other data, like DoS, DDoS, viruses, 
worms, Trojan horses, man-in-the-middle attacks, packet sniffing, IP 
spoofing, password attacks and trust exploitation. 

• Voice security: Additional security threats for conventional voice 
transmission are toll fraud and eavesdropping. For example for eavesdropping, 
a program called VOMIT (Voice Over Misconfigured Internet Telephones) 
that is available for free on the Internet, allows intruders with access to a local 
VoIP network to capture traffic, convert it to an audio file and replay the voice 
conversation. 

• Emergency calls: The use of IP makes it difficult to geographically locate 
VoIP users. Emergency VoIP calls cannot be easily routed to a nearby call 
center and if the caller is unable to give an address, emergency services may 
be unable to locate the caller in any other way. Thus, a location aware VoIP 
service that could always provide the physical location of the caller would be 
very helpful, but is not supported in the Internet. 
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• Phone power supply: IP phones are not supplied with power over the Internet 
connection, while the majority of the traditional telephones is supplied with 
power from the exchange. This fact enables phones connected to a public 
switched telephone network to overcome a power outage. On the other hand, 
VoIP phones will not be able to make phone calls during a power outage. 

• Insufficient reliability of VoIP: Legacy telephony networks have a reliability 
of 99,999%, while the reliability of the Internet access is about 97%. 
Obviously, VoIP cannot work without the Internet and therefore the VoIP 
reliability cannot be more than 97%, but eventually less. 

• QoS (Quality of Service): VoIP is just one application of many, using the 
same access at the same time with other applications like web browsing, email 
or file transfer. The transmission protocols used (TCP and UDP) inherently 
provide only best effort to all packets. The common approach used today for 
providing quality of service to Internet applications is over provisioning of 
bandwidth, but this does not give any guarantees. In case of congestion, real 
time applications like voice transmission will hardly cope with packet loss, 
because it does not make any sense to retransmit lost packets. Congestion in 
the networks also effects the variation of delay (jitter), which is an important 
QoS characteristic of voice transmission. 

• Delay: There are two sorts of delay, whereby the first one is caused by coders 
and the second by routing. The speech quality is worse if more 
coders/decoders are used in the communication path (VoIP calling party 
connected over ATM backbone with GSM user). Also a long medium 
transmission path could excess the maximum delay of 300 ms for real time 
voice communication. 

2.6 Summary 
In Section 2, we have briefly summarized and studied problems with the Internet that are 
experienced today. One important conclusion from it is the need for the future Internet to 
efficiently allow the integration of new solutions instead of just stacking new solutions on 
top of the old core as it is done with overlay networks, because it can lead to inefficient 
solutions. Furthermore, it is also important to support the transition from existing core 
protocols to new ones even better than it has been done within the IPv6 standardization. 
The P2P streaming example has also shown that some kind of “information plane” is 
needed to allow efficient access to for example monitoring results. This in turn requires 
an appropriate monitoring infrastructure as inherent part of the network. Overlay 
networks and applications should not perform their own monitoring, which would be 
often redundant. Instead, monitoring tasks should be performed by a monitoring 
infrastructure and the resulting information shared. Obviously, security is very important. 
All subsections in this section have mentioned security. A fundamental problem with 
security and privacy is the trade-off between open systems and closed systems, which 
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needs to be addressed. The discussion of legacy systems shows also that legacy systems, 
USOs, ECH, and LI need to be supported not only today, but also in the future. This need 
increases the heterogeneity of networks and requirements that need to be supported. 
Finally, the example of ECH and VoIP shows that the addressing scheme in the Internet, 
i.e., IP is not sufficient for all needs. For ECH support and addressing scheme that 
separates between locator and identifier is needed. This requirement can be generalized to 
the need that multiple addressing schemes need to be supported by the same network 
architecture. In the next section, we give additional reasons for this requirement. 
The requirements for P2P, VoIP and legacy telecommunication networks are listed 
representative for a large number of different services and applications. The common 
denominators for all are QoS and security, whereby it has to be stressed out, that this 
requirement cannot be generally defined.  
QoS can be defined over a very broad range, whereby in the ANA project QoS should 
refer on the description of network requirements concerning the provisioning of certain 
service performances. Therefore, QoS attributes as performance (throughput and delay), 
performance fluctuation (jitter, error rate, and guarantee), reliability (integrity, 
unambiguousness, and resilience) and security have to be considered.  
Security requirements are in dependence of the stakeholder. Thereby the security 
requirements for two different stakeholders can be completely different. In our case we 
have to define network requirements, where security means considering threats like loss 
of privacy, loss of integrity, loss of authenticity, denial of service and providing non-
repudiation of used services.  
Through the VoIP example it becomes evident that network operators cannot take over 
responsibility and obligations for a service, if they are not in control of the service. 
Thereby universal service obligations (USO) for telecommunication networks have to be 
reconsidered. 
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3 FUTURE USER AND APPLICATION 
REQUIREMENTS 

In this section, we analyze future user and application requirements. We regard it as very 
important to understand that users have in general different requirements. To list them all 
here is neither feasible nor useful. Instead, we analyze in Section 3.1 the interests of the 
different stakeholders in the future Internet and their requirements. The reader should 
note that some requirements of different stakeholders are contradicting, but all of them 
need to be supported.  
Users access the Internet today and also in the future through applications. These 
applications define the kind of traffic the future Internet has to support. Therefore, we 
analyze in Section 3.2 future services and applications from the providers and the end-
users point of view. In Section 3.3, we summarize our top-down study of future 
developments and resulting requirements. 

3.1 The Stakeholders 
When identifying requirements posed on future networks, it is difficult to define a final 
list of consolidated requirements since each stakeholder has his/her own list of demands, 
which may in part contradict those of other stakeholders. In this section, the breadth of 
high-level requirements are detailed from the perspective of five distinct stakeholder 
positions that have an important part to play in the development of future autonomic 
networking. 

3.1.1  End Users (Consumers)  
The group of end users is a quite diverse group and we further structure it into customers 
of ISPs, users of publicly open networks and users of private networks. The first group of 
customers, respectively consumers of telecommunications services, typically comprises 
residential consumers (e.g. today’s ADSL customers) or corporate employees (or 
similar). The main difference between them is that residential consumers are responsible 
for the purchase of telecommunications services, while the corporate employees merely 
consume services provided by the corporate (or academic) network. 
With the exception of niche users such as early adopters, the End User typically has little 
interest in technology itself, her/his primary interest is the price and secondly QoS. 
Today’s broadband market has shown that customer churn is typically the result of severe 
price cutting (sometimes price dumping) by aggressive new operators combined with 
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poor customer service causing the user to look elsewhere for his telecommunication 
services. 
However, with the increasing complexity found in today’s multi-PC home-networking 
environments, combined with ever more complex and demanding applications, the issue 
of ease of configuration and customer support is likely to become ever more important 
for this stakeholder. Using P2P applications in environments with NATs (Network 
Address Translation) [Srisuresh et al. 2001] and firewalls requires complex workarounds 
like STUN (Simple traversal of UDP over NATs) [Rosenberg et al. 2003]. This 
complexity for the end user must be severely reduced in future networking architectures 
if the true wealth of disparate applications is to be realized. There exists no interface to 
enable the end-user or customer support hotline to diagnose faults beyond the simple 
question “is the link light on or off on the modem?”. Additionally, support hotlines are 
increasingly being moved to value-added numbers, requiring the end-user to pay 
considerable sums for limited assistance. Autonomic networks should aim to solve 
configuration faults automatically or where physical user or operator intervention is 
necessary should provide assistance in diagnosing faults. 
End users are beginning to show interest in security, but only from the perspective of 
protecting themselves and their data against attack or access by others. Security and 
resilience of the network itself is currently of marginal interest to end users, nor are 
community security (safety of the Internet community at large) issues of great 
importance. Power-users may demand the provision of end-to-end security, although this 
might be in contradiction to demands of the national security services. 
The second group of end-users forms and utilizes publicly open network instances. 
Typical characteristics for these network instances are that they could be formed in an ad-
hoc manner. In addition, they could be free of charge to use, but at the same time 
completely insecure. In this way, the end user connects at his/her own risk. Another likely 
feature could be that the end user cannot expect any kind of QoS. An example of this type 
of usage could be an ad-hoc network for online gaming in a public place. 
End users of private networks want to form network instances that are accessible only by 
certain individuals or devices. Therefore, strict access control is required. There may be 
pre-existing trust among the end users of such a network instance. Hence, communication 
security may be irrelevant. An example of this type of a network instance could be 
enterprise networks. Another extreme example could be a private network for a particular 
end user that comprises all the devices, gadgets, and household appliances owned by this 
person. 
In summary, we identified that the user demands are highly heterogeneous, in terms of 
QoS, security and privacy, often even contradictory. However, a number of common 
themes can be identified, firstly cost, an autonomic network should lower the cost to the 
user (there seems little interest in bearing increased costs for communication services), 
possibly even to support zero cost network created on an ad-hoc or bottom-up community 
basis. Secondly, easing user-configuration is of particular importance, especially given 
the rise of complicated home environment (e.g. NATs) and short-lived ad-hoc networking 

 
FP6-IST-27489 ANA Project - Deliverable D1.2 – Page 14 



environments. Autonomous networks can help by providing self-optimization, self-
configuration and self-organization. 
Finally, security and QoS were identified as having very heterogeneous requirements, 
some networking instances requiring end-to-end security and QoS while others trading 
off these issues in favour of flexibility. However, given the flexibility to create new 
network instances through use of autonomic networking technology, it seems that it must 
be possible to accommodate all security and QoS models in the autonomic network. 

3.1.2  Telecommunications Service Provider (Network 
Operator)  

Telecommunications Service Providers either own or lease through wholesale purchase 
transmission capacity and sell it to end users. Since privatization of the European 
telecommunications sector in the 1990s, telecommunications services are general 
provided by profit making shareholder companies (with Public Limited Liability). 
Beyond the national Universal Service Order, this Stakeholder has no longer a public 
services remit beyond normal cooperate responsibility. The main aims 
Telecommunications Service Providers are to provide their shareholders with increasing 
revenue returns and profit based on: 

• Increasing revenue through the provision of new novel services which can be 
billed. 

• Reduced operational expenditures (OPEX) through simplified management 
processes enabling greater degree of process automation and less manual 
intensive procedures. 

• Reduced capital expenditures (CAPEX) through networks which require less or 
cheaper components and which can carry multiple traffic types. 

The Telecommunications Service Providers business model is based on multiplexing to 
enable overbooking. Thus, a given transmission capacity can be resold many times. The 
history of technological advances in the industry has been chiefly concerned with 
increasing the efficiency of multiplexing. The future Internet should lead to even more 
efficient multiplexing of traffic types. Given the use of overbooking to provision circuit-
switched traffic (e.g. voice and video) over a packet-switched architecture, there is a 
demand for more efficient provisioning for mixed circuit and packet switched traffic over 
an underlying packet-switched core. 
End users consider security as integrity of themselves and their data, while for operators 
security means safety of the network from the end user. Hacking in the PSTN became an 
issue in the US during the 1970s. Due to the use of common channel signalling on trunk 
routes, users developed equipment that could control the PSTN from a normal Plain Old 
Telephone Service (POTS) line. Since the introduction of Signalling System 7 (SS7), this 
is no longer a problem, although hacking into voice mail, tele-banking etc. still exists. 
The Internet suffers from far more network side security issues, DoS (Denial of Service) 
attacks, SPAM, SPIT etc. are become an increasing problem to which the current Internet 
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has no good solution. The costs of securing a network, including buying, running, and 
maintaining firewalls, and investigating and dealing with security breaches is enormous. 
Given the trend, the costs of security may soon make up the largest proportion of the 
price paid by the end user. Future autonomous networks should reduce the overhead of 
securing the network to reduce network costs. 
In summary, Telecommunications Operators play an important role in the provision of 
the underlying infrastructure necessary for the establishment and continuation of a 
successful ICT sector. The ICT industry now accounts for 6% the worldwide GDP 
(Source EITO), for example it accounts for 6.42% of Austria GDP and has over the last 
years grown faster than most other industries (3.6% growth between 2003 and 2004), 
thereby currently providing employment for approx 125 000 Austrians. Autonomic 
networking technology should provide incentives for the continued investment in internet 
technologies necessary for guaranteeing the continued success of the ICT industry and 
competitive advantage for the European economy. These incentives provided by 
autonomic networking must be twofold, firstly to open opportunities for new revenue 
generating network-bourne services (as opposed to CPE located) and secondly to reduce 
costs of network provision through increased transmission efficiency (through) self-
optimization and lower maintenance costs, particularly in stemming the cost protecting 
the network and users (SPAM, SPIT, DoS etc.). 

3.1.3  Regulator & Other Government Agencies 
Although the provision of telecommunications services has been liberalized, they remain 
subject to stringent regulation by government agencies and telecommunications laws. 
True deregulation of the industry has still not taken place, indeed we see increasing 
regulation for ISPs. When considering the development of autonomic networking it is 
essential not to ignore the legal and regulation requirements influencing its development. 
The most important issues are as wholesale provision and USOs. Since we have 
addressed already in Section 2.4 the problems and requirements imposed by USOs, we 
focus in the following on wholesale provision. 
Given the natural monopoly (or at best oligopoly) in the provision of access to 
telecommunications services, governments have insisted on the granting of access by the 
owner of the network to third parties (i.e. competitors) on non-preferential basis. This has 
often meant that from a technical perspective traffic has to be routed suboptimal, since 
both the PSTN and Internet were not originally designed to support a wholesale business 
model. While the PSTN has evolved to support a range of wholesale services, the Internet 
still offers no real wholesale model beyond simple Wholesale Broadband Layer 2 
Tunnelling Protocol (L2TP) access services. The future autonomic network should 
contain provisions for supporting the dividing network ownership and 
telecommunications service provision. Pre-selection in the PSTN and Mobile Virtual 
Network Operators (MVNOs) in GSM networks has enabled a large number of players to 
enter the market since the barrier to entry has been lowered by not requiring operators to 
build their own physical networks. 
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While barriers to entry for ISPs are indeed lower that in the PSTN and the “dot-com” 
boom lead to an explosion of small ISPs, the market has during the last few year 
undergone considerable consolidation. Today, there are typically only a handful of 
players in the ISP market. For example, the ISP market in Austria is dominated by two 
players, Telekom Austria and UPC, with over 80% of the market. 
In other markets with a greater number of ISPs, e.g. the UK, the move to triple and quad 
play bundles may soon also result in a mere handful of surviving ISPs able to offer the 
full spectrum of quad play services. 
Given the economic advantages of providing telecommunications services in areas of 
high population density and/or high income, governments have introduced various 
universal service obligations to guarantee access to both PSTN and Internet services to all 
spectrums of society. Today these requirements extend simply to narrowband Internet 
access in some markets, (UK rules extended to requirement to provide quality to carry 
28.8k modem Internet traffic). It is however foreseeable that a universal broadband 
service obligation will be introduced in the future. In contrast to the past, where the ex-
monopolist carried the obligation over its copper wired network, it will not be possible to 
guarantee access over DSL infrastructures. The autonomic network must therefore 
support a heterogeneous range of access technologies (from DSL, to Mesh Networks, to 
Satellite) while guaranteeing for all customers a minimum standard of service provision 
necessary for participation in the information society. 
In the recent past the issue of resilience has become less important. Indeed many 
households have today only a DECT or VoIP telephone and hence are cut off without 
main supply. However, the advent of a greater terrorist threat has meant a return to the 
issues of resilience and the reliable supply of “public interest” services. The autonomic 
network should include a list of minimal features that can be guaranteed during major 
disasters. This should include the ability to prioritise traffic of national importance.  
Moving on from resilience issues, the regulatory authorities have been active in the area 
of locatability of a user of a telecommunications service. This means that it is possible to 
ascertain where a given users currently physically is.  
Finally, all telecommunications operators are required to grant the relevant national 
security services access to their customers private communications. The future autonomic 
network must provide mechanisms to enable security services to obtain plaintext access 
to communications without the permission or knowledge of the associated user. 
We therefore identify the requirement to support national and European communications 
directives as an important requirement of future autonomic networking research.  Indeed, 
it would be a misuse of public finances to develop technologies incompatible with society 
requirements. Past regulation has concentrated on the PSTN, but this regulation has 
gradually extended to IP networking.  For example, the Austrian Telecommunications 
Act 2003 (TKG2003) in common with other EU countries based on of the European 
Parliament and Council Directive 2002/21/EC of 7th March 2002 (and other associated 
directives issues on this date), foresees technological independent regulation of 
communications services. The 2005 EU Directive on the “retention of communications 
traffic data”, increases the regulatory demand on IP networks still further. 

 
FP6-IST-27489 ANA Project - Deliverable D1.2 – Page 17 



In summary, although it is not possible today to predict the contents of future EU 
directives and there respective implementation in national law, future autonomic 
networks should support and must not preclude the provision of competition in the 
provision of network services (e.g. wholesale provision), provide some form of minimal 
access requirement guaranteed to all members of society (universal service) and 
provide a degree of resilience, locatability and legal interception required to meet both 
personal and national security needs. 

3.1.4

3.1.5

  Protocol Developer / Standardization Bodies / 
Hardware & Software Manufacturers 

For ease of specification, we consider three individual stakeholders, the Protocol 
Developer/Researcher, the standardization bodies and the companies responsible for 
hardware and software development together since they have similar requirements. 
These stakeholders are interested in developing networking solutions that are based upon 
open standards that all can access. Typically, standardization will take place at the IETF, 
ETSI, IEEE or ITU although there exist today a multitude of small standardization fora. 
The reason for standardized solutions is to reduce development costs while enabling as 
wide a market for the resulting products and services as possible. These stakeholders pay 
considerable attention to the requirements of their customers, the Telecommunications 
Service Providers and end users. 
However, there are exceptions, where stakeholders have such market dominance that they 
may follow propriety solutions to protect their market and can hence dictate requirements 
to their customers. 
In addition to standardization, it is important for manufacturers and developers to 
efficiently test compatibility and evaluate their new solutions and products in realistic 
environment without disturbing existing services. 
In summary, we identify open standards and extensibility as the requirements for these 
stakeholders. 

  Application Developers 
The application developer requires from the network a well-defined API that provides a 
rich set of transmission capabilities. Until today, many features that are not provided by 
the Internet have been developed by application developers and deployed on top of the 
Internet, e.g. as overlay in CDNs and Skype. However, it makes little sense to reengineer 
such features and direct implementation by the Internet would make them also more 
efficient. 
In the PSTN world, IN (Intelligent Network) was supposed to open the network to 
innovative new telecommunications applications. Unfortunately, IN fostered only 
minimal innovations such as call-cards, premium rate numbers, voting services and 
number portability. The reason for the lack of innovation has been the complexity of the 
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environment, the lack of skilled personal and the resistance of the operators to open this 
interface to third-parties. This lesson from the past is also important for the future: simple 
and easy to use APIs will foster future innovations. 
The Internet provides an open interface, the concept of BSD style sockets has enabled 
every application programmer to develop end-user applications which has resulted in a 
wealth of innovation. Unfortunately, only the end user interfaces are well specified and 
open to end users. Network provision, management and routing are all performed over a 
wide range of protocols some standardized other proprietary which are 100% controlled 
by the network operator. It is impossible for service providers (Google, MSN, etc.) to 
have influence on the provision of the communication service. Autonomic networks 
should enable end users, operators and service providers to (at least partially) control the 
network in order to optimize their service provision and enable innovation.  
Current Internet communication is limited to a very basic API enabling the sending of 
packets without guarantee of arrival between two static addresses. Other addressing 
models, multicast, broadcast, any-cast are very poorly supported; terminal mobility has 
not been commercially implemented; Quality of Service can now be provisioned by the 
network operator (e.g. MPLS) but their exists still no interface to the end user or service 
provider. Future networks should extend the richness of communication services beyond 
the basic IP function set. 
In summary, the main requirement of application developers are simple and easy to use 
APIs to the network, enabling the control of the network by the end-user and third party 
service providers thereby enabling the development of extended communication 
services that are not possible with today’s primitive BSD-socket user API and closed 
management interfaces (SNMP, RADIUS, etc.).  

3.1.6  Military 
Military forces should be viewed as a separate future stakeholder as well. Their 
requirements differ mostly in that security concerns are of first priority. In addition, 
military forces may need to use networking devices in potentially very hostile 
environments which implies that resilience is important. Finally, end-to-end connectivity 
for devices cannot always be guaranteed due to very diverse locations that 
communication needs to take place. For certain military application, like object tracking, 
target recognition and self-defense real-time support in needed. In summary, this 
stakeholder requires security, resilience, and guaranteed QoS. 

3.2 Future Services and Applications 
The past taught us that it is very hard to predict future services and applications that will 
be successful like telephony or file-sharing. The presence shows that specialization of any 
network for supporting a specific application will be the bottleneck of tomorrow. 
Telecommunication networks have been developed for 125 years and optimized for 

 
FP6-IST-27489 ANA Project - Deliverable D1.2 – Page 19 



transmitting voice. Tight bundling of voice transmission to the network infrastructure 
provides a perfect telecommunication service but it is also bounded to only one 
application. On the other hand, decoupling the applications from the network layer is one 
of the important, if not the most important reason for the success of the Internet.  
One of the important tasks for ANA is to define the grade of dependence between 
application and network layer. More dependency means more control, security and QoS 
but less flexibility for new services. Less dependency means the opposite. As we have 
seen already in our stakeholder study, all these contradicting requirements need to be 
supported by the same network architecture. 

3.2.1

3.2.2

  Network and Service Provider View 
Especially for business applications the aspects of quality of reliability and security are 
very important. Additionally, the reliability of PSTN is connected with Universal Service 
Obligations (USO) like the providing of emergency calls, lawful intercept, service 
charging, maximum setup delay, etc. The consequences are that any new network 
transmitting existing applications like voice, has to fulfill at least a part of the USO. 
Applications that telecommunication service providers regard as important include: 

• real time applications like voice, IPTV and Content Distribution, 
• non-real time applications like Web, Email, SMS/MMS, IM, Datacash, SWIFT, 

Remote Monitoring Stations 
• emergency call, 
• lawful intercept, and 
• P2P applications. 

Thus, from the network and service providers view, the important requirements are 
resilience, QoS, and security. 

  End Users View 
The history of telecommunications services in recent decades has shown that it is very 
hard to predict future successful applications. It is filled with market failures and even the 
successes, like the Internet or SMS, were unexpected, and many of the applications of 
technologies, such as ISDN or ADSL, turned out to be different than the purpose for 
which they were designed. 
Irrespective of application, service or product, the common denominator for success is 
always the number of users or buyers. According to well-known theoretical work of G.A. 
Moore [Moore 2002] and others, it is widely accepted to distinguish between five 
different groups: innovators, early adaptors, early majority, late majority, and laggards. 
The growing number of overall users of a new technology is usually described as a cycle 
of adoption, which corresponds to a Gaussian curve, if applied over a time axis (see 
Figure 1).  

 
FP6-IST-27489 ANA Project - Deliverable D1.2 – Page 20 



Innovators

Early 
Adopters

Early 
Majority

Late 
Majority

Laggards

Number
of 

users

Time  
Figure 1: Technology adoption life cycle 

In the beginning, the technology enthusiasts, i.e., early adopters, are in the center of 
interest. These customers are willing to spend more money on a new technology than the 
average customer. However, they are only a small number. In the group of early majority, 
a lot more customers can (and must) be reached. It depends on this number whether a 
new technology or a new service will be successful or not. If this group can be reached, 
also more conservative customers and latecomers will use the service, because 
technologies that are widely employed gain attractiveness in many respects (Metcalf’s 
law). One of the main requirements for the early and late majority is the easy of use of the 
new technology.  
This model is especially interesting with regard to the fact that there is a break in the 
market development, which occurs in the transformation from the early adopter to the 
early majority. This is the point, where high-tech businesses often fail; sometimes this is 
even true for a whole industry. This effect is based on the totally different motives and 
behaviors of early adopters and early majority, respectively. Early adopters are 
characterized by enthusiasm and visions with regard to new technologies, whereas 
members of the early majority tend to be more pragmatic and rational. Arguments that 
might convince the first group could prove to be of no importance to the second. Cheaper 
tariff models or improved product quality alone usually are not sufficient for success in a 
mainstream market. Even if a technology is very popular with the early adopters, it will 
not at all count for the early majority, as market rules for these two groups are totally 
different. 
On the other hand, it is not possible to forecast acceptance of a new technology or service 
within society, as this is mostly decided by social dynamics and dependent upon complex 
changes in social settings. In other words, we do not know what we want until we are told 
by the society. This leads to doubts regarding opinion polls and focus groups. Even 
experts cannot offer conclusive forecasts, because only the average person might be able 
to predict what he or she would want to have or do. 
Out of the above considerations, one of the followings should be that predicting any 
(successful) application or service is an adventurous undertaking. However, for any 
application, product or service it is possible to improve the chance for future success by 
saving peoples money, time and effort. Additionally, applications are made for people 
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and humans have some common “characteristics”, like socializing, reproduction, gaming 
etc. and if the new application fulfills a strong human need, the chances for success are 
much higher. The newest success of Internet applications dealing with social networking 
like MySpace, Friendster, OpenBC, LinkedID, etc. are supporting the above theory. 
Important requirements on future applications from the end user view are easy of use and 
the gain through cost-, effort- or money-saving. 

3.3 Summary of Future Workload 
Although it is very unrealistic to assume to make correct predictions for successful future 
applications it is still meaningful to reason about the workload the future network will 
have to handle: 

• Heterogeneous throughput requirements: recently, the miniaturization of 
computing devices, like sensor nodes, etc., has lead to networking applications 
that work over wireless networks with very limited bandwidth. On the other hand, 
it seems that high bandwidth applications, like streaming of High Definition TV, 
high resolution Virtual Environment and exchange of terabyte large files in Grid 
computing will also play an important role. In other words, applications that will 
run over the future network will have very heterogeneous throughput 
requirements, ranging from low bandwidth bit-wise communication to (very) high 
bandwidth communication.  

• Heterogeneous latency requirements: recently, delay tolerant networks and 
applications are a very important research domain, with promising applications 
for communication in remote areas, like DakNet [Pentland 2004], emergency and 
rescue operations in areas without infrastructure, and interplanetary 
communication. The term delay tolerant indicates here already that latency is not 
of major importance. P2P users have also shown high tolerance with respect to 
long delays when it comes to download free content. On the other hand, 
interactive services either between human and machine or between humans 
require low latency. An emerging application domain is here for example haptics 
with tactile feedback.  

• Heterogeneous reliability, availability, and resilience requirements: we see 
already today the trend that more and more organizations are using the Internet as 
the core technology for their central tasks and are by this depending on the 
availability of the network and services. On the other hand, achieving high 
reliability, availability and resilience is costly and for purposes like entertainment, 
customers often prefer lower costs and lower quality rather than higher costs. The 
example of successful P2P networks can also be used here. 

• Heterogeneous addressing and naming: addresses, like IP addresses are an 
important element in networking and will very likely be so in the future. 
However, multi-homing of networking devices, e.g. PDAs with WLAN, 3G and 
BlueTooth needs to overcome problems raise by IP. HIP is one approach. Another 
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area in which the concept of traditional addressing might change is context aware 
computing in which messages might be send to nodes that are in a particular 
context. 

• Heterogeneous security and access control policies: network owners define 
their own security policies and will do in the future. Some organizations, like 
Military will require closed high security networks, while it is reasonable to 
assume that public institutions will provide more open networks. Obviously, also 
the policies of who is allowed to do what and how they are different from network 
owner to network owner and will also remain so in the future.  

• Legacy requirements will have to be supported in the future. 
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4 FUTURE NETWORK TECHNOLOGY 

The requirements on the future Internet and the ANA architecture are not only caused by 
existing and new applications and stakeholders, but also those technologies that need to 
be supported. It is impossible to exactly predict the future technological development, but 
it is possible to identify several important trends. In Section 4.1, we analyze which 
networking devices and how many must be supported in the future, and in Section 4.2, 
we analyze future networking technologies that will provide in the future Internet the 
basic connectivity. A short summary of the future technological developments and the 
imposed requirements is given in Section 4.3. 

4.1 Networking Devices 
An obvious statement about the networking devices in the future is that they will be much 
more numerous than today. In [Raychaudhuri et al. 2006], the authors estimate that in 
2005 there were around 500 Million servers/PCs and 100 Million laptops/PDAs 
connected to the  Internet, and they predict that in 2010 the Internet will host around 750 
Million servers/PCs and over a billion laptops, PDA's, cell phones, and sensors. 
Furthermore, the authors predict that the number of sensors will increase tremendously: 
5-10 Billion units by 2015. We can safely add RFID tags to this category. 
The above predictions point out another important fact: the heterogeneity of the devices 
will increase. On one hand, the existing devices will persist. On the other hand, the 
Internet will experience the rise of new types of devices: sensors, vehicles, audio/video 
equipment, appliances, etc. These new types of devices will pose new challenges due to 
their great diversity. More and more of them are mobile and, thus, need to communicate 
without wires. On the other hand, sensors, for instance, have strict requirements with 
respect to energy consumption. In [Clark et al. 2005], the authors state: “In 10 years, we 
expect the most common devices on the network will be embedded processors, such as in 
sensors and actuators. An ambitious goal would be hundreds of billions of such devices 
capable of communication.” This view conforms well to the other predictions stated 
above. The authors continue: “In most cases, the market for these devices will be driven 
by dropping costs rather than increasing speeds. There is only so much communication 
required to perform certain types of measurements and in many cases, improving battery  
life will be more important than improving performance.” In summary, the requirements 
of this new mass of devices that will constitute the majority of the devices connected to 
the Internet are likely to be dramatically different from those that dominate the Internet 
today. In summary, the future networking devices require heterogeneity and scalability. 
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4.2 Networking Technologies 
The existing technologies are likely to persist and evolve at least in terms of capacity. 
Gilder's law states that bandwidth grows at least three times faster than computer power, 
which implies that since according to Moore's law computer power doubles every 
eighteen months, communications power doubles every six months. Related to this 
growth in bandwidth, current wire-based transmission technologies are likely to get 
upgraded to utilize optical technologies. The author of [McKeown 2005] states his 
opinions on how this evolution will affect the future Internet. 
As we discussed in the previous section, the importance of wireless communication will 
increase drastically. In addition, the heterogeneous needs of different future Internet 
devices are diverse. The implications of these two facts together for the networking 
technologies are large research efforts targeted to development of different short, 
medium, and long range radio technologies. Scenarios under investigation by 
wireless/mobile/sensor community include the following:  

• Future cellular networks - alternative radio technologies (WiMax, 4G)  
• Next-generation wireless LAN - emerging radio technologies (802.11n, MIMO), 

hybrid cellular/WLAN  
• Ad-hoc mesh networks - use of different radio technologies, spectrum 

coordination, self-organization  
• Vehicular networks [Ernst 2006] - real-time inter-vehicle ad-hoc communications, 

satellite communications  
• Cognitive radio networks (referred to as software radios in [Clark et al. 2005]) - 

interference avoidance methods, networks with multiple radio physical layers 
• Sensor networks - power efficient protocols, hierarchical topologies, data 

aggregation and information flows  
• Pervasive systems - heterogeneous radio technologies, integration of sensors with 

WLAN/cellular  
Delay-Tolerant Networking (DTN), also known as Disruption-Tolerant Networking 
[Brunner et al. 2005], is a recently emerged new networking paradigm. It is typical for 
the networks that fall into this category that the current Internet architecture is ill-suited 
for their purposes. They have several properties in common that violate the general 
assumptions that enable feasible performance in the current Internet. Namely, these 
properties are 1) non-existence of end-to-end data path, 2) excessive round-trip times, and 
3) high packet loss probability. This networking paradigm encompasses several different 
networking technologies, some of which were already listed above. In [Fall et al. 2003], 
the author lists the following four example networks that fall into the category of delay 
tolerant networking:  

• Terrestrial Mobile Networks: In many cases, these networks may become 
unexpectedly partitioned due to node mobility or RF interference. In other cases, 
the network may never have an end-to-end path and may be expected to be 
partitioned in a periodic, predictable manner. For example, imagine a commuter 
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bus acting as a store and forward message switch with only limited RF 
communication capability. As it travels from place to place, it provides a form of 
message switching service to its nearby clients to communicate with distant 
parties it will visit in the future.  

• Exotic Media Networks: Exotic communication media includes near-Earth 
satellite communications, very long-distance radio links (e.g. deep space RF 
communications with light propagation delays in the seconds or minutes), 
communication using acoustic modulation in air or water, and some free-space 
optical communications. These systems may be subject to high latencies with 
predictable interruption (e.g. due to planetary dynamics or the passing of a 
scheduled ship), may suffer outage due to environmental conditions (e.g. 
weather), or may provide a predictably available store-and-forward network 
service that is only occasionally available (e.g. low-earth orbiting satellites that 
“pass” by one or more times each day). 

• Military Ad-Hoc Networks: These systems may be expected to operate in hostile 
environments where mobile nodes, environmental factors, or intentional jamming 
may be cause for disconnection. In addition, data traffic on these networks may 
have to compete for bandwidth with other services at higher priority. As an 
example, data traffic may have to unexpectedly wait several seconds or more 
while high-priority voice traffic is carried on the same underlying links. Such 
systems also may have especially strong infrastructure protection requirements. 

• Sensor and Sensor/Actuator Networks: These networks are frequently 
characterized by extremely limited end-node power, memory, and CPU 
capability. In addition, they are envisioned to exist at tremendous scale, with 
possibly thousands or millions of nodes per network. Communication within these 
networks is often scheduled to conserve power, and sets of nodes are frequently 
named (or addressed) only in aggregate form. They are often interfaced to other 
networks by way of one or more "proxy" nodes that provide protocol translation 
capabilities. 

In summary, the evolving networking technologies will require from the future Internet 
heterogeneity, resilience, and support for mobility. 

4.3 Summary  
Based on the previous sections, we give here a brief summary of the most important 
developments that will impact the requirements onto the ANA architecture: 

• The number of networking capable computing devices will increase and these 
devices will be very heterogeneous, ranging from RFID tags, smart dust and 
sensors to high-end servers and super-computers. Furthermore, many devices will 
be able to use multiple networks (i.e. multi-homed), for example advanced PDAs 
are already today equipped with WLAN, 3G and BlueTooth interfaces. 
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• Increasing number of networking technologies with heterogeneous properties: 
some of today’s networking technologies – especially those tied to fixed 
infrastructure, like cables, will exist for some time. In the same time, new 
technologies will be developed, these might be very low power consuming 
wireless networks with very low bandwidth, but also high-speed wireless as well 
as very high speed optical networks. Not only the bandwidth will differ in these 
networks, but also their reliability, like bit error rate. 

• Heterogeneous environments for devices and networks: in the recent years, we 
have seen the increase of wireless networks and mobile computing devices. Thus 
computing devices are no longer tight to a physical location and operated only in a 
device friendly environment, e.g. through air conditioning. Important research 
areas include under-water communication, e.g. for sensor networks to control 
drilling for oil in the North Sea. Environments like this are not any more friendly, 
and threatening the reliability and resilience of the devices and the network. 
Mobility is not only bound to persons walking, but also higher speeds in vehicles, 
airplanes etc. 
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5 FUNDAMENTAL CONCEPTS FOR A 
FUTURE ARCHITECTURE 

In the previous sections, we have shown that there are many problems with today’s 
Internet and that there are many additional challenges to meet in the future. In the state-
of-the art deliverable it is also shown that single patches to the Internet are not sufficient 
to fix all of today’s problems. It is the goal of the ANA project to develop new autonomic 
networking architecture that does not only solve today’s problems with the Internet, but 
also addresses future long term requirements. To develop such a future proof autonomic 
architecture, it is important to realize that a revision of the existing Internet protocols is 
not sufficient, because a new set of protocols will not be able to support all future 
(unknown) requirements. Therefore, a long-term solution for future networking must 
provide support for evolution in the sense that new requirements can be addressed by new 
solutions without breaking the architecture. In today’s Internet architecture, the IP 
protocol, IP addresses, DNS, and BGP implement core architectural principles that 
restrict the Internet’s ability to adapt itself to new requirements and environments. 
Therefore, we suppose that new fundamental architectural concepts are necessary to 
support both, today’s needs and future and unknown needs. In this section, we identify 
these fundamental concepts and analyze the properties they must contain. We claim that 
these concepts are able to fulfill most of the future Internet requirements that we 
identified throughout the previous sections. We use an example to illustrate the need and 
the application of the fundamental architectural concepts we identify.  

5.1 Realms 
As a starting point for the analysis of necessary new architectural principles and their 
properties, we argue that a new single Internet will not lead to a sufficient long-term 
solution. Different networks – in the broadest sense – must be supported, including 
legacy networks, like the Internet; networks with different privacy and security policies; 
networks that are revised versions of today’s Internet; networks that are designed for 
interplanetary communication; or networks that work without addressing. We use in this 
document the term realm for these networks in the sense that policies are not only 
describing the rules for achieving for example privacy and security, but in the sense that a 
realm is defined by the entire set of rules, including the protocols, addressing schemes, 
etc. 
Thus, the ANA architecture has to be based on an architectural concept that 
supports different realms. To argue for these fundamental concepts on the ANA 
architecture we use two arguments. First, the history of the (planned) transition from IPv4 
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to IPv6 has shown that an instantaneous transition from one Internet protocol to another 
will not work. Obviously, an instantaneous transition from today’s Internet to another 
network that is based on new architectural principles will be even more unrealistic. Thus, 
any new network must be able to co-exist with the Internet. Second, the networking 
world is prone to be very heterogeneous today and will be even more so in the future with 
respect to technologies, application requirements, requirements from providers etc. This 
extreme heterogeneity leads us also to the conclusion no single solution can fit all 
networking environments and requirements, i.e., new realms must be established when 
necessary and co-exist with the existing ones. 

5.1.1

5.1.2

  Bootstrap 
The basic approach of the Internet to achieve independence of application requirements is 
to define and standardize the IP protocol and applying the layering principle. This gives 
flexibility in the sense that many different transport layer and application layer protocols 
can be deployed over IP without breaking the architecture. However, IP itself requires a 
particular addressing scheme, introduces the end-to-end approach and leads to all the 
problems we have shown in Section 2.5. An architecture that supports different realms 
with for example entirely different addressing schemes needs to achieve more flexibility 
than the Internet. Enabling more flexibility means basically standardizing less in the 
architecture. In this context, operating systems are a good example. There are many 
different operating systems developed for many different purposes that can run just on the 
same hardware. To achieve this flexibility, only a minimal assumption is standardized for 
all operating systems, i.e., the first part of the boot strapping process. When the computer 
is switched on, the processor jumps to a small piece of code that is at a standardized 
location in ROM (read-only memory) and executes it. This small piece of code jumps to a 
well-defined location on a stable storage, like disk, to load and execute the bootstrap code 
from the boot block. The bootstrap code is already operating-system specific in the sense 
that it boots a particular operating system. Thus, the architectural concept that enables 
different realms needs to provide a “boot strap process” to boot realms which makes 
only a minimal set of assumptions and requires only a minimal set of standards.  

  Inter-communication of Realms 
Even if there is today “just” one Internet, there are many logical networks within the 
Internet in form of overlays, Virtual Private Networks (VPNs) etc. These networks share 
a basic set of policies, e.g. IP, DNS, BGP, etc., but apply at a certain level different 
policies, e.g., overlay networks protocols to build virtual links on top of the transport 
layer and VPNs use particular security policies. This concept of structuring one large 
network respectively to just share a sub-set of all policies needs also to be supported in 
the ANA architecture. Thus, realms must be able to host other realms. This 
requirement needs not only be fulfilled for the strict hierarchical case, e.g., within realm 
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A exists the realm B and within realm B the realm C exists, but for any arbitrary 
combination, like overlapping realms etc. (see Figure 2). 

 (a) (b) (c) 
Figure 2: Realm structures: (a) single and flat, (b) hierarchical, and (c) overlapping 
 
Co-existence of realms does not mean that only closed and independent networks are 
supported. This is obvious for structured realms, i.e., those that share some nodes, but it is 
also important for realms that do not share nodes. Thus, the ANA architecture needs to 
provide means for inter-communication of different realms. This property will be 
achieved through certain types of intermediate systems, i.e., gateways. 

5.1.3  Self-* Properties, Security, and Resilience 
We have shown in the previous sections that the complexity of Internet-like realms will 
increase. This complexity is a threat to such realms, because their management will be 
either very expensive in terms of resources, not reactive enough, or even impossible. 
Therefore, it is the aim of the ANA project to target autonomic network architectures that 
provides the so-called self-* properties, originally proposed by IBM [Jacob 2004], that 
include self-configuration (able to adapt to changes in the system), self-healing (able to 
recover from detected errors), self-optimizing (able to improve use of resources), and 
self-protecting (able to anticipate and cure intrusions). Furthermore, we have seen that 
security and privacy as well as resilience are important requirements for many realms. 
To achieve these properties for realms, and for nodes within them, it is necessary for the 
realm, respectively the node, to gain some knowledge about its state. For example, if the 
load is too high in a certain part of a network, the network might perform load-balancing. 
However, first it has to gain knowledge about its load, which is part of its state. 
Therefore, monitoring must be supported - which we discuss in detail in the next 
section - to provide input data to processes that enable the self-* properties and resilience. 
Keeping with the example of workload balancing we can identify that it is not sufficient 
that only local monitoring data is used. Once a high load has been detected, it must also 
be determined how the load should be then redistributed. Thus, information has to be 
exchanged between different entities in the realm. Autonomic networking requires also 
that networking entities are able to explore their environment, for instance, to find out 
which policies, including protocols are applied, which services are available, or what the 
load is on other nodes. In order to do this, information has to be exchanged among 
networking entities. Finally, some kind of intelligence is needed that is able to reason 
about the state information and the information from other entities and perform certain 
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actions, such as adaptations, if needed. Therefore, information and knowledge 
management needs to be supported (see Section 4.4). 

5.2 Monitoring 
The most fundamental and important requirements on a monitoring facility are the types 
of data that could be monitored and which support for managing and monitoring data 
should be provided. 

5.2.1

5.2.2

  What to Monitor? 
We identify monitoring as the second fundamental concept. Monitoring is the key 
element to achieve awareness, one of the essential properties of a system that aims for the 
self-* properties. What should then be monitored? As we already mentioned, the 
monitoring architecture should be such that it provides the necessary input for the other 
components of the ANA architecture so that they are able to establish the self-* 
properties. However, the requirements of a specific network instance can be widely 
different from those of another network instance. Hence, the knowledge required from 
monitoring to sustain the self-* properties of different network instances can be widely 
different. For example, one network instance may require a certain level of QoS, while 
another one requires none. Therefore, the question of what exactly is to be monitored 
should not be answered here. Instead, the monitoring architecture should be generic 
enough to make it possible to monitor whatever is needed. 

  Storage and Dissemination of Monitoring Data 
The monitoring architecture should support different storage solutions for the data 
collected by the sensors. We need both, volatile and persistent monitoring data. An 
example of volatile storage of monitoring data is a data stream management system 
(DSMS) [Plagemann et al. 2004], [Cranor et al. 2003] and an example of persistent 
storage for monitoring data is a database management system (DBMS) [Siekkinen et al. 
2005]. Persistent storage enables evaluation of historical monitoring data in order to 
identify trends or “go back in time” to understand reasons for certain events [Kornexl et 
al. 2005], for instance. Dissemination of the monitoring data is tightly coupled with the 
information and knowledge management which we discuss in the next section. 

5.3 Information and Knowledge Management 
Information and knowledge management is the third fundamental architectural concept 
that we identify. In the previous section, we have discussed the requirements for 
monitoring to enable an autonomic network to sense its operating environment and to 
monitor its state. However, achieving self-* properties requires more than just acquiring 
raw data about the operating environment and state. This data has to be used, i.e., 
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transformed to information and knowledge to be applied to achieve these properties. For 
instance, self-configuration requires that an entity knows its configuration, that it knows 
the components and resources which are available for potential addition, and that it can 
reason about the impact of configuration changes. Furthermore, self-healing requires that 
a system is able to define or to learn what the normal condition is and compare it with 
monitoring results in order to recognize deviations from the normal condition. The 
capacity to proactively circumvent issues that could cause service disruptions means that 
the system must be able to perform a retrospective analysis after a service disruption, i.e., 
to study data from the past in order to identify which sequence of events might lead to a 
service disruption.  
In many cases a single source of data and information is not sufficient. Therefore, it is 
important for the ANA architecture to develop proper abstractions for providing 
information and sharing information between entities. This information can be derived 
from monitoring data or it is part of a description of an entity. Such a description could be 
a service description, but it could also be the description of the entities configuration, 
description of available components, description about available resources, etc. 
Furthermore, the ANA architecture must provide means to persistently store data and 
information, because for certain tasks, like the retrospective analysis in self-healing it is 
necessary to study historical data. 
Obviously, some kind of syntax has to be used for these descriptions and a certain data 
model has to be used for handling data, like monitoring data. 

5.4 Example: Content Distribution Realm 
The term content distribution network (CDN) covers many different ways of moving data 
between computers. There are three main categories. The first is download based, where 
content is accessed only after having been completely downloaded. The second is 
broadcast based, where all receivers receive the same data more or less simultaneously. 
The third is CoD (Content-on-Demand) based streaming, where data is accessed as it is 
being received. All these CDNs are today implemented as overlays and represent realms 
within the Internet. 
Today, there are at least two ways of accessing the distributed content. The first is the 
identifier based approach used on the WWW, with the content hosted on a single server. 
The second is the file sharing approach used in many P2P networks, where the file is 
identified by the message digest. Where the file is located is of less importance. USENET 
is similar, in that articles can be located via message id. In other words, these realms use 
different solutions for addresses and identifiers. 
All of these realms have different requirements for organizing and locating content, but 
the most important issues are in the optimization of data transfers. For download and 
CoD based access it is possible to improve latency and reduce redundant transfers by 
having multiple copies of popular files. This requires placement of content at nodes 
which are located close to the clients which request the content. These nodes can all be 
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under a single administrative domain (respectively realm) as with a commercial CDN, but 
can also be end-user machines. In either case, but especially the second, it is necessary to 
enable realms to communicate with each other and to be able to locate strategically 
placed nodes. Content can then be managed based on the current or expected requests 
from nearby nodes. Thus, replication placement needs information on the popularity of 
files and the access distribution of clients. This information are collected by monitoring 
services and exchanged by information flows. For media data, the possibility of doing 
transcoding of data is also desirable in some cases. A node connecting over a low bit rate 
link might wish to get a lower bit rate version of a media file, with this conversion being 
done on the node at the other end of the link. Also for this network aware service 
adaptation, monitoring of the link is needed as well as meta-data about the media data 
such that the best transcoder can be selected. 
Broadcasting is somewhat special in that all recipients essentially receive the same data 
simultaneously. This can be accomplished with router based or application level 
multicast. With all the recipients at any time known, it is possible to arrange data 
transmission to reduce redundant data transfers. Conceptually the content moves from the 
data source, with the data propagating in concentric circles. The clients closest to the 
server receive the data first, and the clients furthest away receive it last. Achieving this 
requires information about where hosts are located relative to the server. In must also be 
constantly monitored and updated as clients join or leave. Broadcasting is usable for live 
transmissions, but can also be used to distribute the same content to multiple caches, for 
content which is accessed from the caches in a CoD manner. 
There are many different possibilities for optimizing content distribution, but information 
about the network between participants is required. This includes variable values such as 
latency, but also more static capabilities such as router support for multicast. Again all of 
this requires monitoring support and information and knowledge management. Some 
overall characteristics and limitations might be defined by the content publisher. This 
might include factors such as the use of a download based model to save resources. Other 
elements can be specified by users independently of the content provider; a user requiring 
transcoding might request this functionality from a conveniently located node without 
this being visible to the content provider. 
Server redundancy is a similar problem. A set of nodes are visible to external clients as a 
single entity. If one server goes down, one of the others take over without any special 
action by the users. Different load balancing algorithms might also be in use. Clients use 
a single identifier to refer to all the servers, but it should be possible to use the same 
identifier while actually retrieving content from a cache located much closer than the 
server. 
In summary, the most important points are resource discovery, monitoring, and 
management of various sets of nodes. It should be possible to specify a set of nodes using 
general characteristics, and have a simple and flexible way of referring to and managing 
these sets. Using this framework, any application can arrange for content to be distributed 
in an optimized manner. 
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5.5 Summary 
In this section, we have studied the fundamental architectural concepts that need to be 
supported to develop a future proof autonomic networking architecture. In particular 
these are: 

• Support of multiple different realms through an architectural concept that allows 
to bootstrap realms. The reason to require this architectural concept lies in the 
ever increasing heterogeneity of technologies and of contradicting goals and 
needs of different stake holders. Since one size, respectively network, cannot suit 
every need diversity through multiple different realms must be supported. 

• Realms must be able to host other (partial realms) and provide means for inter-
realm communication. The need for this architectural concept stems from the need 
to structure larger networks and to apply different policies in the different parts, 
even if all use the same infrastructure. Furthermore, it is obvious that different 
realms might need communication between them. 

• A monitoring infrastructure or facility has to be anchored in the architecture such 
that it can potentially monitor all data and events of interests. The need for self-* 
properties, security, and resilience implies the requirement for a monitoring 
infrastructure as a fundamental architectural concept in the ANA architecture. 

• The monitoring architecture should also provide solutions for storing monitoring 
data. A monitoring infrastructure or facility itself is not sufficient, because often it 
is necessary to “go back in time” in order to understand reasons for certain events 
or to trace back to an attacker after the attack has been recognized (which could 
take days or longer). Therefore, storing and management of monitoring data must 
be supported in the ANA architecture. 

• Information and knowledge management is needed to exchange and use 
monitoring and other type of meta-data as the basic element of solutions with self-
* properties. Collecting and managing monitoring data is not sufficient. Process 
that can use them need to get an efficient way to discover and access them. This is 
also true for other kind of meta-data, like description of configurations etc. 
Therefore, information and knowledge management must be supported as a 
fundamental architectural concept in ANA. 
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6 CONCLUSIONS 

The goal of this document is to identify the current and future requirements onto the 
Internet, in order to provide a set of requirements for the ANA architecture that can be 
used as a benchmark to evaluate it. In order to achieve this goal, we have first studied and 
summarized the problems that are experienced today with the Internet. The result of this 
study is a long list of problems and requirements for future solutions to avoid these 
problems. Afterwards, we have studied the future developments in two stages. First, we 
have taken a top-down approach and analyzed the future workload of the Internet. It 
should be emphasized that this study is based on an analysis of the different stakeholders 
of today’s and the future Internet. Besides a long list of additional requirements it mainly 
showed that requirements from different stakeholders and applications are quite different 
and often contradicting. The heterogeneity with respect to the needs of a future Internet 
architecture is also documented in our bottom-up study, where we analyze the future 
developments of networked devices and network technologies and their impact onto a 
future Internet architecture. The conclusion from these intermediate results is that there 
will be not a single Internet in the future and that it is very important for the ANA 
architecture to support this. In particular, we have identified a set of fundamental 
architectural issues that need to be developed in the context of the ANA 
architecture: 

• Multiple realms must be supported concurrently. To achieve this, a simple 
bootstrap like process that allows to bootstrap multiple different realms needs to 
be developed. 

• Realms must be able to host other (partial) realms and provide means for inter-
realm communication.  

• A monitoring facility has to be part of the architecture. It must be able to 
potentially monitor all data and events of interests. 

• The monitoring facility must also provide means for storing monitoring data. 
• Information and knowledge management is needed to exchange and use 

monitoring and other types of meta-data as the basic element of solutions with 
self-* properties. 

An architecture that implements these fundamental architectural concepts should be able 
to address all requirements that have been mentioned in this document. Obviously, it is 
not feasible as part of the ANA project to demonstrate that all requirements onto the 
future Internet can be met by the ANA architecture. However, it is important that the 
ANA project is able to demonstrate that the ANA architecture can lead to realms that 
have the following properties: 

• It is possible to design highly scalable networks with the ANA architecture that 
are not restricted by address spaces or other means. 
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• The ANA architecture can support different realms that fulfil entirely different 
sets of application and end-user requirements. 

• Realms can be designed in such a way that they are extensible and can easily 
include new solutions without breaking the network architecture and design. 

• The provision of monitoring infrastructure and knowledge supports the need for 
mere resilient network. 

• The information and knowledge plane enables also easier self-configuration and 
self-organization, e.g. through better service discovery solutions. 

• The provision of the information and knowledge plane also leads to better 
solutions for self-optimization, e.g. for the case of structuring communication into 
uni-cast, any-cast, and multi-cast communication for efficient resource utilization 
from networks viewpoint. 

• Mobile users and mobile terminals can be better supported than it is possible in 
today’s Internet. 

The above list does not comprise all requirements, but those we regard as most important 
for the success of the ANA project. Other requirements that represent a set of “nice to 
have” requirements which we believe that the ANA project may not be able to fulfil 
comprise: 

• Demonstration that the ANA architecture can lead to improved security and 
privacy. Especially that it allows to introduce new solutions that solve recently 
detected security threats without leading to a bad network design. 

• Context aware solutions that allow automatic localization, either by new 
addressing schemes that comprise both identifier and localizer, or by other means. 

• Support for QoS based on the monitoring infrastructure and well-designed control 
structures in certain network realms to provide guaranteed or statistical QoS, e.g. 
for multimedia services. 

• Demonstration that the ANA architecture is neutral to any kind of network, or in 
other words, any network realm can be bootstraped through the ANA architecture. 

• That the ANA architecture itself is a means to better promote and realize open 
standards. 
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