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Abstract: 
This document constitutes the first version of the ANA Monitoring Framework Draft. It 
describes the core concepts of the upcoming monitoring framework developed within the 
EU FP6 IST Project 27489. 
In this first draft of our Monitoring Framework, we focus on two aspects of monitoring: 
the process of capturing or monitoring the node and network environment, and the 
process to share monitoring information with other instances. We also propose a first 
monitoring architecture and illustrate ANA monitoring principles in 3 scenarios. 
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Executive Summary 

The goal of the ANA project is to explore novel ways of organizing and using networks 
beyond legacy Internet technology. The ultimate goal is to design and develop a novel 
network architecture that can demonstrate the feasibility and properties of autonomic 
networking. As specified in the description of work document [20], it is the intension of 
the project to address the self-* features of autonomic networking such as self-
configuration, self-optimization, self-monitoring, self-management, self-repair, and self-
protection. 
Environment monitoring is a first important building block for autonomic network 
components. Compared to other monitoring projects, our goal is to integrate the 
monitoring in the Autonomous Network Architecture itself. The challenging aspect of 
monitoring is related to the fact that a component can only monitor its local environment, 
when a lot of tasks need a more global view of the environment. The challenge here 
consists of merging information coming from different sources (local or distant) and to 
end in a global view of network. This problem is strategic in the context of global 
monitoring of the network as well as for self-protecting nodes, as anomalies (or changes) 
observed by an autonomic nodes might be coming from a problem not directly observable 
by the node. 
In this first draft of our Monitoring Framework, we focus on two aspects of monitoring: 
the process to capture or monitor the environment, and the process to share monitoring 
information with other instances.  
The monitoring concepts include adaptive monitoring, the dynamic setup of cooperative 
monitoring systems (monitoring compartments), and the general concept of network 
architectures that do not require active measurements. Then we introduce different 
storage and sharing approaches and discuss their applicability in the context of the 
Autonomic Network Architecture. We give an example of how such a monitoring and 
sharing system can be applied in the ANA node architecture and conclude with some 
example scenarios. 
Note that due to the short duration of this task, this document should be considered as a 
living draft that will be updated and modified in the course of the upcoming 3 project 
years. 
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1 INTRODUCTION  

Role/relevance of the deliverable/work for the overall ANA project 
Autonomic networks are systems that provide self-management capabilities including 
self-configuration, self-optimization, self-healing, and self-protection (taking preventive 
measures and defending against malicious attacks). These functions are performed by 
feedback control loops. 

Monitoring is the element responsible for 
measuring the parameters of the controlled 
system that are relevant for the function under 
control (e.g., current load for performance 
optimization, link availability for fault tolerance, 
etc.). 
Current approaches to solving measurement 
problems often assume minimal support from 
nodes and protocols (e.g., active measurement) 
or place the entire burden on the nodes (routers) 

to support heavy-weight mechanisms (e.g., NetFlow or passive measurements in general). 
In the ANA monitoring framework, we argue that measurement must consider solutions 
which enlist the cooperation of nodes (routers), protocols, and tools. 
In addition, monitoring has been considered a static function in the past. In the ANA 
project, we aim at implementing a dynamic and adaptive monitoring system. As a 
consequence, the decision module starts and controls the monitoring system. That is, 
whenever necessary, the monitoring parameters under consideration are dynamically 
adapted to the needs of a given module.  
In the context of ANA node architectures, monitoring is implemented as a generic 
functional block. When other functional blocks require monitoring information for their 
decision processes, the monitoring functional block initiates and orchestrates the data 
collection and distribution of monitoring results.  
Conceptually, monitoring is always done inside a compartment; i.e., all nodes that 
participate in a monitoring task form a compartment. From an aggregation or information 
point of view however, ANA distinguishes three levels of monitoring: 
• ANA node-level: Monitoring is triggered locally by the node itself and data collection, 

computation, and evaluation functions are invoked within the node. Node-level 
monitoring falls into the field of system monitoring  

• ANA compartment level: Conceptually, compartment-level monitoring can be considered 
as infrastructure monitoring. At the compartment-level, it is orchestrated by decision 
processes responsible for the health and performance of a compartment. The decision 
processes issue for example data collection requests, or monitoring-data requests to 
sensing nodes or data collection points in the compartment. Data collection points also 
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push monitoring data and event notifications to the decision process. The monitoring 
includes observation of external events and event notifications to other compartments.  

• Inter-Compartment level: Traffic flowing between compartments is monitored by inter-
compartment adjacent nodes for the detection of compartment failures, QoS violations, 
security threats or other failures. 

 
To summarize, the ANA monitoring framework focuses on the architectural changes 
required to make the network more observable, and therewith more controllable. 

1.1  Key monitoring concepts 

1.1.1  Dynamic and adaptive Monitoring  
Each functional block of an ANA node exposes parts of its internal information. 
Therefore, the task of the monitoring functional block (or monitoring service) is then to 
collect, assemble, and process the available information as well as to orchestrate the 
distribution of this information. External functional blocks (like for example a routing 
task or anomaly detection function) are then able to use this data (to estimate link or path 
capacity or to determine normal network behavior).  
The monitoring framework is specifically designed to dynamically adapt to changes in 
the monitoring tasks. If for example, additional information is required to detect traffic 
anomalies, the data capturing is updated “on-the-fly”. Also, to limit the resource 
consumption of the monitoring service, the service must be able to adapt autonomically 
(for example by adapting the capturing rate or by applying data sampling techniques). 
Secondly, the monitoring functional block must be able to adapt in its perimeter. 
Whenever necessary, additional monitoring sensors or monitoring processing units are 
installed and added to the monitoring compartment.  

1.1.2  Monitoring compartment 
In a self-managing network a.k.a. an ANA network, the monitoring information from one 
single node is not sufficient for compartment wide supervision tasks. For distributed 
monitoring tasks, some nodes may need to trigger monitoring functions on one another or 
on systems dedicated to these tasks. We call such a set of distributed monitoring 
functional blocks a monitoring compartment.  
To form a monitoring compartment, the triggering nodes have to be aware of the 
monitoring capabilities of the nodes in the compartment and must be able to locate the 
monitoring point of interest in the topology. The goal of the ANA monitoring framework 
is to construct and deploy the monitoring compartments on the fly. 
Such a platform is an enabler for realizing for example a traffic monitoring compartment, 
which is a specialized case of a monitoring compartment. A traffic monitoring 
compartment is a set of functional blocks participating in a traffic monitoring objective in 
a distributed fashion across an ANA network. 
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Note that a monitoring compartment might span over one single compartment or over 
multiple compartments. When the monitoring service involves multiple compartments, 
we speak of inter-compartment monitoring. 

1.1.3 Avoiding active measurements 
In the current Internet, monitoring tools apply active and passive measurement 
techniques. Passive monitoring captures system parameters (e.g., traffic volume and flow 
counts) and helps determine the causes of network performance problems as opposed to 
active measurement, which provides insights into the effects of network problems. Note 
that active monitoring implies the interaction with the system, e.g., traffic is injected into 
the network and captured at a destination node.  
With the current Internet architecture, some performance parameters can only be tested 
with the help of active measurements. In an ANA network, we aim at a monitoring 
system, where active measurements are not necessary anymore. By combining passive 
measurement data from multiple sensors, the decision process should be able to 
determine the same level of detail as obtained with active monitor probes. For example, 
instead of sending ping packets through the network, the network should be able to 
measure network distance and delay without traffic injection by reading routing tables 
and measuring forwarding delay by tagging packets in existing data streams.  
Same applies to bandwidth capacity measurements. Many tools estimate the available 
bandwidth between source and destination by measuring the dispersion of packet pairs. If 
we have monitoring support from the nodes in an ANA network, one simply has to query 
the nodes on the path to know exactly the capacity at each hop and from there determine 
the capacity on the path. 

1.2 Security  
Monitoring plays a very significant role within the ANA architecture. Of particular 
importance is the interplay between monitoring functions and security issues. This 
interrelation acts both ways and there is a reciprocal dependence.  
 

• Access to monitoring functions and to their results needs to be secured and 
protected against unauthorized usage or falsification. There must be means for 
ensuring the integrity of monitoring information, authentication of the information 
source, confidentiality, and non-repudiation of origin and delivery. 

 
• Conversely, monitoring functions are the major tool for installing security 

functions in a network system. Monitoring is used to audit for normal behavior. 
Deviation of the expected behavior beyond given thresholds and observed 
anomalies will create alerts and instigate counter-measures and corrective actions. 
The dynamic and adaptive monitoring system in ANA is especially appropriate 
for these scenarios. In case of a suspicious incidence further monitoring actions 
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can be triggered, e.g. the monitoring system can autonomously zoom-in and 
collect more fine-grained data for analysis and attack detection.   

 

1.3 Scope of Deliverable 
This is a first draft of the ANA monitoring framework. In the upcoming project years, the 
framework will evolve and adapt to upcoming requirements from network management 
or end-user applications. 

1.4 Structure of the document 
This document is structured as follows. In the next section, we introduce the terms and 
terminologies used throughout this document. In section 3, we discuss the dynamic nature 
of the ANA monitoring framework and the scope of monitoring. Then, we discuss how 
monitoring information is stored and shared in an ANA monitoring compartment. Section 
5 introduces a possible monitoring architecture while we present some sample scenarios 
in Section 6. Section 7 concludes the framework draft. 
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2 TERMINOLOGY 

2.1 Abbreviations 
ANA  Autonomic Network Architecture 
FB  Functional Block 
IDP  Information Dispatch Point 
MFB  Monitoring Functional Block 
MC  Monitoring Compartment 
ODM  On-Demand Monitoring 
IC  Information Channel 

2.2 Definitions 
In addition to the core definitions defined in the ANA Blueprint Document, we use the 
following terms in this document: 
 
Monitoring Compartment: 
A monitoring compartment is a specific form of a network compartment. Specifically, a 
monitoring compartment is a set of distributed monitoring functional blocks (MFB). 
 
Monitoring Functional Block 
A monitoring functional block is the processing element that monitors parameters and 
data, assembles and processes data, triggers monitoring requests, and orchestrates the 
sharing and distribution of monitor information.  
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3 CAPTURING / MONITORING CONCEPTS 

In this section, we’ll discuss different aspects of the upcoming monitoring and capturing 
system.  

3.1 Adaptive monitoring 
As mentioned in the introduction, dynamic, customizable, and programmable monitoring 
is one of the key concepts in the ANA framework. The dynamic aspect of the monitoring 
framework is reflected in: 
− The list of available system parameters or traffic statistics  Filter 
− The sensors involved in a monitoring task  Scope 
− The way these data are interpreted and analyzed  Interpretation 
For example, a monitoring system wants to monitor network traffic for security analysis. 
Depending on the threat level, more or less detailed information is captured and analyzed. 
That means, if no danger is reported, only traffic volume data is captured, as soon as there 
is an indication for a threat or attack, the monitoring system will automatically capture 
more traffic statistics and may start capturing data packets or flow information.  
Similarly, the monitoring system may be built on sampled flow information. The system 
will sample traffic data at a given rate and only on demand, the sampling rate is decreased 
(e.g., from 1 out of 1000 to 1 out of 50) such that more fine-grained network data is 
available. 
From a conceptual standpoint, each monitoring task or session is initiated by a process 
which controls and orchestrates the monitoring session. The monitoring function block 
(MFB) can then be called the monitoring session owner. This session-owner then sends 
out monitoring requests to local FBs or to remote monitoring FBs. As soon as a 
monitoring session is established, the session-owner can modify the session on-the-fly. 
Note that the session owner might be implemented as a distributed system (i.e., 
distributed MFBs). 
Programmability concerns the monitoring behavior, which may modify the list of system 
parameters captured (filters), the elements included in the monitoring task (scope), or the 
processing of the captured data (interpretation). Programmability includes the starting, 
modification and termination of the capturing behavior as specified in the monitoring 
request by the session-owner. 
To summarize, an ANA monitoring framework will be based on the following principles 
captured by the new and evolving monitoring paradigm dubbed On-Demand Monitoring 
(ODM) [Appendix D]:  
− Flexible and trigger-able monitoring implies that the monitoring functions of a 

MFB or monitoring probe/sensor are designed in such a way that each function or a 
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group of functions can be triggered or invoked on-demand. Also a monitoring-request 
describes the monitoring function and supports primitives like: start-session, pause-
session, resume-session, and terminate-session. The session-owner must ensure that 
resources are freed whenever monitoring is temporarily not required or no longer 
required and that parameters to monitoring functions can be modified on-the-fly. 

− Customizable monitoring means a monitoring probe/sensor must support the notions 
of a session, session-owner and, allows the specification of what is to be monitored 
using an appropriate language. The session-owner can be remote or local. A session is 
tailored to the monitoring needs of the session-owner. 

− Programmable monitoring means a monitoring probe/sensor must allow for the 
specification of the behavior of a monitoring session, the installation of the session-
behavior, the modification and termination of the behavior. As a result, a 
Composition Language for specifying a monitoring behavior is required. Such a 
language should include actions to be performed on the target by the behavior, event-
descriptions and event-notification propagations to designated parties, including 
actions to be performed by notification recipients. 

3.2 Active vs. passive monitoring 
Passive monitoring captures system parameters (e.g., traffic volume and flow counts) and 
helps determine the causes of network performance problems as opposed to active 
measurement, which provides insights into the effects of network problems.  
Unlike the telephone network, where observability and controllability was built into the 
design, the simplicity of the Internet service model has made it difficult to observe. In 
particular, there appears to be a great semantic distance between what users (e.g., ISPs) 
want to know, and what the network provides. In this tussle between user needs and the 
data generated by the network, users respond by distorting existing network features to 
obtain desired data. 
Traceroute uses the TTL field in an admittedly clever but distorted way. This is smart, but 
is it good engineering? 
In an ANA network, we aim at a system, where active measurements are not necessary 
anymore. By combining passive measurement data, the decision process should be able to 
determine the same level of detail as obtained with active monitor probes.  
Another prominent example of excellent research is the packet-pair based available 
bandwidth estimate. While being an excellent algorithm, it is not very precise and still 
limited in its applicability. If we assume monitoring support from the nodes in an ANA 
network, one simply has to query the nodes on the path to know exactly the capacity at 
each hop and from there determine the capacity on the path. 
Assuming that the nodes in a monitoring compartment are synchronized with high 
precision, delay measure can be executed by tagging packets at the “ingress” router and 
measuring the delay at the “egress” router. Of course, such a mechanism requires changes 
in the router software and would also lead to higher resource usage in the routers. Hence, 
router vendors avoid adding measurement features because it impacts forwarding 
performance 
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In this project however, we are not aiming at building a prototype for high performance 
network, but rather a prototype that allows us to test and implement new directions in 
network design. 

3.3 Sampling 
Traffic sampling has emerged as the dominant means to summarize the vast amount of 
traffic data continuously collected for network monitoring. The most prevalent and 
widely-deployed method of sampling traffic is packet sampling, where a router inspects 
every nth packet (uniformly at random), and records its features. Packet sampling is 
attractive because it is computationally efficient, requiring minimal state and counters, 
and is implemented in high-end routers today (e.g., with NetFlow). As such, many large 
networks (ISPs and enterprises) are now using packet sampling to obtain rich views of 
traffic directly from routers. 
But, while being attractive because of efficiency and availability, sampling is inherently a 
lossy process where many packets are not inspected. Thus sampled traffic is an 
incomplete and more importantly, a biased approximation of the underlying traffic trace, 
as small flows are likely to be missed entirely. 
Recent research conducted in the context of the ANA project [19] has shown that 
sampling affects different traffic metrics differently. While sampling is perfectly 
appropriate to estimate traffic volumes, it should not be applied when flow counts are of 
importance. Flow counts are a prominent measure for anomaly detection technologies. 
There however, new metrics have been found that are less affected by sampling.  
Our goal in this context is to use the right sampling technique for each metric under 
investigation. 

3.4 Scope of monitoring 
Conceptually, monitoring is always done inside a compartment; i.e., all nodes that 
participate in a monitoring task form a compartment. From an aggregation or information 
point of view however, ANA distinguishes three levels of monitoring: 
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3.4.1  Node level monitoring 

3.4.1.1 Memory, CPU, storage and other resource(s) usage 
monitoring  

At the node level, the monitoring functional block has to monitor the usage of resources 
and create the corresponding statistics. These data must then be accessible to other FBs 
running in the node. Information Hooks provide the interface to other FB in the node 
compartment. Via ICs between MFBs, this data can also be exported to MFB on remote 
nodes. 
The list of node-level information includes: 
− traditional system parameters such as memory usage or CPU usage, but also  
− interface information such as link state, available bandwidth, error statistics 
− location and mobility information 

3.4.1.2 Node compartment status 

A node compartment status can be monitored or determined through capturing and 
analyzing events generated by the functional composition chain which implement the 
compartment. Note that also context information might be included in this node 
compartment monitoring. The status itself would consist of a set of descriptions 
pertaining to whether the overall compartment status is considered to be 
erroneous/malfunctioning, membership info (e.g., how many members etc), and context 
information (e.g., which member or functional block is communicating or has a binding 
with whom etc).  The capturing and analyzing is provided by the monitoring functional 
block 

3.4.1.3 Capturing for Traffic Measurement  

Packet traces 
Packet traces are files containing recorded monitoring data concerning inbound or 
outbound packets captured on an interface of a node over some time-duration. In 
traditional IP networks, such monitoring data contains information like IP and TCP/UDP 
headers, and the timestamp a packet was captured. The most common data format used is 
the pcap format (used by capturing tools like tcpdump).  
For the ANA monitoring framework, the data format is part of the monitoring description 
language. Note that the analysis of such traces might require dedicated infrastructure. 

Flow traces 
Flow traces are highly granular information records about each flow observed by a 
network element such as a router or a switch. A flow is defined as a unidirectional 
sequence of packets with some common properties that pass through a network device. In 
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IP networks, flow records include details such as IP addresses, packet and byte counts, 
timestamps, application ports, input and output interfaces, etc.  
In today’s Internet, flow records are exported to flow collectors and are used for network 
traffic accounting, usage-based network billing, security, Denial of Service monitoring 
capabilities, data mining, and network monitoring. The ANA monitoring framework 
foresees similar functionality where the individual MFBs collect and process data and 
then forward the information to the nodes in the monitoring compartment. The existing 
flow export techniques can hence be perfectly mapped in the ANA monitoring concepts 
and monitoring framework. 

3.4.2  Compartment-level monitoring 
Compartment-level monitoring involves monitoring for the purposes of enabling self-
healing or self-adaptation in the compartment-wide objectives.  
To build up and maintain a monitoring compartment, the triggering nodes have to: 
− be aware of the monitoring capabilities of the nodes in the compartment, and  
− be able to locate the monitoring point of interest in the topology.  
The monitoring compartment should be dynamic in the sense that the topology of the 
involved nodes or the size can be deployed, modified, and extended on-the-fly. Also the 
monitoring target should be flexible. This means that the same monitoring topology may 
be used for traffic measurements, overlay construction, or mobility measurements. Note 
that the monitoring 
compartment is not the same 
as the network compartment. 
The monitoring compartment 
is rather a subset of nodes in 
one single or even multiple 
compartments. Figure 1 
illustrates a monitoring 
compartment as a subset of 
an existing network 
compartment. 
 

Figure 1 Monitoring compartment 

The communication protocols for monitoring framework are to be defined in the 
upcoming project years.  
The sharing of information within the compartment is described in section 4. 
 
Typical tasks of compartment-wide monitoring are: 
− traffic monitoring 
− compartment health status monitoring 
− mobility monitoring 
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3.4.2.1 Traffic Monitoring  
A traffic monitoring compartment is a set of functional blocks participating in a traffic 
monitoring objective in a distributed fashion across an ANA network.  
The nature of the required Traffic Monitoring Platform (i.e., a set of monitoring 
components with APIs), is that it ought to consist of distributed monitoring 
probes/sensors and systems (ANA nodes) that support the concept of dynamic 
monitoring. The functions triggering the monitoring of traffic at a particular point(s) may 
be distributed in nature, having varying monitoring needs and imposing varying 
requirements on the design of the traffic monitoring platform or on a single monitoring 
probe/sensor. Therefore, it is important that each component of the platform supports 
flexible, customizable and programmable monitoring.  

3.4.2.2 Monitoring of topology dynamics 

Routing status 
Depending on the used routing protocol, each node might have more ore less information 
about the global routing state in the compartment. For a node to receive all routing table 
information in a compartment, it has to collect proactively routing information from each 
route (polling approach) or has to setup event triggers at each node such that the 
monitoring node receives all routing changes in the network. 
Once the compartment routing is available, additional FBs may use this information to 
verify routing stability or determine how resilient the compartment is to link or node 
failures (self-healing). Also, a global optimization task may interact with the node in the 
compartment to improve stability or performance (self-optimization). Combining routing 
state with information about available bandwidth, QoS routing schemes might even be 
applied. 

Topology monitoring 
Topology monitoring involves discovery and change tracking, including monitoring the 
properties of paths/links constituting a topology map (or simply a topology). A topology 
map consists of a topological view such as layer-2 topology (topological view of 
connectivity of layer-2 devices) or layer-3 topology (topological view of connectivity of 
layer-3 devices).  A topology map represents a continuous topology history. In order to 
build/discover and continuously update the topology map, information must be collected 
from network nodes. The challenge is to do this in real time without adversely consuming 
network bandwidth. Once the topology has been discovered, the properties of paths/links 
constituting the topology can be monitored through measuring path/link metrics, network 
traffic load, etc.  
A prominent application of such information would be mobility measurement and 
prediction. If node movement (or even failure) or link status can be predicted, multiple 
protocols may be optimized with regard to these changes. Examples are the routing 
protocols, but also forward error correction FBs to secure transmission over lossy links. 
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3.4.3  Inter-compartment monitoring 
Traffic flowing between compartments can be directly monitored for QoS/SLA 
monitoring, and the detection of security threats and failures by inter-compartment 
adjacent nodes e.g. gateways or by other nodes that are able to passively capture traffic 
flowing between the compartments. Here, inter-compartment is more or less equivalent to 
inter-domain, where a domain is either in the sense of an administrative domain or a 
technical domain in which the rules defining a compartment differ from those defining a 
compartment in the peer domain. QoS and SLA monitoring involves two issues: 1) all 
nodes and devices in the network gather some information related to QoS e.g. statistics 
pertaining to traffic-class specific queues into a model(s) such as what are called QoS 
MIBs so that other systems or locally running entities may query the information; 2) 
Performing QoS measurements e.g. performance metrics such as packet delay, 
throughput or packet loss etc, in a distributed fashion, using both active and passive 
monitoring techniques. 
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4 STORING AND SHARING MONITORING 
INFORMATION 

We distinguish two types of storage techniques within the monitoring architecture: local 
and distributed storage techniques. Each ANA node that incorporates any monitoring 
facilities must have at least a specific local storage approach, but it can have additionally 
a distributed storage approach (can be an optional component). 
The distributed storage enables essentially nodes to share monitoring data. We look at 
some approaches to store/share data in a distributed way in this chapter and discuss their 
suitability for monitoring data. In our analysis of distributed storage approaches, we focus 
primarily on complete systems. In other words, we consider not only the transfer of a 
particular piece of monitoring data from one node to another, but also locating and 
distributing that data in a systematic way. In that way, the systems may need to consider 
issues of replication, data consistency, data integration, load balancing etc. Nevertheless, 
in certain cases a trivial approach - given that a node knows where to get a particular 
piece of monitoring data, it can directly perform a unicast data transfer to obtain the piece 
of data using a standard transport protocol - to share monitoring data can be the right 
choice. 
We can classify approaches/techniques in the following two dimensions: 

• temporary (in main memory) versus persistent (on secondary storage, mostly disk) 
storage 

• local versus distributed storage. 
Thus, there are four possible combinations: 

• temporary and local storage 
• temporary and distributed storage 
• persistent and local storage 
• persistent and distributed storage 

For all four categories there exist solutions. We give concrete examples in the following 
sections. 
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4.1 Local Storage Approaches 

4.1.1  Persistent vs. Volatile Storage - Current vs. 
Historical Data 

 
When we discuss storage in this document, we include both, volatile storage, i.e., in main 
memory (e.g. RAM) and persistent storage, i.e., on secondary storage, (e.g. disks handled 
by file systems or DBSs). Note that data stored using persistent storage technologies can 
also be periodically deleted after one hour or a day, for instance, which is simply resource 
management. Nevertheless, it is the need to use persistent storage technologies that 
makes the difference here. The chosen storage strategy depends largely on the kind of 
monitoring that is to be performed. If only current state of affairs is required at any given 
time instant, it makes little sense to implement a persistent storage solution. On the 
contrary, if historical data is of interest, persistent storage is necessary. 
Clearly, what is considered current or historical data depends on the situation. 
Nevertheless, we can assume that current data is the main interest for most of the self-* 
processes that enable autonomicity. Historical data can be of interest for learning 
purposes in general and for security and resilience in particular, for instance: In order to 
learn from successful intrusions and attacks, it is crucial to have historical monitoring 
data. 
 

4.1.2  Required Properties 
Regardless of the type of storage, i.e., persistent or volatile, or the particular 
implementation, there are a few properties that are required. First of all, the storage 
system should implement a minimal interface that contains read() and write() operations. 
In addition to this, more advanced querying facilities can be optionally supported. 
The storage should be dynamic in the sense that it supports extensible data models, i.e., it 
can be extended to handle new data types and operations on monitoring data. This 
requirement stems from the fact that the entire monitoring architecture should be dynamic 
and adaptable, as described in Section 3.1. For instance, programmable monitoring 
services require the ability to also declare new data types and operations for the storage. 
Figure 2 shows the different local storage solutions. As can be seen, there are many 
possible solutions existing for different needs. We discuss each of them in more detail in 
Appendix A.1. Whenever a node has support for monitoring services, it has to have some 
kind of a local storage. In the figure, we have drawn the distributed storage also as an 
optional component. 
Considering the above mentioned required properties, there are specific solutions in all of 
the categories of approaches that support extensible data types. File systems are a specific 
case that can in principle support any kind of storage requirements but may need 
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additional intelligence on top in order to be practical. For example, most database 
systems run on regular file systems.  
To enable the engineering of device/vendor-independent programmability of knowledge 
(information) acquisition/sharing in self-managing networks, the semantics and naming 
of OIDs for both On-Demand MIBs and static MIBs ought to be standardized across all 
implementations in order to deal away with proprietary MIBs existing today.  In today's 
proprietary MIBs an OID such as: “diffservPremiumCoSOutBytesFowarded” 
implemented by vendor Z may actually have the same meaning as the OID: 
“QoSPremiumCoSOutBytesFowarded” implemented by vendor M. Standardized 
semantics and naming of OIDs would ease device/vendor-independent programmability 
of knowledge (information) acquisition/sharing across a number of devices from different 
vendors in a self-managing network. To enable the engineering of self-managing 
networks, nodes should support the solicitation for both On-Demand and static MIB 
definitions. 
 

    
Figure 2: Local Storage Approaches. 

 

4.2  Distributed Storage 
When we refer to distributed storage, we imply that a particular piece of monitoring data 
may be stored in any location. A particular piece of monitoring data may also reside in 
several locations at the same time. 
Distributed storage is an essential component for having the monitoring framework in 
ANA also to fulfill the self-* properties. For instance, it can enable some level of 
resilience through intelligent replication of monitoring information. A major challenge 
for the distributed storage is to provide the right piece of information in the right location 
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at the right time. In essence, a particular distributed storage solution, which comprises 
cooperating FBs from several ANA nodes, forms a compartment. In order to address this 
challenge, such a compartment should be able to self-organize and self-optimize based on 
what are the needs for a particular piece of monitoring data. 

4.2.1  Distributed Storage Approaches 
Figure 5.2 shows the different approaches for distributed storage. We distinguish again 
between persistent and non-persistent solutions. We elaborate on each of the approaches 
in Appendix A.2. The classification is not perfect since some systems can be interpreted 
in many categories. For example, the separation between P2P storage systems and 
distributed file systems is not consistent in the current literature. In addition, it is also 
difficult to insert some very specific solutions into this picture that originate from very 
specific needs, e.g. GFS or MDS (from Midas European project). 

 
Figure 3: Distributed Storage Approaches 

The main point of Figure 3 is to show the wealth of currently existing solutions. It will 
typically be the particular needs or limitations of a specific monitoring compartment that 
impose the necessity to use a specific solution. For instance, distributed database systems 
provide seamless distribution of data, load balancing through intelligent replication of 
data, data consistency, and distributed transaction handling. However, these features 
come with a price to pay in resource consumption, which can be too much for light-
weight devices. 
Another aspect that drives to use a particular solution is the type of monitoring data. 
Typically, a piece of monitoring data is time stamped. If it is valid only for a short 
duration after which new data makes it obsolete, which could be the case for available 
bandwidth measurements for example, persistent storage and replication of that data 
make little sense, unless preservation of historical data is desired. On the other hand, 
topology information of a static network does not change and therefore has no expiration 
time. Thus, it makes sense to use a dependable storage system for that kind of data. 
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4.3 Sharing Critical Monitoring Data 
Certain kinds of monitoring data are very sensitive. Delaying or losing such data might 
severely jeopardize the autonomic operation of the network. Fault/error/failure 
information can be such information, for instance.  
We have seen in our analysis of information flow requirements in [15] that the 
architecture must support handling of differently prioritized information. Sharing critical 
monitoring data essentially boils down to transportation via prioritized and secured 
information channels. 
We present Spinal Chord in Appendix B as an example concept that is one potential 
approach for sharing critical monitoring data. 
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5 ARCHITECTURE 

In a first attempt to implement the monitoring framework, we propose the architecture 
described in this section. Based on the node architecture presented in the ANA Blueprint, 
the monitoring functions are implemented as a functional block, interacting with all 
relevant functional blocks in the node compartment. Besides the monitoring functional 
block (MFB), we require additional elements for data sharing and bootstrapping. The 
following figure illustrates the node architecture for such a monitoring framework. 

 

Figure 4 ANA node architecture with a monitoring functional block 

The following statements are the descriptions of the main elements: 

• the monitoring functional block: triggers the capturing of information. This 
functional block is also used to request information.  

• Monitoring storage: used to store the collected data. This block may be located in 
the node itself or maybe attached to it in an external device or virtual device (P2P 
approach) 
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5.1 Monitoring Functions 

5.1.1 Interaction with other FBs of the node 
compartment 

The "conceptual" membership database within a node compartment stores information 
about locally available functionality and services, including access to other compartments 
and sibling applications. The MFB checks from that "database" what FBs are present in 
the node and establish necessary IC to them (via IDPs) through the resolution process. 
Then MFB would then query the information hook of those FBs to find out what 
information it can obtain and how, and then collect the necessary information. Note that 
this process can be used to establish also the description of available monitoring services 
that a particular MFB can provide, i.e. (part of) the service description obtainable from 
the MFB's information hook. 
Note also that each FB announces the parameters it provides to the monitoring FB. Via 
the information hooks, the MFB is then capable of reading the to-be-monitored 
parameters, processing the collected data, and sharing the results with other MFBs or 
FBs. Also, the MFB may request a specific FB to expose information. Such on-demand 
monitoring properties are key for our adaptive and customizable monitoring framework. 
We refer to appendix D on the On-Demand Monitoring (ODM) paradigm. 
 
From a design point of view, specific monitoring functions such as functions for traffic 
monitoring/capturing/filtering/analyzing; functions for storing, managing and 
disseminating monitoring data; functions for detecting events occurring internally and 
externally to the system etc. may need to be placed into separate inter-working functional 
blocks dedicated to providing specific monitoring services. 

5.2 Monitoring Compartments 
Besides triggering sensors or monitor locally on the node itself, some monitoring 
applications require data collection at multiple locations in the compartment or even 
across compartments. The ANA monitoring framework includes functions to establish 
compartments of monitoring nodes (or monitoring compartments). Those compartments 
are built as overlays of existing compartments by interconnecting the MFBs via 
monitoring ICs. The figure below illustrates such a monitoring compartment 
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Figure 5 Monitoring Compartment 

As is required in the On-Demand Monitoring (ODM) paradigm, a meta-language for 
expressing capability models of components that participate in a monitoring objective or 
form a compartment is required. Components i.e. functional blocks with monitoring 
capabilities, use the meta-language to self-describe their capabilities and disseminate the 
capability models. Capability models allow other systems/components to view a 
collection of such components as a monitoring platform so that appropriate request-
primitives can be issued to specific target components during an on-demand monitoring 
scenario. This means systems can be able to trigger monitoring on one another 
independently provided they know capability models of the target systems and their 
points of attachment to the network topology. 

5.2.1 Bootstrap Procedure for Monitoring 
There is a bootstrap procedure that must be implemented by all implementations of an 
ANA node, which is activated when the node is “booted up”. The bootstrap procedure is 
used by an ANA node to discover its surrounding (e.g. neighboring nodes, active 
compartments) in order to start running real protocols that other nodes understand and 
agree to use. The bootstrap protocol(s) do not rely or use data paths created and 
maintained by real protocols, which allows the operation of the bootstrap procedure to be 
fully independent. 
There is need for similar procedure for the monitoring architecture of an ANA node. This 
procedure would be run when monitoring services are “booted up”. What comes 
specifically to the storage, the decision to activate a specific local storage system can be 
handled automatically and independently by the given node, because the type of local 
storage that can be chosen generally depends solely on the monitoring needs of the node 
and not the storage systems run by other nodes. However, this is not the case for the 
distributed storage. Most of the specific distributed storage systems are incompatible. For 
instance, a node running Chord based distributed storage [11] cannot cooperate with 
another one running a CAN based distributed storage [12]. The node needs to discover 
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the active/supported distributed storage systems in the environment before decisions can 
be made to activate a particular system. 
After the boot up of monitoring services, the environment naturally continues to evolve. 
That is why the environment will be continuously evaluated by the node and further 
decisions made accordingly, also concerning the monitoring storage systems that the 
node runs. These challenges will mostly be tackled by Task 3.2 (Self awareness and 
Optimization). 

5.3 Monitoring and Information Flow Architecture 

5.3.1  Information Hook in the Monitoring Framework 
Monitoring framework is tightly coupled with the information flow architecture in ANA 
[ANA blueprint]. The main goal of information flows is to provide a principal concept 
within the ANA to enable entities to exchange information in order to use it for decision 
making. One of the key concepts of the information flow architecture is the information 
hook that is implemented by each ANA FB and IC. This hook provides a description of 
the entity bearing that hook, e.g. a FB. By interpreting the description another entity 
learns how to interact with that FB and what information it can provide. 
Usage of information hooks and monitoring are intertwined in ANA: On one hand, as 
described in Section 5.1.1, MFBs use the information hooks of the other FBs residing in 
the node in order to collect information about potential monitored data exposed by the 
FBs. In this way, the MFB also build up (parts) of its own description that can be 
obtained via its information hook. On the other hand, the description of a composed FB 
(or an IC which is in fact a composed FB) can be maintained using monitoring services in 
the following way. If a composed FB chooses not to expose its internal structure through 
the information hook, it must then collect relevant information of the internal FBs and 
present it in a consistent way via its information hook. MFB within the composed FB can 
be requested to coordinate this collection procedure as monitoring tasks. 
Figure 5.3 illustrates the usage of information hooks in the monitoring architecture. 
Naturally, it should be possible to query the monitoring FB through an information hook 
the services it currently provides or is capable of providing. In addition, the FB that 
implements monitoring storage should provide a hook as well through which it is possible 
to learn its properties, i.e. what type of storage systems can it support, which 
data/information models it supports etc. 
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Figure 6: Information hooks in the monitoring architecture. 

5.3.2  Information Channels and Sharing Monitoring 
Data 

In Section 4.2, we advocated the use of different distributed storage systems as the means 
for intelligent sharing and distribution of data. From the architectural point of view, such 
distributed storage systems are closely related to ICs. IC is the abstraction in ANA that 
captures various kinds of channels that are the means for FBs to communicate with each 
other. In this sense, the communication part of a distributed storage system is essentially 
a particular kind of IC. For example, a DHT that is used to access various local storage 
systems can be considered as a specific IC and the local storage systems together with the 
DHT form one kind of a distributed storage system. 
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6 SCENARIOS 

In this chapter, we provide three example scenarios that reflect different ways of using 
and benefiting from the ANA monitoring architecture. These scenarios emphasize certain 
specific demands from the monitoring architecture. 
 

6.1 P2P VoD streaming 

6.1.1  Description of the scenario 
The term content distribution network (CDN) covers many different ways of moving data 
between computers. There are three main categories. The first is download based, where 
content is accessed only after having been completely downloaded. The second is 
broadcast based, where all receivers receive the same data more or less simultaneously. 
The third is CoD (Content-on-Demand) based streaming, where data is accessed as it is 
being received. Content is typically located in one of two ways; the identifier based 
approach used on the WWW, and the message digest based file identification used for file 
sharing in many P2P networks. 
Content distribution using P2P technologies is very promising. We use here P2P-based 
Video-on-Demand (VoD) streaming as an example. VoD streaming is a service with high 
resource requirements, because video files are usually large and need to be delivered in a 
timely manner. Thus, high bit rates are needed for the duration of the video, which could 
be up to several hours. In order to efficiently deploy a large scale VoD system, end user 
resources can be utilized in a P2P fashion. However, such a solution requires prompt and 
detailed information about the network. 
Content is organized in files, which are logically divided into blocks, and these blocks 
can be retrieved from any peer which already has a copy. Client applications are 
responsible for requesting blocks in a timely fashion, and presenting the video to the user.  
We view the set of FBs in various nodes as a compartment that forms the P2P overlay for 
VoD services. Each of the participating FBs is located in an ANA node. These nodes are 
such that wish to participate in distributing the particular video content. In this example 
scenario, compartment that forms the overlay is optimized according to specific criteria. 
The overlay should be optimized so that overall the bandwidth is optimally utilized 
among the nodes. As ANA architecture is autonomic, the overlay is able to self-configure 
and self-optimize. Ideally, the application only needs to specify the content and then issue 
requests for blocks to a handle (in an anycast style) that it gets from the underlying ANA, 
which takes care of all the rest. For instance, the application does not necessarily need to 
know which node to contact. 
In the following figures, we use the drawings explained below: 
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Information channel for content exchange 

Functional block 
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Information channel with monitoring information flow 

Vicinity of node N within monitoring compartment 
i.e. the monitoring services that node N knows about 

 
 

 
Figure 7 Interaction between P2P video streaming with the ANA monitoring framework 

 
Figure 7 shows the way monitoring services could be used in this scenario. The MFBs of 
individual nodes that monitor the available bandwidth to surrounding nodes form a 
monitoring compartment. We assume that each of the members of that compartment 
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knows the neighboring members, i.e. adjacent nodes which belong to that monitoring 
compartment and to which the data path does not pass through another member node. We 
say that these neighboring nodes form the vicinity of the MFB. 
Monitoring services are first initiated within the downloading node, node 1. The task is to 
monitor available bandwidth on the paths from that node to nodes 2-6 that contain blocks 
that the application would like to download. The node starts to monitor the available 
bandwidth on the link to the next node in the vicinity and establishes an IC to that next 
node in order to receive similar monitoring information from that node. Similar 
monitoring tasks are dynamically started in that next node and new ICs established to the 
next nodes in the vicinity towards the final destinations (nodes 2-6). This behavior 
continues until the entire paths to the nodes 2-6 are covered. After that, monitoring 
information flows through the channels all the way to node 1. The information is 
aggregated along the way in the intermediate nodes, i.e. nodes always report minimum 
available link bandwidth along the path to a given node. 
As can be seen in top-right part of the figure, sometimes the adjacent nodes do not belong 
to the monitoring compartment. In that case, it is naturally not sufficient that node j in the 
figure only monitors link bandwidth to the next node. In such a case, node j could make 
the next node join the monitoring compartment. That node would then in turn make the 
other intermediate node join as well. Such a maneuver benefits from the fact that services 
of a MFB are programmable, i.e. node j could tell the next node how it should perform 
the monitoring task. As an alternate approach, if the intermediate nodes do not support 
monitoring of their link bandwidth, node j could perform active probing towards node 2 
in order to determine the available bandwidth to the whole remainder of the path. 

6.1.2  Required Monitoring Services 
In this scenario, monitoring of available bandwidth along a set of paths is required. In the 
Internet today, such monitoring can be only performed via active end-to-end probing, as 
discussed in Section 1.1.3. In ANA, the ideal case from the monitoring information 
timeliness and accuracy point of view is to be able to receive such information from each 
intermediate hop along a given path. However, it may be that not all nodes along the path 
provide such monitoring services initially, i.e. they do not belong to the monitoring 
compartment. In such a case these nodes may be made to join the monitoring 
compartment by making a request and describing to them how to perform the needed 
monitoring tasks. Alternatively, monitoring services in some nodes may be forced to 
cooperate to achieve available bandwidth information spanning over several hops via 
active probing, for instance. 

6.1.3  Implications to the Monitoring Architecture 
The scenario described requires having dynamic and adaptive monitoring services that 
can be started and stopped on demand. In this scenario, only some nodes would need to 
perform monitoring of available bandwidth while other nodes save their resources. It is 
especially important when the available bandwidth needs to be estimated through active 
probing that can potentially create a significant load to the network. 
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The example pointed out also another important aspect: the usefulness of 
programmability of monitoring services. In this way, nodes could request and instruct 
other nodes to join a particular monitoring compartment. Naturally, it should also be 
possible for a node to learn which monitoring capabilities another node may have. 
 

6.2 Resilience 
Routing and forwarding are basic concepts of networks. We choose a very simple setup 
to illustrate two scenarios from which we derive requirements for monitoring. There are 
two end nodes A and B, and three routers R1, R2, and R3 which are setup in the 
following topology:  
 

 

A R1 

R3 

R2 

B 

Figure 8: Network layout 

We use Ethernet to connect the systems. The end systems run a Unicast link transport 
service connecting them to their associated router, a forwarding service with a default 
route in the FIB, and an E2E transport service to communicate with each other. The 
routers run Unicast transport services building a full mesh, a forwarding service with a 
FIB that is update by a routing service. The routing service is proactive and actively 
distributes route information to its peer instances. Currently the routing service has 
chosen [A,R1,R2,B] as the shortest path between A and B and the reverse path to send 
data from B to A. 

6.2.1  Description of the scenario: bit errors due to a 
noisy link 

We assume bit errors to affect a reliable E2E transport service between A and B. The data 
is sent by B and received by A. The channel [R1,A] is noisy. 

1. The link transport service connecting A to R1 or the E2E link transport service 
connecting A with B detects a single packet with a bit error (using checksums)  

1. the packet gets dropped by the instance detecting the bit error  
2. Inform the CEFID (central error and failure information database) about 

the packet drop  
2. The cross-functional block optimization decides which functional block gets 

enhanced to realize the reliable service  
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1. Either the link transport service between R1 and A can do local 
retransmission (like snooping TCP)  

2. Or the E2E link transport service (as it is done today)  
3. Choice of possibilities:  

1. Use ARQ mechanisms to recover from the data loss  
2. Enable FEC mechanisms to repair received packets; ARQ is still enabled 

to retransmit packets which can not be repaired  
3. Change the FEC code if still packets with bit errors are received which can 

not be repaired by the current FEC code  

How can A make sure that the link [R1,A] is noisy and not one of the other links of the 
E2E connection? If it can not determine which link is noisy it must enable the ARQ/FEC 
mechanisms on the E2E link transport since local retransmissions will not reduce the 
number of erroneous packets. 

6.2.2  Description of the scenario: congested router R2 
We assume congestion to affect a reliable E2E transport service between A and B. The 
data is sent by B and received by A.  

1. R2 can not cope with the amount of packets received and starts to drop packets 
2. Packet loss is detected by 

1. B receives a message from R2 that it has dropped the packet due to 
congestion 

2. B since no acknowledgement is received before the timeout expires 
3. The reliable E2E transport service on A detects packet loss and starts ARQ 

mechanisms 
3. Recovery from the packet error: B retransmits the packet 
4. Recovery from congestion 

1. Identify the congested router and make the routing service aware of the 
incident. Identify intra-compartment flow re-routing. 

2. Withdraw subnet announcements to one or more routing peers: re-routing 
on the inter-compartment level (not applicable in this scenario) 

6.2.3  Required Monitoring Services 
In order to trigger the correct reaction mechanism to remediate the experienced error the 
monitoring service has to monitor the physical links of the network. The monitoring must 
include quality measurements in addition to detecting if a link is established. To measure 
the quality of a link, probing packets can be exchanged between the nodes or be piggy-
backed on regular data which is transported over the link. 
From the congested router scenario we can derive that resource measurements on a node 
can help to determine the “real” cause of a packet drop. A congested router usually does 
not mean that the router is overwhelmed on all its outgoing interfaces. Therefore, we 
need to identify which interface is congested and which flows are currently using this 

 
FP6-IST-27489 ANA Project - Deliverable D.3.1 Page 27 



interface. Ideally, we can measure the bandwidth utilization of each flow on an interface 
to predict the impact of re-routing a specific flow. This information can be used by a 
routing service to set up new routes for specific destinations (e.g. flows) and better 
balance the load on the available resources on the network. If a local remediation is not 
possible the information can be shared with neighboring compartments to redirect flows 
on the inter-compartment level. 

6.2.4  Implications to the Monitoring Architecture 
Reliable and trustworthy information dissemination is crucial to build a resilient network 
system. Otherwise, an attacker can easily inject falsified messages and trigger re-routing 
action by this. Since the information is not only shared by instances within a 
compartment – a compartment defines a common trust boundary – but also on the inter-
compartment level authenticity and non-repudiation of information is essential. 
 

6.3 Group communications 

6.3.1  Description of the scenario 
In this section, the term “group communication” is used to refer to multi-party 
communications between distributed systems. In particular, we do not focus on the 
requirements of group communications “at the (human) user-level”. Instead, group 
communication relates here to a set of entities or network components that need to 
collaborate in order to perform some tasks in a highly coordinated manner as in 
distributed systems. 
The existing multicast API abstraction used in today’s Internet is extremely limited in the 
sense that it provides a very limited set of primitives to applications: i.e. the ability to join 
and leave a group, and the ability to send and receive data. A serious limitation, inherent 
to the operation of the Internet, is the inability to monitor the status and performance of 
multicast routing and forwarding, taking into account group members and intermediate 
forwarding devices of the multicast delivery structure (tree or mesh). In addition to 
monitoring the performance of data delivery, it is also critical to be able to monitor the 
events and actions related to the group communication itself, that is for example the 
churn rate of group members and their status (e.g. actively sending, receiving, etc). Hence 
in the following paragraph we distinguish two kinds of monitoring information for group 
communications: performance monitoring, which measures various parameters (e.g. 
delay, error rate, throughout, etc) related to data delivery, and behavior monitoring, 
which observes the actions of the group members (e.g. send, request, etc) and the global 
events (e.g. reconfiguration of the delivery structure, churn of group members, etc) of the 
group communication itself. 
To illustrate a monitoring scenario for group communications, let’s imagine a distributed 
file system application where each distributed member stores only a partial part of the 
entire file system. For reliability reasons, we assume that the system is designed such that 
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among the total number of group members, any set of k members is sufficient to re-
construct the entire file system. First to fulfill this requirement, it is essential that the 
(distributed) system can reliably monitor the arrival and departure of group members in 
order to be able to optimally re-organize the allocation of blocks of files to the group 
members. Note that for performance and storage reasons, the value k might be 
dynamically changed. For logging and debugging purposes, the system may also correlate 
the file system read/write actions with the send/receive network operations they generate 
inside the group communication: The collected information can e.g. be used to detect 
whether a problem is caused by the application or by the multicast delivery structure. As 
performance monitoring is considered and e.g. to decrease the latency of the distributed 
file system, each member can periodically measure the delay and bandwidth between 
itself and the other group members: according to the values, the entire system may begin 
a global optimization procedure to store certain files close to the members that most 
frequently access them. Finally in a mobile scenario, the network-hop distance could also 
be monitored in order to re-organize the distributed file system in an optimal way. 

6.3.2  Implications to the Monitoring Architecture 
As briefly described in the previous section, group communications require that both 
performance and behavior monitoring is possible. We described in Section 3.4.1.2 such 
monitoring node compartment status monitoring. That is, in addition to more traditional 
monitored data such as link utilization or router load, events and actions initiated by 
group members should also be monitored and potentially notified to other group 
members. Since autonomic entities are expected to automatically fulfill high-level 
objectives and policies, it is of crucial importance to be able to monitor the local behavior 
of each individual entity. One should hence be able to program the monitoring framework 
such that it selectively observes certain actions and events of node behavior. In addition, 
the distributed nature of group communications implies that a certain level of privacy, 
security, trust, and authentication are supported by the monitoring framework. Such a 
capability requires that behavioral data (actions, events, etc) can be stored, retrieved, and 
distributed in a generic way among the ANA monitoring entities. One (traditional) 
possibility to implement behavioral monitoring is to extend a generic state-machine 
representation of behaviors with monitoring capabilities that could be triggered by 
specific event firing inside the state-machine. In fact, behavioral monitoring will highly 
depend on the scheme used in ANA to specify protocol and system behaviors. 
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7 CONCLUSIONS 

In this deliverable, we have shown a roadmap and our vision for designing an appropriate 
monitoring framework for ANA networks. We have studied specific problem statements 
and the state of the art in network monitoring paradigms in order to create a picture on 
how to design a monitoring framework suitable for self-managing networks, in particular-
ANA networks. Clearly, outside ANA, the field of network monitoring is seeing a lot of 
new monitoring paradigms, functions and techniques being introduced in an evolutionary 
and revolutionary way. Our approach is to select, combine and in some cases extend 
some monitoring paradigms with appropriate design principles for monitoring functions 
that enable intelligent use of resources in monitoring points or components of a self-
managing network, bearing in mind that the operation of an autonomic network may 
require heavy resource consumption. 
 
In this deliverable, we have also discussed issues of storage and sharing of monitoring 
data, monitoring functions and the placement of those monitoring functions into inter-
working functional blocks dedicated to providing monitoring services (both local and 
distributed). We have also shown the interaction between functional blocks of the ANA 
node with the envisioned monitoring framework by providing example scenarios. The 
reciprocal dependency between monitoring and security is also reflected. Because 
monitoring functions are implemented by functional blocks and that a particular 
monitoring objective/purpose or monitoring activity/task may span a number of network 
nodes, we have shown how all this relates to the concept of a compartment. Hence, we 
also talk about a monitoring compartment or compartments. 
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APPENDIX A: STORAGE 
APPROACHES 

8.1 Approaches for Local Storage 

8.1.1  On-Demand MIBs 
An On-Demand MIB (Management Information Base) [1] is a data model that is created 
on-demand on a data collection point such as a monitoring probe/sensor and has a 
lifetime i.e. TTL (Time-To-Live). It is a MIB that is created to store information that is 
required over some duration and is destroyed when the information is no longer required, 
such as in the case of On-Demand Monitoring (ODM). On-Demand MIBs are different 
from today's MIBs that are implemented on routers, switches etc, in the sense that On-
Demand MIBs are not static. The prefixes e.g. 1.3.6.1.3.X.y.z of the Object Identifiers 
(OIDs) in the MIB are assigned dynamically by a component that assigns the root 
identifier (i.e., the value of X) of a subtree hook to the universal MIB and manages the 
assignments and freeing of root identifiers of different subtree hooks that are instances of 
sub-MIBs attached to the universal MIB. Such subtree hooks can be specific to 
monitoring sessions belonging to some session-owners. The OIDs themselves may have a 
lifetime that is less than or equal to the lifetime of the On-Demand MIB itself. For 
example, an OID may be destroyed once it has been read by a remote entity via an 
snmp_get operation, in order to optimize the use of resources on the target. Once created, 
the On-Demand MIB is defined in the SMI (Structure of Management Information) 
language [2] and the definition is advertised to the parties interested in querying this 
MIB, as specified by the session-owner. On-Demand MIBs also include the creation of 
some OIDs meant to covey event notifications via the use of SNMP Inform and trap 
messages that include the description of the event(s), without the need to explicitly define 
and advertise a MIB that would then include the definition of such OIDs. An On-Demand 
MIB may continue to add OIDs during its lifetime and the OIDs can be advertised after 
the initial advertisement of those OIDs which were already known at some point. On-
Demand MIB definitions can be solicited for. 
 
Traditional static MIBs on the other hand, are suitable for storing the kind of information 
that is deemed to be required throughout the operation of the node implementing the 
static MIBs. For example, context information of the node including information about 
run-time bindings of some functional blocks may need to be stored in a static MIB that 
can be queried by other nodes seeking to know some information stored by the 
considered node. A node may use static MIBs to store both static and dynamic knowledge 
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acquired during its operation. Such knowledge may be queried or disseminated to other 
nodes in the network. 

8.1.2  Data Stream Management Systems (DSMSs) 
In a Data Stream Management System (DSMS) [3], the data streams flow through main 
memory. A Data Stream is a sequence of data items which have a specific order mostly 
based on timestamps when the data items are created or received by the DSMS. The data 
items are regularly structured like tuples (records in DBS). Continuous Queries (CQs) are 
executed on the data streams in main memory, similar to SQL queries on tables in 
relational database systems. Therefore, the CQs need to be evaluated in near real-time 
(while the data is in main memory). Data streams are modeled as infinite sequence of 
tuples and sliding windows are specified in CQs to periodically unblock query operations 
after the defined time period of the window. 
 
When we use DSMSs for network monitoring the CQs (i.e., monitoring queries filtering 
out the data we want to keep as monitoring data) will extract the relevant data that we 
want to store (temporarily in main memory). The data can be acquired by the CQs either 
locally or distributed on multiple nodes. The acquired monitoring data can be transferred 
to another storage system for further handling, e.g., the data can be feed to a DBS for 
persistent storage, further aggregation and correlation with other data and later querying 
of the data. 
 
Some examples of using DSMSs for network traffic monitoring are in [4][5]. A broader 
view on DSMSs, including analysis on the requirements of different application 
scenarios, data models, continuous query languages, and query evaluation, is presented in 
[3]. 

8.1.3  Database Systems (DBSs) 
Traditional database systems (DBSs) have been used for more than 40 years for 
applications requiring persistent storage, complex querying, and transaction processing of 
data. Furthermore, DBSs are designed to separate data and their management from 
application semantics to facilitate independent application development. Internet traffic 
consists of well-structured data, due to the standardized packet structures, and is therefore 
suitable for handling with a DBS [6]. 
 
DBSs support all the above mentioned requirements: read and write operations, 
extensible data models, and advanced querying facilities. Object-relational and object-
oriented DBSs have extensible data models, i.e., they allow to add/change new data types 
and operations. Most DBSs today are object-relational. 
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DBSs exist for all platforms today and are widely used. There exist even DBSs with very 
small footprints for sensor networks, e.g., TinyDB. There exist also real-time DBSs 
which support the timeliness requirements that are important for many monitoring tasks. 

8.1.4  File Systems (FSs) 
FSs are supported on all platforms for persistent data storage. FSs support simple file 
based operations, like read and write. However, file systems mostly handle the data in an 
unstructured way as un-interpreted byte sequences. Furthermore, FSs do not support 
query facilities. Only some FSs support some limited search or find operations. 

8.2 Approaches for Distributed Storage 

8.2.1  Distributed Database Systems (DDBS) 
Distributed DBSs [7] are designed to handle distributed data in a consistent and efficient 
way, i.e., DDBSs handle the partitioning (and replication) of the data and store it on 
different nodes in consistent way (i.e., DDBS provide distributed query processing and 
transaction management). DDBSs deal with structured data while DFSs and P2P systems 
store unstructured data. 
 
All DBS today support/are client-server architectures, i.e., all DBS support distribution to 
some extend. But very few systems are full-fledged Distributed DBS, like Oracle. There 
exist also many research systems/prototypes of Distributed DBS, like System R (IBM). 

8.2.2  Distributed File Systems (DFS) 
Distributed file systems (DFSs) [8], like NFS, are standardized solutions for access and 
storage to distributed data. On nearly all operating systems and hardware platforms, DFSs 
are provided today and are widely used. 
 
The difference between DFSs and P2P systems is not well pronounced in the current 
literature. We call DFSs those systems that provide the necessary functionality to also 
update stored data and not only read data and write new data. If such functionalities are 
missing, we call the storage system a P2P system. Thus, DFSs are required to handle 
consistency issues in case data is replicated and cached. Note that if no data can be 
modified, i.e. updated, such issues do not arise. As a consequence, DFSs are generally 
more complex systems than P2P systems. Some examples of existing DFSs are NFS[8], 
Ivy[16], Kosha[17], and Farsite[18]. 
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8.2.3  P2P Systems 
There are roughly two kinds of P2P systems[8]: structured and unstructured ones. In an 
unstructured system, the P2P overlay links are established arbitrarily while in structured 
systems, they are established according to a deterministic procedure. Examples of 
unstructured P2P systems for file distribution are Gnutella and FastTrack. The most 
common way to structure a P2P system is to maintain a Distributed Hash Table (DHT). 

8.2.4 Distributed DSMSs 
There exist also Distributed DSMSs to monitor distributed data streams, like Borealis [9] 
and Medusa [10], that can be used for to execute distributed CQs on the different data 
streams. 

8.2.5 Distributed hash tables (DHTs) 
DHTs are a class of distributed systems that provide routing services to look up owner 
nodes of corresponding keys. DHTs are decentralized and, thus, highly scalable systems. 
Each node in DHT can store data items and each data item is represented by unique key, 
which is produced by computing a hash over a filename, for instance. Examples of DHTs 
include CAN [11], Chord [12], Pastry [13], and Tapestry [14]. 
 
DHTs are not really storage systems. Many of the DFSs and P2P storage systems use 
DHTs as part of their operations. For instance, PAST and Kosha use Pastry, N3FS uses 
Chord, and Ivy uses DHash in their operations. 
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APPENDIX B: THE “SPINAL CHORD” 
APPROACH FOR INFORMATION 
DISSEMINATION 

The idea of a spinal cord is inspired from the spinal cord of a human. The spinal cord of a 
human is a structure that consists of specialized channels for the following functions: 
conducting sensory information from the peripheral nervous system (both somatic and 
autonomic) to the brain; conducting motor information from the brain to our various 
effectors such as muscles and glands; and serving as a minor reflex center. 
 
Certain kinds of monitoring data are very sensitive. Delaying or losing such data might 
severely jeopardize the autonomic operation of the network. Certain kinds of 
fault/error/failure information are such information, for instance. Because of this, we 
define the Spinal Cord of an Autonomic Network (SCAN) as a structure consisting of 
network-wide information channels through which special types of messages/information 
that is especially sensitive can be conveyed efficiently. In an ANA network, the special 
information channels constituting the spinal cord (SCAN) are created and managed by 
the Autonomic Managers residing in the ANA nodes. Each Autonomic Manager of an 
ANA node ensures that, the spinal cord channels it creates together with a neighbor are 
monitored to ensure that the channels are always available for transmitting time-critical 
messages. As such, the whole spinal cord is monitored to ensure certain properties like 
very low message delay, and must be secured from malicious activities. 
 
The dynamics of the spinal cord involve the creation of new channels to ensure 
availability, resilience and connectivity of a node to the spinal cord. As these spinal 
channels are essentially a very specific type of an information channel, a FB can query 
the information flow hook of a FB (possibly of another node) in order to learn whether 
they can establish a spinal information channel. It should be noted that also other 
information than specific type of monitoring information may need such an information 
flow concept. That is why, this concept may be applicable also outside of the monitoring 
architecture. 
 

 
FP6-IST-27489 ANA Project - Deliverable D.3.1 Page 37 



APPENDIX C: IPFIX 

IPFIX uses a template based approach. Template Records define the structure and the 
interpretation of fields that are later reported in Data Record. The Data Records contain 
the parameter values corresponding to Template Record structure. In addition to this 
IPFIX allows sending Option Template Records which provide additional information to 
the Collector. Such additional information can be for example the classification scheme 
that was used defined by the so-called "Flow Keys“ (e.g. source, destination, protocol, 
and port numbers). 

IPIFX uses a push-based data export. Flow records are pushed from exporting processes 
to collecting processes. It is possible to have multiple exporters or collectors.  The trigger 
used for pushing IPFIX records are not explicitly defined in IPFIX, because the 
configuration of measurement and exporting was out of scope in the first working group 
charter. Nevertheless, the flow termination criteria used in Cisco NetFlow are defined as 
information elements and can be used as trigger to send IPFIX records. In Cisco NetFlow 
a flow is considered as over if no packet has been observed for the corresponding flow ID 
for a configurable maximum time (default 15 seconds) or if a TCP FIN or RST packet for 
the flow is observed. Flow entries are also removed if they have remained for a certain 
amount of time in the flow cache (default 30 minutes). If the flow cache is full, the oldest 
flow entry is removed.  
 
IPFIX can run over TCP, UDP or SCTP. SCTP is mandatory for an IPFIX conformant 
implementation. TCP and UDP are optional.  
The attributes that can appear in an IPFIX record are called Information Elements (IEs). 
A basic set of IEs are defined in IPFIX-INFO. IPFIX was originally designed to export 
only flow information. Nevertheless the IETF working group on Packet Sampling 
(PSAMP) extended the information model with information elements for the transport of 
packet data [PSAMP-INFO]. Due to the template-based approach, the definition of 
further vendor-specific IEs is easy. 
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Figure 8-1: Measurement Model 

The picture shows the measurement and export of packet information (left side) and flow 
information (right side). Core functions are always part of the measurement process. 
Optional functions can be placed in the processing sequence for different operations like 
post processing or data selection. [RFC3917] specifies observation point, flows, 
exporting and collecting process. The document also defines a metering process that 
consists of packet header capturing, timestamping, classifying, sampling and maintaining 
flow records. In addition to the export of packet information with IPFIX, PSAMP also 
defines packet selection methods like filtering and sampling that can be included as 
packet processing functions in the measurement process. 
First implementations of IPFIX exist. There have been already three interoperability 
events and it is quite likely that at least Cisco will provide an IPFIX conformant 
implementation in the near future. An open source IPIFX implementation is available 
from Fraunhofer FOKUS. 
The IPFIX working group has recently re-chartered to work on a number of drafts that 
were proposed by individual contributors. Among those are implementation guidelines, 
the reporting of bidirectional flow information and an IPFIX MIB.  
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APPENDIX D: ON-DEMAND 
MONITORING (ODM) PARADIGM 

On-Demand Monitoring (ODM) is a new and evolving monitoring paradigm that 
involves principles of flexible and trigger-able monitoring, customizable monitoring and 
programmable monitoring as described earlier. In its simplest definition ODM means 
“triggered or ad-hoc monitoring that transpires only for the duration for which it is needed” 
in an attempt to intelligently use resources. ODM attempts to answer the question: “How 
can traffic monitoring components i.e. systems/probes/sensors be designed in such a way that the 
monitoring effort, once activated, can either grow or shrink depending on the needs for 
monitoring (the required information, monitoring behaviors etc), meaning that additional 
monitoring effort is activated only when there is a need to do so (driven by the different needs 
expressed in arriving monitoring requests)?”. For this requirement, the approach is to apply 
functional composition to monitoring functions. The “Big-Picture” about ODM includes 
the role of active and passive monitoring and the need for capability models of all 
components that may be required to participate in an ODM scenario e.g. ODM supporting 
systems (routers, switches, hosts, signaling gateways, special probes etc), special 
diagnostic traffic flow generators, special traffic flow sinkers (consume traffic on 
request), and the dissemination of such capability models. This requires a meta-language 
for expressing such capability models. Capability models allow other systems to view a 
collection of such components as a monitoring platform so that appropriate request-
primitives can be issued to specific targets during an ODM scenario. This means systems 
can be able to trigger monitoring on one another independently provided they know 
capability models of the target systems and their points of attachment to the network 
topology. 
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