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Executive Summary

When developing a new autonomic networking architecture from scratch with moni-
toring as a first class citizen, a whole set of new requirements have to be addressed. The
main reason for this is that no a priori knowledge about the network, the monitoring
tasks, etc. is available in the architecture itself. Monitoring could be placed everywhere
in the network and it must be possible for modules to explore the available monitoring
support in its surrounding at runtime. Monitoring needs also to be dynamic, adaptive
and programmable. In this deliverable, we present a draft architecture of such a dynamic
monitoring system.
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Chapter 1

Introduction

Traditionally, network monitoring is used as a tool for network management to con-
stantly monitor the state of the network and to notify the network administrator in case
of failures or other exceptional events. More advanced usages of network monitoring
include for example Quality-of-Service or SLA monitoring and workload balancing in
distributed systems. Independent of the particular use of network monitoring there is
one common factor for all surveillance solutions: monitoring is added to the network
after the network and basic protocols have been designed.

In the context of the recent quest for the design and architecture of the future Inter-
net, the concept of autonomic network-ing and networks with self-* properties, like
self-configuration, self-optimization, self-healing, and self-protection are intensively
studied. Obviously, monitoring is a fundamental part of such autonomic systems, with-
out it no self-* properties can be achieved, because these tasks are performed by a kind
of feedback control loop that is driven by monitored (observed) events or changes in
variables. Monitoring is the element responsible for measuring the parameters of the
controlled system that are relevant for the task under control (e.g., current load for per-
formance optimization, link availability for fault tolerance, etc.).

ANA proposes a system/node architecture that follows a clean-slate approach. In
this architecture there are no specific functionalities prescribed and hard-wired in a sys-
tem. Instead it is the requirements for autonomicity that determine what functions will
be integrated at any moment in time. In such an architecture providing a monitoring
capability can become an architectural attribute, rather than an external add-on. This is
a paradigm shift for monitoring. Classical monitoring solutions can be characterized as
follows: they are designed for particular problems, the monitoring task is static, place-
ment of monitoring probes is done manually with a priori knowledge about the network
topology, they assume minimal support from nodes and protocols (e.g., active measure-
ment), or they place the entire burden on the nodes (routers) to support heavy-weight
mechanisms (e.g., Net-Flow or passive measurements in general).

Anchoring monitoring as first class citizen in the ANA architecture puts a whole
set of new requirements onto the monitoring concepts and principles that need to be
supported in the autonomic network architecture. The main difference between today’s
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solution and the ANA approach for monitoring is that the monitoring concepts and
principles in ANA cannot rely on any a priori knowledge like the monitoring tasks, the
network topology, and also the particular support for monitoring in a particular net-
work environment and location. As identified in, monitoring parameters may change
frequently and the particular context determines how to best solve a monitoring task,
e.g., how to structure a monitoring system in a distributed efficient manner; and how to
bound monitoring activities with respect to granularity in time and in volume. There-
fore, the monitoring concepts and principles that are adopted in an autonomic network
architecture need to be open and support flexibility and adaptation.

In this deliverable, we present the results of our requirements analysis for monitor-
ing in autonomic networking. One central requirement is the need for a framework to
dynamically configure a distributed monitoring system in which an arbitrary number of
monitoring components gather data, and exchange, combine and aggregate it to provide
input to decision modules. The decision modules in turn reason about the monitoring
results and determine how to control the network respectively a part of the network. We
call this complex process of gathering data, exchanging and processing it in-formation
and knowledge management and present its concepts that are supported in ANA. Infor-
mation and knowledge management enables an autonomic network to freely configure
distributed monitoring systems and we demonstrate this by discussing how information
and knowledge management can be used to establish a dynamic and adaptable monitor-
ing solution for a P2P overlay for video streaming.

Note that in the following, the two terms brick and functional Block are used in-
terchangeable. The term brick is more generally used when implementation issues are
described or discussed. Functional Block is used to describe the general architecture or
when multiple monitoring bricks are combined into one function.

This document is structured as follows. Next, we give a general overview over the
monitoring architecture itself and the individual bricks and functional blocks under de-
velopment. In Section 3, each software brick is described in more detail. Specifically,
we illustrate the packet capturing brick, the system monitoring brick, and the adaptive
sampling brick developed from Fokus and ETH Zurich. University of Liege describes
their active probing brick, while University of Oslo presents the data exchange infras-
tructure, herein called the multi-compartment information sharing system. Finally, Uni-
versity of Liege describes an implementation of Vivaldi, using the ANA monitoring
infrastructure. In section 4, we give some more complex scenarii explaining the overall
coopreration of the monitoring components. Section 5 concludes this deliverable.
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Chapter 2

Monitoring Architecture

Figure 2.1 illustrates the overall monitoring architecture. The basic idea is to decom-
pose monitoring functionality into multiple individual functional blocks. Any given
application or service is then able to combine the necessary functions to compose its
monitoring mechanism.
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Figure 2.1: Monitoring Architecture

The very basic monitoring functions are the low-level monitoring bricks. Each of
those bricks implement the basic ingredients for monitoring. In our illustration, we
indicate three example modules:
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• a module that inspects every incoming packet and, following some simple filtering
rules, captures the packets matching the filter

• a monitoring brick that reads system status information

• an active probing brick used to measure rout trip times and delays in the network

Each of the functional blocks (or bricks) can then be combined following the infor-
mation flow concepts introduced in deliverable D.2.7 []. Such an advanced monitoring
function is the adaptive sampling brick that (i) configures the status monitoring brick to
read CPU load information; (ii) reads the measured status information; (iii) adapt the
capturing/sampling speed of the capturing module.

We also envision a Monitoring Orchestration brick that aims at a global coordination
of the monitoring functions. This brick indeed is the global interface to the supervising
functions; see section 2.2 for more details.

2.1 Low-level Monitoring FBs

2.1.1 Adaptive Network Measurement FBs

In the most recent years, several efforts have been devoted to deal with adaptive
measurement and network monitoring topics. Related interesting outcomes range from
new and efficient algorithms for monitored data selection and processing [1] [2] [3] [4],
to architectural models for distributed re-configuration [5] [6] and collaborative mea-
surement [7]. All of these approaches address the problem of dynamically optimizing
the estimation accuracy of the measurement process in accordance with the observed
network behaviors, and, at the same time, keeping limited the resource consumption
at the monitoring devices. What distinguishes these approaches from each other con-
cerns the algorithms and/or the architectures responsible for supervising such dynamic
adaptation, the parameters of the measurement process which can be adapted, the met-
rics used to assess the estimation accuracy, and finally the parameters characterizing the
resource consumption state of the monitoring process. The adaptive network measure-
ments is basically motivated by two main aspects. On the one hand, network monitoring
is generally adopted by several applications which are aimed at different purposes, e.g.
anomaly detection, accounting, billing, quality of service. Different applications might
require to collect different kind of monitored data which only depends on specific ap-
plication goals. Furthermore, due to their inherent nature and purposes, some of these
applications are more critical than others so that in many cases timeliness requirements
have to be guaranteed and application resource constraints satisfied. Finally, in most
real scenarios, the same monitoring infrastructures have to support many of these ap-
plications simultaneously by providing them with multi-purposes and, in most cases,
redundant information. From this perspective, the role of the measurement process con-
sists in being able to allow adaptation of its internal behaviors so that multiple imposed
high-level requirements can be effectively satisfied. In such a way, applications can be

FP6-IST-27489 ANA Project - Deliverable D.3.3v1 - The Monitoring Part of the ANA Architecture Page 4



supported by the network monitoring service, in accounting expected information or
data statistics and, consequently, easing their decision making processes. On the other
hand, monitoring is resource constrained itself and it might not be able to satisfy any
application requests in terms of both measured data and related accuracy. A typical real
scenario, which this aspect is particularly referred to, concerns applications for network
security. Due to the extremely high volume of traffic and the consequent network con-
gestion they cause, DDoS attacks and Worms propagation are the two most relevant
cases in which monitoring resource consumption issue has to be carefully taken into the
right consideration. Some forms of adaptation have mandatory to be performed which
inevitably lead to the lack of estimation accuracy. Besides, identification and quantifica-
tion of network anomalies might generally require fine-grained data statistics in order to
perform suitable and low-cost countermeasures. For all of these reasons, it is clear that
a strong tradeoff exists between the information the monitoring process can provide and
related precision. In all of these cases, the main role of the adaptation measurement con-
sists in wisely selecting monitoring parameters and/or measurement methodologies in
such a way to limit or optimize the resource consumption level at the monitoring devices
even if this action might unwillingly lead to the reduction of the required measurement
accuracy. On the other hand, a complementary method might be applied which consists
in adapting some measurement characteristics in order to optimize the required estima-
tion accuracy rather than the resource consumption level, although this approach can
only be considered in all of those situations where resource constraints are less crucial.

According to these assumptions, dynamic, customizable, and programmable mon-
itoring is one of the key concepts in the ANA framework. The dynamic aspect is not
only reflected in the list of available system parameters or traffic statistics, but also in the
way these data are interpreted and analyzed. For example, a monitoring system wants
to monitor network traffic for security analysis. Depending on the threat level, more or
less detailed information is captured and analyzed. That means, if no danger is reported,
only traffic volume data is captured, as soon as there is an indication for a threat or at-
tack, the monitoring system will automatically capture more traffic statistics and may
start capturing data packets or flow information. Similarly, the monitoring system may
be built on sampled flow information. The system will sample traffic data at a given rate
and only on demand, the sampling rate is decreased and more fine-grained network data
is available.

2.1.1.1 Packet Capturing FB

The Packet Capturing brick represents the lowest-level component of the ANA mon-
itoring architecture. It aims at passively collecting network packets received from a
generic ANA node. Furthermore, it also provides a packet inspection functionality of
some protocol headers (e.g. IP, TCP, UDP). As to adaptive mechanisms, its main feature
is filtering capability that allows other bricks to specify the type of traffic to capture.
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2.1.1.2 System Monitoring FB

Generally, in order to support monitoring operations as well as self-adaptation mech-
anisms, it is needed to provide specific components which are in charge of measuring
critical system parameters and monitoring the resource state of an ANA node. Never-
theless, often these components offer only one type of interaction which is based on
the request/response paradigm, thus introducing the need for enabling a polling mecha-
nism which is not always suitable. From this perspective, the system monitoring brick
is responsible for providing a multi-mode interface which is in charge of managing in-
teractions between consumer bricks and system measurement bricks.

2.1.1.3 Adaptive Sampling FB

Due to the high-speed characteristics of modern network infrastructures and re-
source limited capability of monitoring devices, some mechanisms for data reduction
have to be provided. On the other hand, since the utility of sampling depends on the ac-
curacy and economy of measurement, it is important to control sampling error. To this
regard, the adaptive sampling brick is in charge of performing data reduction operations
on incoming packets collected by the capturing brick.

2.1.2 Active Probing FB

The purpose of the Active Probing FB is the RTT (Round Trip Time) measurement
between two ANA nodes. To achieve this goal, this FB can play two roles: sending
probes, and returning probes. The former is called the Ping role, while the latter is
called the Echo role. The Active Probing FB is designed be used over a large variety of
ANA compartments (e.g. Ethernet, IP or even an overlay compartment).

2.2 Monitoring Orchestration FB

The monitoring orchestration functional block is conceived as an generic interface
to the lower layer monitoring bricks. Instead of accessing directly the capturing bricks
for example, every request should be send through an orchestration or supervising func-
tional block. As such, the orchestration functional block is then able to implement
autonomic monitoring features. These are for example adaptive monitoring bricks (in
times of high cpu or network load), automated signature generating functional blocks
when the system detects an attack, or any other advanced monitoring feature.

Also, the MO functional block is used top apply monitoring policies. Security mech-
anisms can therewith easily be implemented or dynamically adapted.

The major advantage is however the generic interface to monitoring. A monitoring
client only has to know the description language of the MO functional block to be able
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to describe a monitoring task.

We also see the orchestration FB as a central element in enabling distributed mon-
itoring. Based on the description of the monitoring task, this FB is able to detect the
need for requesting the setup of monitoring tasks in other ANA nodes which can be
distantly located. Thus, the orchestration FBs can forward and negotiate monitoring
requests among each other. We give an example of this behavior in Section 4.1.

For the moment this orchestration FB is only on a conceptual level and a detailed
design and implementation of a corresponding brick is currently pending. Note how-
ever, that the MO functional block is optional. The generic MINMEX design allows for
a direct access between a monitoring client to any low-level monitoring brick.

2.3 Multi-Compartment Information Sharing System (MCIS)
FB

The MCIS FB can be directly used by any of the other FBs. The idea is that we have
a common information plane where all kinds of data can be published and afterwards
queried by any FB in any node. This kind of service is especially useful in the context of
monitoring where various kinds of data can be generated in different vantage points by
different monitoring processes. In such a scenario, the information sharing service has
the potential to facilitate and speed up locating interesting pieces of monitoring data and
to reduce resource consumption by removing redundant monitoring data transmissions.
We can also envision other uses for this service, such as tracking of location of pieces
of content in distribution, i.e. like a distributed BitTorrent tracker. We will illustrate the
usage in more detail by sketching an example scenario in Section 4.1.

Client FBs of the MCIS FB have the possibility to lookup which kind of data records
are currently stored in the system, query a subset of particular type of data records, and
publish new data records. There is local monitoring data storage within each node but
it can be implemented in any way, e.g. it can be volatile storage in some nodes and a
persistent DBMS in other nodes. Thus, the MCIS does not impose any type of specific
storage. We give a detailed description of the MCIS in Section 3.2.

2.4 Virtual Coordinate FB

A new class of large-scale globally-distributed network services and applications
(e.g. [8] [9] [10] [11], etc) have emerged. To achieve network topology-awareness, most,
if not all, of these overlays rely on the notion of proximity, usually defined in terms
of network delays or round-trip times (RTTs), for optimal neighbor selection during
overlay construction and maintenance.

However, proximity measurements, based on repeated pair-wise distance measure-
ments between nodes, can prove to be very onerous in terms of measurement overheads.
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Indeed, the existence of several overlays simultaneously can result in significant band-
width consumption by proximity measurements (i.e. ping storms) carried out by in-
dividual overlay nodes [12]. Also, measuring and tracking proximity within a rapidly
changing group requires high frequency measurements.

To mitigate such problems, Internet coordinate systems [13, 14, 15, 16, 17] have
been introduced. These systems embed latency measurements amongst samples of a
node population into a metric space and associate with each node a network coordinate
vector (or coordinate in short) in this metric space, with a view to enable accurate and
cheap distance (i.e. latency) predictions amongst any pair of nodes in the population.

Thus, if a node A learns the coordinate of a node B, A doesn’t have to perform an
explicit measurement to determine the RTT toB; instead, the distance betweenA andB
in the coordinate space is an accurate predictor of the RTT. The ability to predict RTT
without prior communication allows systems to use proximity information for better
performance with less measurement overhead than probing.

The idea was first proposed by Ng et al. [13]. Their scheme, called GNP (Global
Network Positioning) constructs a low dimensional Euclidean coordinate system, and
approximates the network distance between any two nodes by the Euclidean distance
between their respective coordinates. GNP relies on small number of landmarks nodes;
other nodes choose coordinates based on the RTT measurements to the landmarks. Re-
quiring that certain nodes be designated as landmarks may be burden on symmetric
systems. To overcome this limitation, Vivaldi [17] has been proposed. Vivaldi is fully
distributed, requiring no fixed network infrastructure and no distinguished nodes. In
ANA the Virtual Coordinate FBs, based on Vivaldi, would form an overlay compart-
ment which would complement the other monitoring functional blocks by maintaining
the coordinates of the monitoring nodes. This Virtual Coordinate compartment will rely
on the active probing FBs to measure the RTTs between some pairs of Vivaldi nodes.
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Chapter 3

Detailed Monitoring Architecture

3.1 Low-level Monitoring Bricks

3.1.1 Packet Capturing Brick

For capturing functions, the key is a filtering capability that allows session-owners
to specify in a monitoring request the traffic filter, which can be modified later on-the-
fly by the session-owner. The main idea is to allow multiple consumer bricks to bind
the same capturing component specifying, in the monitoring requests, characteristics of
the traffic flows which they are interest in (i.e. session). Flow features and capturing be-
havior can be changed dynamically through the configuration interface exported by the
capturing brick itself. Summarizing, our packets capturing brick provides the following
functionalities:

• packet capturing;

• packet inspection of some protocol header (e.g. IP, TCP, UDP);

• configuration properties:

– filter rules: type of packets to be captured (e.g. "ip saddr x.y.z.w");

– capturing state: start, stop, pause.

In the following we describe the basic functioning of the capturing brick. During
the bootstrap phase, the capturing brick sends a binding request to the VLINK brick
in order to collect all of the incoming packets received by the host node (Figure 3.3).
The request must specify the IDP (i.e. RecvIDP) responsible for handling the received
packets. At this time, the capturing brick is ready to handle multiple monitoring re-
quests from consumer bricks through its own interface (i.e. IDPcapturing). Figure 3.4
shows an example, in which two consumer bricks (i.e. Consumer A and B) send their
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Figure 3.1: Capturing binding requests format.

monitoring requests to the packet capturing brick, specifying the IDPs in charge of han-
dling session packets reception and the filter rules that specifies the corresponding flows
characteristics:

In order to allow consumer bricks to dynamically change filter rules and capturing
behaviors, the adaptive packet capturing brick creates a per-request private IDP (i.e.
confIDPa, confIDPb) responsible for receiving configuration requests from each con-
sumer brick. The following represent the syntax of the potential configuration requests:

Figure 3.2: Capturing configuration requests format.

Figure 3.3: Packet capturing brick interface.

Figure 3.5 shows some architectural details of the adaptive packet capturing brick.
The Capture component is in charge of collecting packets from the VLINK brick. Be-
cause of the inherent asynchronous nature of the ANA node architecture, the role of
the pkts Buffer component consists in avoiding that collected packets might be lost dur-
ing other ANA internal operations. Upon the reception of each packet, the Dispatcher
performs some mapping operations between stored filter rules in order to dispatch cor-
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Figure 3.4: Packet capturing brick configuration requests handling.

responding packets to the subscribed consumer brick. Finally, the Configuration com-
ponent is responsible for handling configuration requests sent by consumer bricks and
to update the internal requests table.

Figure 3.5: Packet capturing brick internal architecture.

3.1.2 System Monitoring Brick

Generally, in order to support monitoring operations as well as self-adaptation mech-
anisms, it is needed to provide specific components which are in charge of measuring
critical system parameters and monitoring the resource state of an ANA node. Never-
theless, often these components offer only one type of interaction which is based on
the request/response paradigm, thus introducing the need for enabling a polling mech-
anism which is not always suitable. From this perspective, the SMB is responsible for
providing a multi-mode interface which is in charge of managing interactions between
consumer bricks and measurement bricks (measurement plug-ins). In this way, as shown
in Figure 3.6, the SMB is able to extend its functionalities through a pluggable mech-
anism. The system parameters bricks which are interested in being part of the system
monitoring architecture has to register themselves to the SMB, by sending a specific
subscription request.

The SMB offers three different types of interactions:
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Figure 3.6: Plug-in subscription mechanism.

• ON_REQUEST represents the standard request/response approach (Figure 3.7);
the consumer brick sends a monitoring request to the SMB specifying which pa-
rameters to measure (multiple parameters can be also specified);

• ON_TIMER allows a consumer brick to receive measurement results periodically
upon expiration of a configurable timer (Figure 3.8); in this modality, the con-
sumer brick is responsible for specifying the timer value and the requested pa-
rameters;

• ON_CONDITION allows a consumer brick to receive measurement results upon
the occurrence of a certain custom condition (Figure 3.8); the following represents
an example of condition syntax: cpu_load > x (in this example, the requested
parameters will be sent by the system monitoring brick only when the cpu_load
parameter is major than x value).

Figure 3.7: System monitoring brick (ON_REQUEST mode).

In order to simplify bricks developer an API has been designed and developed (Ta-
ble 3.1). It provides specific functions that allow consumer brick to send monitoring
requests to the SMB as well as measurement plug-ins to register themselves to the mon-
itoring component.

3.1.3 Adaptive Sampling Brick

With high-speed network connections, efficient and effective packet sampling tech-
niques for traffic measurement and monitoring are not only desirable, but also increas-
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Function Description

sendRegistrationRequest()

Called by measurement bricks to
register themselves to the SMB. It
allows them to specify the name of
all the parameters they are able to
measure.

sendMonitorSyncRequest()

Called by consumer bricks to send
to the SMB a request/response
monitoring request. It allows to
specify all of the requested system
parameters.

sendMonitorAsyncTimerRequest()

Called by consumer bricks to
subscribe an ON_TIMER asyn-
chronous monitoring interaction. It
allows to specify all of the re-
quested system parameters as well
as a timer value.

sendMonitorAsyncConditionRequest()

Called by consumer bricks to sub-
scribe an ON_CONDITION asyn-
chronous monitoring interaction. It
allows to specify all of the re-
quested system parameters as well
as a monitoring condition.

Table 3.1: Monitoring API
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Figure 3.8: System monitoring brick (ON_TIMER and ON_CONDITION mode).

ingly becoming a necessity. Due to the high-speed characteristics of modern network in-
frastructures and resource limited capability of monitoring devices, in fact, some mech-
anisms for data reduction have to be provided. On the other hand, since the utility of
sampling depends on the accuracy and economy of measurement, it is important to con-
trol sampling error. To this regard, the adaptive sampling brick (ADS) is in charge of
performing data reduction operations on incoming packets collected by the capturing
brick. Figure 3.9 shows some details about its interfaces in terms of exported IDPs. The
following represent the operations it performs during the bootstrap phase:

• it sends a binding request to the capturing brick asking for receiving some types
of traffic flows (i.e. session) on the RecvIDP;

• it sends a subscription request to the SMB in order to be notified of the node
cpu_load when it exceeds a certain configured level (IDPmonitoring).

The ADS is able to perform a systematic sampling algorithm on the set of incoming
packets. The sampling rate can be configured by a monitoring compartment by sending
an external configuration request to the ConfIDP (i.e. manual configuration), or au-
tomatically, based on some measured "situational conditions" (i.e. self-configuration).
Currently, it is able to adapt the sampling rate in order to keep constant the cpu_load
of the hosting ANA node. Furthermore, the ADS might also be able to interact with
the packet capturing brick in order to limit the total amount of incoming packets by
changing the corresponding filter rules.

3.1.4 Active Probing Brick

The purpose of the Active Probing Brick is the RTT (Round Trip Time) measure-
ment between two ANA nodes. To achieve this goal, the brick can play two roles:
sending probes, and returning probes. The former is called the Ping role, while the lat-
ter is called the Echo role. Currently, these two roles are implemented as two distinct
bricks: the Ping Brick and the Echo Brick.
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Figure 3.9: Adaptive packet sampling brick interfaces.

The design of the ANA APIs and its ability to resolve a user-given name into an
access point towards any compartment allows us to write the Active Probing brick in a
compartment agnostic way. This means that the Active Probing Brick can be used over
a large variety of compartments (e.g. Ethernet, IP or even an overlay network).

The Ping brick receives a probe target (currently from direct user input) that con-
sists of a compartment name and a target name within that compartment. Note that
we use the term “name” here to refer to user-supplied strings made of printable charac-
ters, as opposed to the usual array of bits used to represent addresses in network proto-
cols (e.g. 6-bytes encoding of MAC addresses or 4-bytes encoding of IPv4 addresses).
The Echo Brick reads an environment variable1 at load time and publishes its “probes
echo” callback in the corresponding compartment, theoretically allowing us to opt for
Ethernet-level probes or IP-level probes without altering anything else in the code.

It should be mentioned that the ANA core, in its current state, does not explicitly
recommend that either names or addresses are used as targets or contexts in resolve calls,
leading to a confusing situation where some bricks (e.g. Ethernet) expect a 6-bytes MAC
address to be passed as context unless a special chain (“*” or “.” for broadcast/local
resolution) is used.

While it is fairly easy to tune e.g. the Ethernet or the IPv4 brick so that they can auto-
matically tell names apart from addresses (based on their length), it should be noted that
we cannot guarantee that this is possible for all address schemes on all compartments,
and especially, it is clear that the length-based trick will no longer work with IPv6 ad-
dresses. If such “lower-layer agnostic” bricks are considered interesting for other parts
of the ANA project, it would be highly interesting to augment the APIs in such a way
that we can explicitly resolve using a name or an address, rather than relying of some
implicit knowledge of the programmer as it is currently the case.

Currently, the two distinct bricks have been tested over the Ethernet brick (dgrmEth-
Brick) itself connected to the “virtual link” facility. The “ping” brick stores a timestamp2

in the echo request and compares that timestamp with the current time when receiving

1ANAECHO_LLCOMP
2obtained through the gettimeofday system call, thus theoretically having microsecond resolution
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the reply. The Ping/Echo Bricks work as follows:

1. (emitter side) lookup the list of resolved compartment names to get a label. Re-
solve the compartment name in the node compartment if missing.

2. lookup the list of resolved targets in that compartment, resolve the target if miss-
ing

3. get timestamp and send the “echo request” message

4. (echoer side) deliver the echo request to the echo brick

5. resolve the emitter’s description to get a reply label

6. send back the message to the emitter

7. (emitter side) deliver the echo reply to the ping brick

8. get second timestamp and compare.

3.1.4.1 Experimental Results

We have performed latency measurements using our “Active Probing Brick over Eth-
ernet” and observed request-to-reply times ranging from 18 to 35 milliseconds between
two machines3 that are 0.7 ms far away from each other according to regular ’ICMP’
pings.

It should be noted that, if we can skip the “reply resolution” at the echoer, the
request-to-reply time can be reduced to near 8 ms. While this is a sensible improve-
ment, it remains over 10 times the actual network latency between the machines.

The most likely source for these excessive delays comes from the fact that we have
used a pure userspace implementation of ANA (while most bricks have kernel modules
equivalent), which communicate through unix sockets, and where every brick-to-brick
communication has to be handled by the MinMex process. Between its capture by the
vlink brick and its processing by the echo brick, a packet will cross no less than 4 process
boundaries.

3.2 Multi-Compartment Information Sharing System (MCIS)
Brick

3.2.1 Overview and Motivation

The need for information sharing solutions is obvious if any kind of cooperation
among monitoring nodes is expected. We wish to enable distributed monitoring, i.e.

31GHz PIII running Ubuntu Linux Dapper Drake and Feisty Fawn
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monitoring at different vantage points, which requires an efficient system for sharing
the monitored data among nodes. In addition, monitoring information should be reused
whenever possible which is why we want to have a separate component for the informa-
tion sharing and not embed this functionality in the monitoring task itself. Indeed, it is
a possible scenario that several unrelated monitoring tasks require same monitoring in-
formation in which case the information sharing system enables sharing this data across
monitoring tasks.

We require the system to be able to execute multi-attribute range queries efficiently.
For example, we want to rapidly get results to the following kinds of queries (we illus-
trate the query in SQL syntax only for illustration purposes): "SELECT srcip FROM
flows WHERE bytes > 107". In this example, the stored data is flow records (e.g. Net-
flow) having attributes such as source and destination IP addresses and port numbers,
protocol number, number of bytes, etc. The query then searches from all of these records
those source IP addresses that transmit particularly large flows. We also wish to have
ability to handle both, one-time queries and subscriptions.

3.2.2 Related Work

The ability to efficiently process range queries adds some extra complexity into the
design of the system. For example, we cannot utilize standard Distributed Hash Table
(DHT) -based solutions such as CAN[18], Chord[19], or Pastry[20]. We describe two
specific systems that address the problem of supporting range queries in a distributed
data structure/storage in an efficient and scalable manner: Mercury[21] and MIND[22].

Mercury is a system for supporting range queries in a scalable fashion. The data
model that the system considers is multi attribute data records. Low query response time
is achieved by replicating data and organizing replicas in such a manner that lookup of
specific ranges is fast.

In Mercury, there is an attribute hub, a logical data structure, for each attribute of the
data being stored. Each of the hubs consists of the nodes in the system that store data.
One replica per attribute is created for each data item and stored in the corresponding
attribute hub. Within each attribute hub, data is organized contiguously in a ring struc-
ture in such a way that each node is responsible for a range of values. Each query is
routed only to the hub that is responsible for the most selective attribute of the query.
For instance, a query like SELECT * FROM data1 WHERE a1>100 and a1<200 and
a2>100 and a2<150 would be routed to the hub responsible for attribute a2 because the
query specifies a smaller range for a2 that for a1.

Advantages of the scheme that Mercury utilizes is that unless no attribute ranges are
specified at all, query is never flooded to an unnecessary large number of nodes. A clear
disadvantage is the high level of replication, although in case the data items are large,
simply pointers to the original data can be replicated.

MIND tackles the problem by joining dimensions and by creating in that way joint
indexes for multiple attributes. In MIND, nodes are organized into a hypercube structure
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in which the number of dimensions is equal to the number of attributes included in
the index. Each node is assigned a binary code which designates its position in the
hypercube. Each node is responsible for a range of values in the n-dimension meaning
that each node is responsible for a piece of the hypercube. Each range query specifies
a binary code which is a prefix of the codes assigned to nodes. This prefix can be
computed by node issuing the query and, consequently, queries are straightforward to
route.

The advantage of the MIND’s scheme is less replication than with Mercury. How-
ever, if a query specifies a range only for a subset of the attributes that are included in
a particular index (i.e. some are wildcards), the query may be flooded to a very large
number of the nodes compared to the number of nodes actually holding data values that
satisfy the query. If one creates separate indexes only for each individual attribute, the
scheme essentially is reduced to an equivalent of Mercury. Finally, both Mercury and
MIND employ a specific load balancing scheme to cope with non-uniformly distributed
data.

3.2.3 Design of the MCIS

We envision the information sharing system to provide a data plane which is com-
posed of several data compartments each of which corresponds to data of a given type
stored in the system. These compartments are bound together by a common metadata
compartment which enables discovery of these different data layers. There is no other
imposed hierarchy between the compartments except that all nodes that are part of any
data compartment are naturally part of the metadata compartment. Figure 3.10 illus-
trates the logical organization.

Metadata cmpt

data1 cmpt

data2 cmpt

data3 cmpt

data4 cmpt

Figure 3.10: Compartments in MCIS.

3.2.3.1 Attribute Hubs for Distributed Indexing

As a starting point, we base our core mechanism of organizing data within nodes on
Mercury’s idea of attribute hubs. Each of the data compartments, including the meta-
data compartment, represents a single Mercury system. Within each data compartment,
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there is an attribute hub for each of the attributes of that specific data type. Each com-
partment functions and organizes the data among nodes completely independently from
each other.

In other words, a single ANA node may run at a given time instance many overlay
routers each of which corresponds to a single attribute hub of a particular data type.
We call these attribute routers. The attribute routers corresponding to all the attributes
of a particular data type are coordinated within a single data compartment by a single
instance which we call data router (like a single Mercury node), while each of the data
routers do not cooperate in any way. Only exception is that the data router of the meta-
data compartment is aware of each of the data compartments that the node is part of, i.e.
it maintains (creates and destroys) the instances of the other data routers. In this way
the metadata compartment is the glue that binds the entire system together. Figure 3.11
describes the relations.

…

attribute routers

metadata router

data1 router

…

attribute routers

data2 router

…

attribute routers

…

node

Figure 3.11: Routers within a MCIS brick.

3.2.3.2 MCIS Brick Design

We designed the set of routers described in Figure 3.11 as a single brick. Thus, one
node typically runs one such brick. The interface of this brick consists of four primitives:
resolve(), lookup(), publish(), and get_desription(). The last one is the information hook
(ADD REF) which should be implemented by every brick. By invoking that function,
another client brick can obtain in principle information about the semantics of the other
primitives and about the syntactical things such as the query language to use for lookups
etc. In the following we demonstrate the usage of the other three primitives through
examples on storing and querying data from the IS system. Figure 3.12 illustrates the
examples.

Querying for a particular data item:

1. Client FB resolves the MCIS FB from the node compartment: resolve(n,".","MCIS",e)
→ returns IDP i

2. Client FB searches for a data type: lookup(i,".","querystring",e)→ returns match-
ing data types currently in the system
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MCI

S

Figure 3.12: Querying and storing data with MCIS. Red boxes are FBs, solid rectangles
nodes, and dashed rectangle represents data1 compartment.

3. Client FB resolves the data1 compartment: resolve(i,".","data1",e)→ returns IDP
j

4. Client FB queries for data items:

(a) lookup(j,".","a<5&b>3",e)→ returns matching data items

(b) resolve(j,".","a<5&b>3",e)→ returns IDPs k,l,m

In the Step 2, the lookup operation is targeted to the metadata compartment. The
"querystring" is the query that specifies the data type that the Client FB is looking for.
The syntax of the query depends entirely on the implementation of that metadata com-
partment and it can be either a priori known or learned via the get_description() primi-
tive by the Client FB. In Steps 3 and 4, the resolve and lookup operations are directed
towards a specific data compartment.

Note that we envision two options for querying the data items (step 4). The lookup
primitive returns directly the matching data items while the resolve primitive returns
IDPs to the nodes that hold these data items. When using the resolve primitive, the
client FB then must retrieve the data itself by sending requests to the corresponding
IDPs. In our prototype system, we currently support only the lookup primitive. We
cannot impose blocking lookup primitive for queries since we have no way of telling
when the last data item matching the query has been received. However, in order for the
client FB to know when a query execution finished but the query matched no results,
the node responsible for the range of queried attribute range will send a special query
result indicating that there were no matching data items.

In subsequent querying of same data records, the client FB does not need to repeat
steps 1-3. In addition, step 2 is completely optional since the client FB may already
know the description of the specific data ("data1" in this case).

Storing a data item:

FP6-IST-27489 ANA Project - Deliverable D.3.3v1 - The Monitoring Part of the ANA Architecture Page 20



1. - 3. identical to the example above

4. Store the data item into the data compartment: publish(j,dataitem,NULL)

3.2.4 Next Steps

We have a nearly finished prototype implementation of the above described MCIS.
We were able to leverage large amounts of the open source code of Mercury. The plan
is to start experimenting with the MCIS to gather more insights to its behavior and
potential problems but already at the same time start extending the system. We briefly
describe here the three aspects of the MCIS that we are working on currently.

Adaptive Indexes

Indexing data using the approach with attribute hubs always introduces an addi-
tional cost in terms of storage and bandwidth. Storage overhead comes from replicating
data items and additional bandwidth utilization comes from inserting the replicated data
items into the index structure, i.e. transferring from the source node of the data to an-
other node.

It is not beneficial in all cases to create an attribute hub for each attribute of a given
data type. For example, if query predicates never specify constraints for a particular
attribute of a multi-attribute data type, the corresponding attribute hub is useless. Thus,
that data compartment only wastes resources by replicating data items to that hub. Sim-
ilarly, if the number of nodes in a specific data compartment is small enough, query
flooding without any indexing may be more efficient. However, that tradeoff depends,
for example, on the average sizes of the data item and the query, on the average publica-
tion rate of new data items, and on the average query rate. Our objective is to extend the
indexing strategy in such a way that it takes into account these types of situation and,
hence, adapts the indexing process based on the usage and environment.

Multi-Compartment Load Balancing

Currently, the MCIS applies the explicit load balancing strategy from the Mercury
system for each of the attribute hubs. This strategy ensures that in the case of unevenly
distributed attribute values, the value ranges assigned to each node are more or less
equal in terms of number of data items. However, when some nodes participate to
clearly more data compartments than others, we encounter another type of imbalance.
Therefore, in certain cases, we need to extend the load balancing strategy to take into
account the participation to several data compartments.
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Multi-attribute Indexes

So far in the MCIS we consider only single attribute indexes via the attribute hubs.
However, we can think of cases where multi-attribute indexes would be useful, as they
are in standard Database Management Systems. The MIND approach (see Section
4.3.2) can be useful for such cases. We aim to evaluate how we can integrate such
an approach into MCIS in order to also take advantage of multi-attribute indexes.

3.3 Virtual Coordinate Brick

In ANA the Virtual Coordinate FBs, based on Vivaldi, would form an overlay com-
partment which would complement the other monitoring functional blocks by main-
taining the coordinates of the monitoring nodes. This Virtual Coordinate compartment
will rely on the active probing FBs to measure the RTTs between some pairs of Vivaldi
nodes.

However the synthetic coordinates systems will not work properly if the triangle
inequality assumption does not hold. And it turns out that Internet latencies, due to
routing policies or path inflation, sometimes violate the triangle inequalities which must
hold in a metric space. For example [23], shows that the amount of the triangle inequal-
ity violations (TIVs) among the Internet hosts are non-negligible and illustrates how the
routing policy produces TIVs in the real Internet. Such TIVs could be a major barrier
for the accuracy of Internet coordinate systems. Suppose we have a network with 3
nodes A, B and C, where d(A, B) is 1 ms, d(B, C) is 2 ms, and d(A, C) is 5 ms, with
d(X, Y) denoting the measured delay between X and Y. The triangle inequality is vio-
lated because d(A,B) + d(B,C) < d(A,C). When faced with these TIVs, coordinate
systems resolve them by forcing edges to shrink or to stretch in the embedding space;
this intuitively results in oscillations of the embedded coordinates, and thus causes large
distance prediction errors.

We studied the distributions of TIVs existing in the Internet, and we characterized
their severity using different metrics. One of our findings is that considering shorter
paths as measurement samples in coordinate systems would less likely lead to severe
TIVs. [24]. Based on this insight, we leverage the impact of TIVs on coordinate systems
by proposing a Two-tier architecture. This hierarchical approach mitigates the effect of
TIVs on the distances predictions, and allows nodes to embed short distances with very
low relative errors.

3.3.1 Background on Vivaldi

Vivaldi [17] is a light-weight, adaptive, and fully distributed algorithm for comput-
ing synthetic coordinates for Internet nodes. It does not require any fixed infrastructure
and can compute coordinates for itself after collecting latency information from only
a few other nodes. Basically, Vivaldi places a spring between each pair of nodes (i, j)
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with a rest length set to the knownRTT (i, j). The current length of the spring is consid-
ered to be the distance between the nodes in the coordinate space. The potential energy
of such a spring is proportional to the square of the displacement from its rest length:
the sum of these energies over all springs is the error function that Vivaldi nodes try to
minimize. An identical Vivaldi procedure runs on every node. Each sample provides
information that allows a node to update its coordinate. The algorithm handles high
error nodes by computing weights for each received sample. The sample used by each
node, i is based on measurement to a node, j, its coordinates xj and the estimated error
reported by j, ej . A relative error of this sample is then computed as follows:

es = | ‖ xj − xi ‖ − RTT (i, j)measured | / RTT (i, j)measured

The local error at node i is updated as ei = es × wi + ei × (1 − wi), where wi =
ei/(ei + ej),thus balancing local and remote errors. This sample weight is also used to
update an adaptive timestep, δi defining the fraction of the way the node is allowed to
move toward the perfect position for the current sample: δi = Cc × wi, where Cc is a
constant fraction < 1. The node updates its local coordinates as the following:

xi = xi + δi · (RTT (i, j)measured − ‖ xi − xj ‖) · u(xi − xj)

where u(xi − xj) is a unit vector giving the direction of i’s displacement.

The Vivaldi algorithm quickly converges towards a solution when latencies satisfy
the triangle inequality. Unfortunately, in the Internet, the latencies sometimes violate
this inequality, due for example to policy-based routing. In such cases the nodes never
converge towards stable coordinates. Based on our findings related to the distributions of
TIVs in the Internet, we propose a hierarchical structure of Vivaldi to mitigate the impact
of most severe TIVs. In this way, nodes would perform a more accurate embedding at
least in restricted spaces.

3.3.2 Two-Tier Vivaldi

The main idea is to divide the set of nodes into clusters and to run an independent
Vivaldi in each cluster. Clusters are composed of a set of nodes within a given coverage
distance. In the case of ANA network, clusters can be formed by a set of MFBs that are
close to each other. Since Vivaldi instances running on each cluster are independent, a
node maintains separate coordinates for different levels in the hierarchy. In this way,
coordinates of nodes belonging to different clusters cannot be used to estimate the RTT
between inter-cluster nodes. We keep then running a Vivaldi system at a higher level
(i.e. the whole set of nodes) in order to ensure that coordinates computed between
any two nodes belonging to different clusters, “make sense". Coordinates computed
at the lower (resp. higher) level of clusters are called local coordinates (resp.global
coordinates). Both Two-Tier and flat Vivaldi have the same communication overhead.
Indeed, in our Two-Tier approach, each node has half neighbors located in its local
cluster and the other half neighbors chosen among the whole set of nodes. Therefore,
the local coordinates of each node are computed with the neighbors located within its
own cluster, and the global coordinates are obtained by considering all these neighbors.
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Note that, it is possible to have nodes that do not belong to any cluster. Such nodes
can be seen as members of the higher level, and thus, they must compute only global
coordinates.

After getting the global and the local coordinates we can predict the distance be-
tween any two nodes. Distance prediction proceeds in a bottom-up fashion. If two
nodes belong the same cluster, this implies they are relatively close to each other, the
distance between them is predicted by local coordinates. Otherwise, if these two nodes
belong to two different clusters, the distance between them is predicted by the global
coordinates. This hierarchical approach would help improve the accuracy of the dis-
tance prediction. Next, we describe how we set up the clusters we experimented with to
illustrate our results on the Two-Tier Vivaldi structure.

3.3.3 Performance Evaluation of the Two-Tier Vivaldi

In our experiments we have first based our clusters recognition on the coordinates as
observed by running a flat Vivaldi on the “King" data set. As already shown by Dabek
et al. [17], 2-D coordinates lead to five major clusters of nodes. We took the three most
populated as our main clusters by carefully setting the coverage distance of each cluster
smaller than 150ms. Indeed, we found in [24] that any 3 edges with small RTTs (say
< 150ms) should be more adequate to construct a metric space without violating the
Triangle Inequality laws. Nodes that have not been selected in any cluster would then
be considered in only the higher level of the architecture. However, this first step in our
cluster selection is only based on the estimated RTTs (as predicted by the flat Vivaldi)
and not on the actual RTTs between nodes. In fact, according to their relative errors,
some nodes can be misplaced by the flat Vivaldi and clusters could have their coverage
range larger than expected. Our second step has then consisted in a cross-checking
of our preliminary clustering using the delay matrix. Our three clusters have distance
coverage of 140ms, 100ms, and 60ms with respectively 565, 169, and 93 nodes.
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Figure 3.13: Comparison of error relative Flat and Two-tier Vivaldi.

As our main performance indicator we use the relative error averaged on all pairs
of nodes. Figures 3.13(a) and 3.13(b) represent the CDFs of the relative error of nodes
belonging to our three clusters. We clearly see that relative errors computed based on
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local coordinates inside the clusters are much less than errors as computed using global
coordinates (the Flat Vivaldi labeled curves). In cluster 2, for instance, more than 90%
of nodes predicting their distances inside the cluster, achieve on average a relative error
less than 0.3. While when using the flat Vivaldi over half of the population of the same
set of nodes, is computing coordinates with an average relative error more than 0.5.
Worse cases (for the flat Vivaldi system) are observed with respect to nodes in cluster
3, as depicted in Figure 3.13(b), where the flat Vivaldi system collapses with very high
effective relative errors for more than 70% of the nodes. In the Two-Tier architecture,
nodes are clearly performing much better. It is worth noticing here that cluster 3 is
the smallest cluster in terms of distance coverage. The observation of the embedding
relative errors in this cluster confirm then our findings related to the effect of edges
lengths on the TIVs severity and thus on their impact on the embedding. More generally,
improvements inside these clusters is explained by the fact that intra cluster nodes, when
computing their local coordinates select only close by nodes as their neighbors. This
constraints the node-to-neighbors edges lengths and thus reduces the selection of severe
TIVs likelihood.

Note that the clustering can be done dynamically rather to use an oracle-based tech-
nique where coordinates and delay matrix are known. For instance, to form the local
clusters, we can use the binning [25] method and choose some nodes to help nodes
clustering called anchors. Any stable nodes which are able to reply to e.g. ICMP ping
messages can serve as anchor. Guided by the anchors, nodes are grouped into different
clusters as follows. Firstly a new node measures its distance to all anchor nodes. After
getting these distances, the new node can find which anchor is nearest to it and join
the cluster led by the nearest anchor. We can imagine that a given node first contact a
rendezvous point of the Two-tier architecture like all other peer-to-peer schemes. After
obtaining a list of anchors from the rendezvous point, the node measure the distance to
all anchors and choose the nearest cluster to join.

Another approach would be to have a distributed self-organized clustering, where
anchor nodes are elected more dynamically, by e.g. becoming an anchor if no other
anchor is found in a certain range in the overlay.
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Chapter 4

Service-Level (Monitoring Clients)

4.1 P2P VoD streaming

We continue to use the same P2P Video-on-Demand scenario than we used in De-
liverable 3.1 [6] and illustrate the use of the more mature monitoring architecture in this
scenario. In [6] we wrote the following: "Content distribution using P2P technologies
is very promising. We use here P2P-based Video-on-Demand (VoD) streaming as an
example. VoD streaming is a service with high resource requirements, because video
files are usually large and need to be delivered in a timely manner. Thus, high bit rates
are needed for the duration of the video, which could be up to several hours. In order to
efficiently deploy a large scale VoD system, end user resources can be utilized in a P2P
fashion. However, such a solution requires prompt and detailed information about the
network."

"Content is organized in files, which are logically divided into blocks, and these
blocks can be retrieved from any peer which already has a copy. Client applications are
responsible for requesting blocks in a timely fashion, and presenting the video to the
user. "[6]

In this scenario the clients utilize the monitoring architecture to obtain information
about available bandwidth on paths towards other clients. They use this information to
make choices on which client to request the next block(s) of the video file. The clients
also use the information sharing service to publish the blocks that they have and to query
which of the clients have the blocks that they need.

Hence, there are two types of data used in this scenario. We define corresponding
example data record types in Table 1 and Table 2. In both tables id is the node’s identi-
fier. In Table 1, toid is the identifier of the node which the end point of the measurement
(typically the neighbor node). Window is a time window over which the bandwidth
value is averaged. Srcid is an additional identifier that can be used to explicitly point
out the starting point of the path that this measurement is part of. We will show that this
parameter comes in handy when querying the bandwidth information. In Table 2, we
simply define attributes for the identifier of the video file that this block belongs to and
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the number of the block.

Table 4.1: Available bandwidth data record, av_bw.

id toid srcid bandwidth timestamp window

Table 4.2: Tracker data record, tracker_data.

id fileid blocknb

We assume in this example that each of the orchestration FBs is able to resolve (i.e.
discover) adjacent orchestration FBs along a data path.
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Figure 4.1: Interactions between FBs within a node.

Figure 4.1 illustrates what happens within a node in this example scenario. We
explain each numbered step:

1. The media player requests some blocks from the Video File Sharing(VFS) FB.

2. The VFS FB queries the MCIS to find out which nodes have the necessary next
blocks. E.g.: SELECT id FROM tracker_data WHERE fileid=’DieHard3’ and
blocknb>10 and blocknb<25

3. A monitoring request is sent to the orchestration FB, e.g. give me available band-
width to nodes with IDs X, Y, and Z.

4. The orchestration FB processes the request and propagates the request to the next
nodes along the paths to the destinations.

5. The orchestration FB also starts the necessary monitoring tasks locally. Note that
while it can be sufficient to (a) monitor passively the available bw (e.g. via packet
monitoring), it may also be the case that (b) active probing is required if not all
nodes on the path support such passive monitoring.

6. The VFS FB queries the available bandwidth on the paths from the source nodes.
E.g.: SELECT min(bandwidth) FROM av_bw WHERE toid IN list of node IDs
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on path AND srcid=X. Another option is to only use the id and toid attributes of
the node pairs at each intermediate hop along the paths as the query predicate,
e.g. SELECT min(bandwidth) FROM av_bw WHERE (toid=R AND id=X) OR
(toid=K AND id=R)... In the latter example query, nodes with IDs R and K would
lie on the path to the node with ID X. Note that the first query can be routed as
a single query to the srcid attribute hub with a point range constraint (equal to).
This is clearly more efficient than routing the second query which if would be
routed as multiple (as many as there are node pairs along the path) point range
queries to either of the two attribute hubs, toid or id.

7. The VFS FB retrieves the blocks from the best nodes.

8. The blocks are returned to the media player and published at the MCIS as new
tracker_data.

Active probing 

over intermediate

nodes that support 

no monitoringmplayer

Monit.VFS

MCIS

mplayer

Monit.VFS

MCIS

Monit.MCIS

Monit.MCIS

mplayer

Monit.VFS

MCIS

mplayer

Monit.VFS

MCIS

mplayer

Monit.VFS

MCIS

Information channel for 

content exchange

Set of FBs for monitoring: 

orchestration, packet

capturing, active probing
Monit.

Monitoring

request

node i

node j

Figure 4.2: Interactions between nodes.

Figure 4.2 shows the interaction between nodes in this example. The monitoring
requests propagate along the data paths until the entire path is covered. As can be seen
in top-right part of the figure, sometimes the adjacent nodes may not be capable of
required type of monitoring. In such a case, it is naturally not sufficient that node j in
the figure only monitors link bandwidth to the next node. Instead, nodes i and j could
cooperate by doing active probing in order to determine the available bandwidth of the
entire intermediate path.

4.2 Virtual Coordinate System

In this section we describe how the Virtual Coordinate (VC) brick interacts with the
other monitoring bricks, mainly the Active Probing and the MCIS bricks, to allow every
node to get virtual coordinates and thereby reduce the RTT measurement traffic in a
network.

Figure 4.3 shows two nodes A and B, both equipped with their VC brick that compute
the Virtual Coordinates of their respective nodes based on some RTT measurements
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with a small set of other nodes that we call neighbors, although they may be anywhere
in the network. Suppose node A has chosen node B as neighbor. B may have chosen
A as neighbor as well, but this choice is independent from A’s choice and therefore the
neighborhood relation is generally not symmetric.

VC

Active
Probing

1.

3.

4.

Active
Probing

MCIS 

Monitoring
data 

storage

2. VC

MCIS 

Monitoring
data 

storage

5.

Node A Node B

Figure 4.3: Co-operation between the VC, MICS and Active Probing bricks to compute
and store the node’s coordinate

In this scenario, A’s VC needs to know two things to run its algorithm: B’s coordi-
nate (with its precision, i.e. relative error) and the RTT between A and B. The general
idea is that (the VCs of the) nodes store their coordinates (with their precision) in a
specific coordinate data compartment handled by the MCIS. Any node can therefore
retrieve the coordinate of any other node (provided the latter has some coordinate) by
a request to its local MCIS. In a similar way, (the Active Probing brick of the) nodes
store the RTTs they have measured with other nodes in another specific RTT data com-
partment also handled by the MCIS. Therefore, the VC could also find directly the RTT
between A and B by asking its local MCIS, but it can also ask the local Active Probing
brick of the node to probe explicitly B to get an up-to-date measured RTT. In the sequel,
to show a richer scenario, we will consider that we are in this latter case. We could have
considered that the orchestration FB is also involved and decides to first try and get the
RTT value via the MCIS and, if unsuccessful, to request the Active Probing brick, but
this is omitted here.

We now explain the scenario of Figure 4.3 in more detail:

1. The VC requests the Active Probing brick to measure regularly the RTT between
A and B and to update the MCIS every T units with a mean RTT value based on
sampled RTTs during the last period of T units.

2. A’s VC stores A’s coordinate (with its precision) in the coordinate data compart-
ment of the MCIS, when it changes. B does the same (but not shown on figure).

3. The Active Probing brick performs RTT measurements to B as requested by the
VC.
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4. Every T , the Active Probing brick stores a new averaged RTT value in the RTT
data compartment of the MCIS.

5. Every T , the VC collects the RTT between A and B and also B’s coordinate (+
precision) via the MCIS.

In the previous scenario we see the advantage of adding RTT measurements in the
MCIS instead of sending them back to the VC. In the present case, if any other block
wants to know the RTT between A and B, it can be found by asking the MCIS. This is
precisely what we illustrate on figure 4.4. Suppose an application in node A needs to
know the RTT between two other nodes B and C (any of them could be A itself, but we
consider the most general case).

Application

1.

Orchestration 

4.

2.  3.
MCIS 

Node A

Figure 4.4: An application in node A wants to know the RTT between nodes B and C

We explain the scenario in more detail:

1. The application queries the orchestration FB to find out the RTT between nodes
B and C.

2. The orchestration FB processes the request and first forwards it to the local MCIS.
If the RTT between B and C has been measured (recently) and is in the RTT data
compartment, the Orchestration FB will get it without issuing any request to the
Active Probing brick.

3. Otherwise, the Orchestration FB will request the local MCIS to return the coordi-
nates of nodes B and C. If successful, these coordinates are used by the Orchestra-
tion FB to estimate the RTT between B and C, again without issuing any request
to the Active Probing brick. Otherwise, or if the application is not satisfied with
an estimation of the RTT and needs a measured value, the orchestration FB would
have to contact the Orchestration FB of either B or C to trigger remotely some
RTT measurement (not shown on the figure).

4. The RTT value (or estimated value) is returned to the application. Flags could
be added to requests and responses to indicate if the RTT is an actual value or an
estimated one.
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Chapter 5

Conclusion

In this deliverable, we presented the status of the monitoring framework developed
in the context of the ANA project. While the first draft of this document, published in
2007, focused on the general architecture, we presented herein the effective progress
from an implementation perspective.

The autonomic aspect of our monitoring framework is the adaptive and compos-
able nature of the architecture. We presented multiple monitoring bricks that, when
combined, build a foundation on which autonomic applications can be build. The over-
lay streaming application for example describes the interaction of the individual pieces
(bricks and functional blocks) and illustrates how autonomicity is achieved.

The goal for next year is to provide a complete and integrated version of the moni-
toring framework. We will use this integrated version then to start demonstrating auto-
nomic applications and self-optimizing mechanisms. Specifically we will demonstrate
how the monitoring framework provides the necessary feedback for functional compo-
sition.
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