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1 EXECUTIVE SUMMARY 

The objective of this deliverable is to describe the work carried out in Y-3 of the project in the 
context of Task 2.3 on Service Placement, Advertisement and Discovery. This work can be 
broken into two parts. The first part contains the work towards the design and implementation 
of service advertisement and service searching mechanisms. The second part contains 
algorithmic work that builds on and continues the conceptual work carried out in the first two 
years of the project on the design and evaluation of service discovery mechanisms for the 
ANA environment. 
As already indicated in past related deliverables (see deliverables D2.1 and D2.8), the ANA 
approach to service discovery is a comprehensive one and looks at several sub-problems that 
affect the effectiveness in finding a specific service. Specifically, the service discovery 
problem has been broken down into 3 sub-problems or phases: service placement, service 
advertisement and service search for, since the effectiveness of service discovery will be 
affected by the location of the service itself (service placement problem) and the location and 
population size of the nodes who know the location of the service facility (service 
advertisement problem), as well as by the service searching algorithm itself.  
In the first part of this deliverable (Section  3) the work towards the design and 
implementation of service advertisement and service searching mechanisms is presented, 
based on the ANA platform and design methodology, so as to yield software modules that are 
compatible with the ANA design architecture and can be easily integrated with other ANA 
functionality modules and the overall ANA architecture. The ANA platform is based on 
MINMEX (see past deliverables, such as the ANA Blueprint D1.4-5-6) that provides a 
framework for developing autonomic infrastructures for flexible and reusable network 
communication. The implemented service discovery architecture – epitomized by the Service 
Discovery Functional Block (SDFB) – is sufficiently generic so as to be possible to re-use to 
implement other functionalities – besides the service discovery one – that are based on 
distributed protocols (e.g., routing, as it is also reported in deliverable D2.16).  
The second part of this deliverable (Section  4) contains algorithmic work that builds on and 
continues the conceptual work carried out in the first two years of the project on the design 
and evaluation of service discovery mechanisms for the ANA environment. Specifically, the 
previous work on service placement is extended and completed in  [3] (service migration) and 
 [4] (distributed service placement). In addition, further work is carried out for the 
development of information dissemination mechanisms to be utilized by the structurally 
similar and complementary phases of service advertisement and searching. The related 
algorithmic work carried out for this particular period focuses mainly on using the Random 
Walk (RW) paradigm to disseminate effectively information in unstructured, large-scale 
environments. The RW agent may be carrying service advertisement information or a service 
request, making the RW-based algorithms applicable to both the service advertisement and 
searching for mechanisms. The agent carrying the information or searching for and collecting 
it, could: follow a purely random trajectory; replicate itself creating multiple agents;  depart 
temporarily from the pure random walk course and yield biased or hybrid RWs; or depart 
entirely from the RW paradigm and utilize local information to bias its course accordingly so 
as to optimize certain performance indices. The work carried out in Y-3 explores such 
directions. In Section  4.2.2,  [9],  [10], it is explored how the consideration of multiple RWs 
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can enhance certain important performance characteristics (such as coverage speed or level) 
of the single RW or (controlled) flooding, which are the dominant approaches to information 
dissemination. In Section  4.2.3,  [12], it is explored how a hybrid RW which implements 
“jumps” can enhance the information dissemination characteristics of a “pure” RW, by 
reaching out to and covering the network in a more uniform manner, which is a highly 
desirable characteristic.  Finally in Section  1 4.2.4,  [11],  a specific information dissemination 
or collection environment is considered and an algorithm that yields the optimal movement of 
the information carrying or collecting agent is developed. 
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2 INTRODUCTION 

WP2 focuses on those basic elements and mechanisms needed to establish communication 
between two or more entities. The specific Task 2.3 for Y-3 (Service Placement, 
Advertisement and Discovery), focuses on the development of efficient algorithms that will 
support service discovery. 
As already indicated in past related deliverables (see deliverables D2.1 and D2.8), the ANA 
approach to service discovery is a comprehensive one and looks at several sub-problems that 
affect the effectiveness in finding a specific service. Specifically, the service discovery 
problem has been broken down into 3 sub-problems or phases: service placement, service 
advertisement and service search for. Clearly, the location of the service facility will not only 
affect the cost of its provisioning, but also the intensity of the necessary service advertisement 
and the effectiveness of its discovery; a service location far away from the demand regions 
would not only provide the service at a high (communication) cost, but it would require high 
advertisement and searching effort (communication and other resources) to be discovered in 
an unstructured and large scale environment. That is, the effectiveness of a service discovery 
mechanism will be affected by the location of the service itself (service placement problem) 
and the location and population size of the nodes who know the location of the service facility 
(service advertisement problem), as well as by the service searching algorithm itself.  
The aforementioned three phases of service discovery (placement, advertisement and 
searching) may be designed considering existing “traditional” approaches. However, when the 
goal is to arrive at an optimal solution these approaches lead to difficult optimization 
problems of the NP-hard order,  [6],  [7]. Even if heuristic/approximation improvements can be 
used (thus, the NP-hard problem is avoided and a less than optimal solution is obtained), the 
requirement for global information is still typically present. The latter requirement is not 
realistic in large scale, autonomous network environments. Another problem with the 
aforementioned approaches is that any change (e.g., in the topology, the service demands, or 
the service location) requires re-solving the (large) optimization problem. Consequently, a 
different philosophy should be considered to deal with the aforementioned problems in a 
scalable manner. 
The approach followed in the ANA project utilizes new ideas that are based on local 
information attempting to solve the problem introduced by each service discovery phase in a 
scalable and efficient manner. In particular, regarding service placement, service migration, 
 [1],  [2],  [3], and distributed service placement,  [4],  [5], have been considered. Regarding 
service advertisement and searching (which can be formulated as information dissemination 
problems), approaches based on probabilistic flooding and random walkers have been 
considered,  [8],  [9],  [10],  [11],  [12].  
In the past year, the conceptual work carried out and described in this deliverable corresponds 
to the works in  [2],  [3],  [5] [10],  [11],  [12]. This conceptual work is briefly described in 
Section  4 of this deliverable. 
The conceptual work carried so far in the ANA project under the service-discovery-related 
tasks, has been aiming at scalable solutions applicable to large-scale, dynamic and 
unstructured network environments. To cope with such environments, autonomicity was seen 
as a highly desirable property of the employed service discovery mechanism/algorithms/ 
protocols, so as to allow for key entities to operate autonomously by acquiring and processing 
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local information and reacting to changes in the environment. The traditional, non-
autonomicity-based alternative approach would typically require non-local information and a 
centralized – thus a non-scalable – approach. To this end, local information is exploited under 
the concept of service migration, (see deliverable D2.1 and  [1],  [2]) or distributed service 
placement (see deliverable D2.1 and  [4]), in order to move service facilities towards positions 
of smaller overall cost and enhance the efficiency of the service discovery process. The 
requirement for local information (as opposed to global knowledge of the network topology 
and characteristics) allows for a scalable and low complexity solution to the associated large 
(under the traditional formulation and solution approach)  optimization problem (known as a 
k-median, UFL, CFL, etc. problems,  [6]) and easy, effective and of low complexity 
adaptation in response to dynamic changes.  
Flexibility is another desirable property for the service discovery algorithms/protocols 
/mechanisms. It may also be seen as part of autonomicity in the sense of adaptation to the 
particulars of the network environment. From a broader view (as considered in the sequel of 
this document), flexibility deals with the inherent capacity of an algorithm to change critical 
parameters depending on the particular case/environment /conditions. For example, the 
aforementioned approach for distributed service placement (see deliverable D2.1,  [4]), 
assumes local knowledge in the area r-hops away from a service facility. A given value of r 
determines the scope of the local information provided to the network element in support of 
its (autonomic) decision making process. The flexibility here can be attributed to the ability of 
the algorithm to modify r (and thus the scope of the locality taken into consideration) so as to 
“match” it to the environment and yield improved performance. 
Another desirable property of the employed service discovery mechanism/algorithms 
/protocols is reusability. It has already been mentioned in previous deliverables (e.g., D2.1, 
D2.8) that many “traditional” network mechanisms (e.g., routing) may be seen as 
instantiations of service discovery. Consequently, the design approach to service discovery 
should render the mechanism re-usable in the sense that various diverse instantiations (such as 
routing) be facilitated and easily implemented. Therefore, reusability is seen as another 
desirable property of an ANA service discovery mechanism design. 
The aforementioned properties have been guiding the conceptual work in the first two years 
of the project and have been kept in mind in the last year both in the design of the 
implementation part of the service discovery work (see below), as well as in the further 
conceptual / algorithmic work carried out during this period. 
In addition to the continuation of the conceptual work (presented in Section  4) a good deal of 
effort was directed towards the design and implementation of service advertisement and 
service searching mechanisms based on the ANA platform and design methodology, so as to 
yield software modules that are compatible with the ANA design architecture and can be 
easily integrated with other ANA functionality modules and the overall ANA architecture. 
The implemented service discovery architecture is presented in Section  3 and is sufficiently 
generic so as to be possible to re-use to implement other functionalities – besides the service 
discovery one – that are based on distributed protocols (e.g., routing, as it is also reported in 
deliverable D2.16). Therefore, the design and implementation work presented in this 
deliverable may also be used as reference material or guidance towards the development of 
distributed protocols in ANA environments (like routing), and not exclusively for service 
discovery specific purposes.  
The implementation work was carried out over the ANA Node platform developed in the 
ANA project. This particular platform is based on MINMEX (further information is provided 
in past deliverables, such as the ANA Blueprint D1.4-5-6). Since it is not the scope of this 
deliverable to describe the ANA Node platform, it suffices to mention that this particular 
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platform provides a framework for developing autonomic infrastructures (e.g., no network 
layers appear but bricks) for flexible (e.g., bricks may be uploaded and connected upon 
request) and reusable (e.g., bricks can be reused) network communication. 
The notion of a brick is adopted in ANA to describe a functionality module and is used to 
facilitate implementation in ANA. A brick (formally defined in previous deliverables) may be 
seen as a module that has an interface (in our case through MINMEX) for communicating 
with other bricks inside the same compartment. A compartment (also formally defined in 
previous deliverables) may be seen as a set of bricks for which communication is allowed. 
Note that compartments are more than that: e.g., an ANA node is a compartment and various 
bricks of an ANA node may be part of other compartments like the Ethernet compartment. A 
set of bricks that co-operate in order to achieve a common task comprise a functional block. 
The main purpose of the service discovery design/implementation phase is the exploitation of 
both the developed ANA Node platform and the conceptual work for service discovery, in 
order to provide for a Service Discovery Functional Block (SDFB)). As described later in this 
document (as well as in D2.16 concerning routing), the implementation preserved and – 
where relevant and possible – enhanced the autonomicity, flexibility and re-usability 
characteristics of the implemented algorithms. For instance, the implementation includes 
various knobs that will preserve the flexibility of the mechanism (e.g., various parameters can 
be modified accordingly) and a design philosophy that facilitates re-usability for the 
implementation of other distributed protocols. Reusability may also be seen from another 
point of view of facilitating newcomers to the “ANA world” in catching up with the system 
fast and efficiently. A possible way to achieve that is by hiding the less important details, so 
as to facilitate the quick and easy implementation of new algorithms/protocols/mechanisms.  
Of course, if the newcomers want to dig further in the system, the details can be found (the 
source code is always available) giving further insight into the ANA Node platform. Our 
experience with two undergraduate students was in favor of this approach. The design work 
for routing reported in D2.16, is another example of the relative easiness and reusability of the 
design presented in this document. 
The objective of this deliverable is to describe the work carried out in Y-3 of the project. This 
work can be broken into two parts. The first part contains the work towards the design and 
implementation of service advertisement and service searching mechanisms. The second part 
contains algorithmic work that builds on and continues the conceptual work carried out in the 
first two years of the project on the design and evaluation of service discovery mechanisms 
for the ANA environment. 
Following this section that provides for an introduction to the work reported in this 
deliverable, the remaining of this document is structured as follows. Section  3 reports on the 
design and implementation work carried out in Y-3 for implementing service discovery 
mechanisms inside an ANA Node (functional block, bricks, communication scenarios, etc.) as 
well as information about a visualization tool that was used for debugging purposes. Section  4 
presents new (conceptual) approaches for the design of the service discovery phases as well as 
new evaluation results (simulations). 
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3 SERVICE DISCOVERY ARCHITECTURE 
DESIGN AND IMPLEMENTATION 

This section presents information about the design of service advertisement and service 
searching as well as implementation specific information about a flooding-based service 
discovery mechanism (already implemented). The preservation of the previously described 
properties is one of the basic guidelines behind the design and implementation phases.  
This section makes references to other deliverables of ANA – mostly the ANA Blueprint 
(D1.4-5-6) and the Prototype implementation of the core ANA software (D1.18) – that 
include specific details about the platform and serve as guidance during the 
design/implementation. 

3.1 Service Discovery Functional Block Design 
Bricks are the basic elements of a functional block. Based on the functionality of each brick 
and the interfaces between them, the (overall) functionality of a particular functional block is 
derived. Bricks appear in compartments like the ANA node compartment, the network 
compartment (e.g., Ethernet) etc. Each brick may publish a particular name inside a particular 
compartment. This name has to be unique (to avoid confusion with other bricks publishing 
names in the particular environment) and it can be resolved by other bricks that need to 
communicate with the particular brick. Note that the interface for such communication is 
simplified in ANA due to MINMEX (that actually handles the core of operations of the ANA 
Node platform). 
The example regarding a network topology of three nodes (A, B and C) with respect to the 
chat application depicted in Figure 1 is helpful with respect to compartments and published 
brick names as they will appear in the rest of this document. Assume node A to have two 
Ethernet interfaces. An “eth” brick is assigned to each interface and since both bricks are 
inside the same compartment (i.e., ANA node A) and could be used by other bricks of the 
same compartment, then different names should be assigned to be published (i.e., eth0 and 
eth1). Both ANA node B and ANA node C, use “eth0” as a name that is published for their 
corresponding Ethernet brick. The use of these identical names does not cause any trouble 
since they are published in different compartments. 
 

eth1

ANA 
Node A
ANA 
Node A

Ethernet card

eth0
Ethernet card

Chat1 Chat2

ANA 
Node B

Ethernet card

eth0

Chat2

ANA 
Node C

Ethernet card

eth0

Chat1

 
Figure 1: Example of compartments for a simple scenario regarding the chat application. 
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The next step is to attach a “chat” brick to each of the Ethernet bricks. Note that this example 
is rather simple and does not assume any forwarding capability, therefore, it is not expected 
that ANA Node C will be able to communicate with ANA Node B and vice versa. In the 
example of Figure 1, ANA node A publishes “chat1” and “chat2” (both in the local – ANA 
node – compartment and the network – Ethernet – compartment). However, ANA node B 
publishes “chat2”. Actually, ANA node B cannot publish “chat1” since the chat application 
publishes names inside the network (Ethernet) compartment of ANA nodes A and B (i.e., eth1 
and eth0). 
The particular example regarding the need for unique names within a single compartment, 
that was briefly described, motivates certain decisions presented next. 

3.1.1 Design Decisions 
The first important decision is about the “underlying” communication medium (e.g., Ethernet, 
IP). For obvious reasons, the service discovery mechanism should be able to support any kind 
of (traditional or not) communication protocol that provides for connectivity. Therefore, the 
safe way to proceed is by assuming a communication protocol that is as basic as Ethernet and 
if a more elaborate communication protocol is used (e.g., IP), the design can safely be reused 
in the particular case. Note from other deliverables (e.g., ANA Blueprint D1.4-5-6) that bricks 
corresponding to Ethernet and IP may arbitrarily be connected and in some cases “Ethernet 
might be over IP that is over Ethernet” or other similar scenarios are not rarely mentioned. 
The next step is to consider a basic service discovery brick, known for the rest of this 
document as the sd brick, that would be responsible within the boundaries of an ANA node to 
“run” the employed service discovery protocol. This brick will publish the name “sd” within 
the boundaries of each ANA node in order to let other bricks communicate with it. Publishing 
“sd” does not cause any problem since this name will be unique within an ANA node 
compartment. An important design decision is for the sd brick to remain as simple as possible 
(apart from the implemented protocol) in order the implementation of the particular protocol 
to be as free as possible from unnecessary details. 
The sd brick has to establish some communication with the existing communication interfaces 
of the particular ANA node or, more precisely, with the bricks that are responsible for these 
interfaces (e.g., the Ethernet brick, the IP brick). As already mentioned, this communication 
has to be as generic as possible and the sd brick should remain as simple as possible (in order 
to easy the development of the service discovery algorithm). Therefore, a new brick is needed 
as an interface between the sd brick and each brick that handles the communication interface. 
Therefore, a sdif brick is introduced for this particular purpose. The sdif bricks will be equal 
to the number of interfaces inside each ANA node. Therefore, they will publish a name 
“sdifxx”, were xx is an integer for 01 to 99 (we do not expect for an ANA node to have more 
than 100 interfaces; for the exceptional case that is has, this is easily changed; we keep the 
“sdifxx” notation for simplicity in the rest of this document). 
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Figure 2: A simple example of service discovery bricks (sd and sdif) for a simple topology. sdif01 of ANA 
Node A should be different than sdif01 of ANA Node C since they belong to the same network (Ethernet) 
compartment. 

Figure 2 presents a simple topology of three ANA nodes. For each Ethernet interface an 
Ethernet brick (e.g., eth0, eth1) is attached, and for each Ethernet brick a sdif brick is attached 
that is also attached to the sd brick. 
The name that is published by a sdif brick (e.g., sdif01) should be unique within the 
corresponding compartment. However, sdif “participates” (in the sense that its name should 
be published) in two compartments: the ANA node itself and the network compartment that 
consists of those sdif bricks attached over the same communication medium. For the example 
depicted in Figure 2, sdif01 of ANA node B and sdif02 of ANA node A belong to the same 
network compartment. Obviously, there is no problem regarding their names since they are 
unique within the corresponded compartments. However, this is not the case for the other 
network compartment consisting of sdif01 of ANA node A and sdif01 of ANA node C since, 
even though both names are unique within the corresponding ANA node compartments, this 
is not the case for the network compartment. Clearly, one of them should have a different 
name. A solution would have been to substitute sdif01 of ANA node C by “sdif02”, or sdif01 
of ANA node A by “sdif03”. 
The previous discussion reveals a certain naming issue. As mentioned before, naming of 
bricks is fundamental within the ANA Node platform since these names are used for 
publishing bricks within compartments and consequently, let other bricks use the 
functionalities provided by these bricks and vice versa. This problem is easily solved by a 
network administrator in small topologies but as topologies grow and the dynamicity of the 
network increases (recall the assumption of large-scale and dynamic network environments), 
this should take place automatically. A first solution would be to define a new “service 
discovery compartment” with a rule for unique names for (sdifxx) bricks. However, in the 
considered large-scale and dynamic network environments, this would require global 
knowledge of the network particulars and adaptation every time a single event occurs (e.g., 
movement of a node). Clearly, this is not a scalable approach. The following subsection 
presents a leader-election-based solution that is given for this “naming” problem. 
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3.1.2 Unique Names and Leader Election 
The problem in itself does not require global knowledge to be solved. Actually, picking up the 
correct (i.e., unique) names for the sdif bricks, involves at most those ANA nodes 
participating on a particular network compartment and their immediate neighbors. Assuming 
that not all nodes enter simultaneously a network, the problem is easily solved by first 
keeping information about the existing names and, afterwards, assigning a unique name and 
updating the information kept. A suitable way to implement such a scheme is by electing a 
leader to keep information about the names assigned to a particular network compartment and 
decide on new names to be assigned. 

3.1.2.1 Leader Election Criterion 
The employed criterion is important for a leader election in order to make sure that there will 
always be a leader after a leader election process. The election criterion here is choose as 
leader of a particular network compartment, the particular sdif(xx) brick (that is already part 
of the network compartment) for which the assigned number (i.e., xx) is the smallest among 
all other sdif bricks in this compartment. 

3.1.2.2 Leader Election Initiation 
Each sdifxx brick publishes “sdifxx” inside the network compartment. The corresponding 
leader publishes “leader” (not “sdifxx”) inside the network compartment (sdifxx is still 
published inside the ANA node compartment). Therefore, when a new sdif brick is about to 
enter a compartment it is trying to resolve the “leader” of the compartment. If it fails, 
obviously there is no other sdif brick inside the particular compartment (otherwise it would 
have been the leader) and therefore, the new sdif brick becomes the leader. Actually, there is a 
third case: there is no leader and a leader election process is going on. Therefore, it is should 
be ensured that the system does not allow for a resolve operation of the sdif bricks as long as 
long as a leader election is open. 
When there are more than one sdif bricks in the network, a leader election takes place if and 
only if a leader stops operating as a leader. The obvious reason for such an event is that a 
(leader) node has departed or crashed. If a node is departed, it is ensured that the 
corresponding leader sdif brick will inform all other sdif bricks in order to initiate a leader 
election process. If a node crashes, it is difficult to identify that a leader is missing and there is 
always a danger that a new node might enter the compartment and since no leader is there, 
become the leader itself. 
In order to overcome the case of crashes, we force all sdif bricks to send periodically small 
“hello” messages to their leader including basic information such as their name (e.g., sdif02). 
If a leader crashes, then this becomes known to the rest of the sdif bricks and a new leader is 
elected after checking the interface numbers. 
In the event that a new node has entered before a leader election process is initiated, and 
becomes leader itself (assuming no other nodes present in the network compartment), the new 
leader will also publish “leader” to the corresponding network compartment. As soon as it 
receives the “hello” messages, it updates its own (null for the moment) entries. Consequently, 
there is no problem with the elected leader for this particular case. 
It should be noted that there are numerous scenarios/cases that can be identified in order to 
test the correctness of a leader election scheme like the one presented here. For example, what 
will be the case if more than one new nodes enter the same network compartment after a 
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leader crash? It should be noted that most of these cases have been considered. However, 
going into more details and try to capture all possible cases (most of them trivial) is 
considered as out of the scope of the current attempt to emphasize on the particulars of service 
discovery in ANA. 

3.1.2.3 The Role of a Leader 
As already mentioned the main role of a leader is to assign unique names to sdif bricks. As 
soon as a new sdif brick enters the network compartment, it will try to communicate with the 
leader to get a name back. The leader receives the request and consults its own list of assigned 
names within the particular network compartment for which it plays the role of the leader. 
Surely, the new name (actually the number xx of the sdifxx brick) should be one of those not 
yet assigned. However, this is not enough. The leader also needs to make sure that it will not 
assign a name that is already assigned within the ANA node of the particular new sdif brick. 
Since the leader cannot be aware of the assigned names of the sdif bricks in network 
compartments others than its own, it should retrieve this information from an “entity” that can 
have access to this information and the leader can communicate with it. This entity is the sd 
brick. It resides at each ANA node and it communicates with each sdif brick that is assigned 
to each particular network interface. Therefore, a (convenient) solution is to keep a list of the 
names of the sdif bricks of each ANA node at the corresponding sd brick (this particular 
functionality is in general light and does not add to the complexity of the sd brick that is 
needed to remain as low as possible). Eventually, the leader retrieves the required information 
about the assigned names for all sdif bricks (both those corresponding to its own network 
compartment and those of the ANA node that the particular sdif brick belongs to) and a 
decision can be made. 
In most of the cases there will be many available choices regarding available names. A simple 
rule is followed: always choose the smallest available number. This simple rule allows for the 
reuse of names that had been assigned and afterwards were not used anymore (e.g., nodes 
departed). 
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Figure 3: Comopartments and sdif names for the example network of Figure 2. 
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Figure 3 presents an example of names for the network example presented in Figure 2. There 
are two network compartments, depicted with dotted lines. Note that within each 
compartment (either network or ANA node) the published names for the sdif bricks are 
unique. This figure depicts another design decision (although previously partially mentioned): 
the leader of a network compartment publishes the name “leader” within the network 
department and a different (conventional) name (e.g., “sdif01”) within the ANA node 
compartment. This saves assigned names since publishing the name “leader” frees the 
previous (if any) name of the particular sdif brick (e.g., sdif01). 
The leader performs some more trivial housekeeping operations like deleting a name 
corresponding to a sdif brick of a departed node etc.  

3.1.3 Service Advertisement and Searching 
The (basic) design principles – that were previously briefly presented – form the baseline of 
the service discovery functional block as it is presented next for the case of service 
advertisement and in the sequel for the case of service searching. Both processes are 
“complementary” in nature as it was also mentioned before; therefore, the basic design 
schemes are almost alike for both cases. 
Service advertisement needs to be initiated at some node at a particular time instance 
advertising the location of a particular node hosting a corresponding service facility. Note that 
the purpose here is to describe certain design decisions and not go through details of 
mechanisms/protocols/algorithms that have been proposed or will be proposed for service 
discovery. Actually, the design presented here provides for the means to implement a large 
variety of service advertising/searching algorithms like those proposed under the conceptual 
work and it is not its role to propose the particular one to be implemented (in the following 
subsection implementation details about a flooding-based approach are given). 
In order to facilitate the initiation of a service discovery phase, a sa brick is introduced, that 
sends a certain message to the sd brick of the current ANA node. The sd brick (based on the 
implemented functionality) process the particular request and decides on the next move (e.g., 
forward the message, update some internal table). This service advertisement initiation 
process is depicted schematically in Figure 4. 
 

ANA NodeANA Node

Ethernet card

eth0

Neighbor 
Nodes

Neighbor 
Nodes

sd

sdif01

sa

 
Figure 4: Service advertisement initiation. 

As soon as a service advertisement message coming from the network is received by a sdifxx 
brick, it is forwarded to the sd brick of the particular ANA node. As before, the sd brick 
forwards the message according to the implemented policy. For example, if flooding is 
implemented, it should make sure that it does not forward the same message that is received 
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twice due to cycles in the network topology. If k-flooding is implemented (i.e., messages are 
flooded k hops away from the ANA node that initiated the particular service advertisement 
phase), it will also make sure to update a special field of the advertisement message. 
Service searching also requires a node that initiates a service searching phase. The example 
depicted in Figure 4 can be reproduced replacing the service advertisement (sa) brick with the 
service searching (ss) brick. As soon as a service searching message is sent to the sd brick of 
the current ANA node, the sd brick follows the implemented functionality. For example, if 
this information is already stored after a previous service advertisement phase, a reply is 
immediately returned, otherwise the particular service advertisement message is forwarded to 
neighbor nodes depending on the implemented algorithm. When this service searching 
message is received from other ANA nodes, their corresponding sd brick checks whether the 
requested information is stored in order to reply back to the ANA node that initiated the 
particular advertisement process. If not, it forwards the message according to the implemented 
policy. 
A basic (design) difference between service advertisement and service searching is that the 
former stores/updates information that is kept at the sd bricks, while the latter retrieves the 
stored (if any) information. Another difference is that the ss brick needs to remain active in 
order to receive a reply, while a sa brick may exit as soon as it has triggered the service 
advertisement process. 

3.1.4 Further Design Details 
The design part of this document has presented information that is important regarding basic 
design decisions (like leader election that leaves the implementation of the service discovery 
mechanism/algorithm/protocol free from the burden of underlying – sdifxx – details). 
Certainly, not all details concerning the design could have been presented, even though they 
have been considered. 
For example: 

• When certain “write” operations take place during a service advertisement phase, it is 
made sure that no other “write” operation takes place simultaneously for the same 
entry.  

• Messages (both service advertisement and searching) have a special format that 
allows for the sd brick to retrieve whether they have been received from a sa or sd 
brick inside the particular ANA node or from the network and which particular 
(sdifxx) brick. Further details regarding other fields of the messages are left to the 
particular implementation (e.g., a field for keeping the number of hops for the case of 
k-flooding, or a – dynamic – field that keeps information about the ANA nodes that a 
service searching message has been gone through in order to be able to trace the route 
back). 

• The information stored after a service advertisement phase can be deleted (e.g., after 
some time) depending on the particular implemented functionality. 

3.2 Flooding-based Implementation 
This subsection includes some important implementation specific details that shed more light 
on the particulars of the service discovery implementation in ANA considering the design 
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presented in the previous subsection. The implemented protocol for advertisement/searching 
presented here is flooding. Some text from sd.h, sd.c and sdif.c has been included. 

3.2.1 Basic Definitions 
The basic definitions are included in file sd.h. The fields as presented next take values that are 
easily interpreted (e.g., "____sdifInit:") mostly for debugging purposes. Note that it is an 
easy task to change the particular field sizes and corresponded values since all are included 
inside the same header file. Brief descriptions of these definitions are also provided in the 
form of comments. 

#define MAXMSG  100 // Maximum length of messages sent 

 

// Message Fields 

#define FIELD1  13  // First control field of message 

#define FIELD2  7   // Second control field of message 

#define FIELD3  80  // Third control field of message 

 

#define SDIF_LENGTH 6   // Length of a sdif name (eg. sdif01) 

 

// Various sdif names (their length should be equal to SDIF_LENGTH) 

#define SDIF_CANDIDATE "sfCand" 

#define SDIF_LEADER "sfLead" 

#define SDIF_NAME_END "sf_End" 

 

// Time to Wait until ping to the leader expires 

#define LD_PING_TIMER 5000 

 

 

// Initialization of the sdif with the local sd 

// It is also sent back from the sd as reply 

#define M_FIELD1_SDIF_INIT "____sdifInit:"   

 

// Registration of sdif to the sd 

#define M_FIELD1_SDIF_REG "sdifRegister:" 

 

// Unregister sdif when a brick exits 

#define M_FIELD1_SDIF_UNRE "sdifUnregist:" 

 

// Initialization of a sdif with the leader sdif 

#define M_FIELD1_LD_INIT "_leader_init:" 

 

// Reply of the previous initialization 

#define M_FIELD1_LD_REP  "ld_init_repl:" 

 

// Registration with the leader sdif 

#define M_FIELD1_LD_REG  "_ld_reg_name:" 

 

// Unregister of a sdif from a leader sdif in case of a brick exit 
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#define M_FIELD1_LD_UNREG "ld_ureg_name:" 

 

// Update of the already assigned names  

#define M_FIELD1_LD_UPDATE "___ld_update:" 

 

// Message to initiate leader election sent by the "exiting leader" 

#define M_FIELD1_LD_ELECTION "n_ld_elction:" 

 

// Message from the newly elected leader to all the others 

#define M_FIELD1_LD_ELECTED "n_ld_elected:" 

 

// Confirmation (ping) that the new leader is the right leader 

#define M_FIELD1_LD_PING "_leader_ping:" 

 

// Confirmation reply (pong)  

#define M_FIELD1_LD_PONG "_leader_pong:" 

 

3.2.2 Implementation of Leader Election 
Leader election is the one of the most important operations of the sdif brick and it is the basic 
reason that the sd brick remains simple and suitable for implementing service discovery or 
other distributed communication protocols. 
This is not the place to present code that corresponds to leader election. However, there are 
two basic structures presented next (inside sdif.c). The first one (ldForbNames) is a list of all 
names (e.g., sdif02) that have been assigned within the particular network department of the 
sdif brick. This list is meaningful when the sdif brick is the leader of the network department. 
 

// List of names already assigned in network compartment 

struct ldForbNames{ 

 char *Name; 

 anaLabel_t peerIDP; 

 struct ldForbNames * next; 

}; 

struct ldForbNames *ldHead=NULL; 

 

// List of names already assigned by the ANA node 

struct sdForbNames{ 

 char *Name; 

 struct sdForbNames * next; 

}; 

struct sdForbNames *sdHead=NULL; 

 
As already mentioned, when a leader needs to assign a new name to a new sdif brick of its 
own network compartment, it has to consult also the list of names assigned by the ANA node 
of the particular (new) sdif brick. This information is received and maintained in list 
sdForbNames. 
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3.2.3 Implemented Functionality 
Any implemented functionality (e.g., flooding, k-flooding) needs to be aware about the ANA 
node network interfaces and certainly, about the interface from which a message has been 
delivered. The following structure (sdifUser) maintains the network interfaces for each sd 
brick. 
 

// List of sdif names for sdif 

 

struct sdifUser{ 

 char *sdifName; 

 anaLabel_t sdifIDP; 

 struct sdifUser * next; 

}; 

 

struct sdifUser *sdifHead=NULL; 

 
Function saForwardingPolicy(char *data) shown next implements flooding as a simple 
example of a forwarding policy (char *data is the received message). The first step is to 
identify the particular interface from which the message has arrived (i.e., recvSdifIF) that is 
actually part of the message. Then, the particular message is send (i.e., anaL0_send()) to all 
existing network interfaces (apart from recvSdifIF). 
 

// This function implements (simple) flooding as a forwarding policy 

void saForwardingPolicy(char *data) { 

   

 char recvSdifIF[SDIF_LENGTH+1]; 

 struct sdifUser *tmp=sdifHead; 

 

 //Check the sdifxx that this messages is received from 

 

 memcpy(recvSdifIF,data+FIELD1,SDIF_LENGTH); 

 memcpy(recvSdifIF+SDIF_LENGTH,"\0",1); 

 anaPrint(ANA_DEBUG, "saForwardingPolicy: I received (%s) from 
%s\n",data,recvSdifIF); 

   

 UpDateSA(data); //Store service advertisement data 

 

 /* Since it is flooding the message will be forwarded to all neighbor 
nodes, except the particular one (recvSdifIF) that it was received 
from 

 */ 

 while (tmp != NULL) { 

  if (memcmp(tmp->sdifName,recvSdifIF,SDIF_LENGTH)!=0) { 

   anaPrint(ANA_DEBUG, "saForwardingPolicy: I will send %s 
to %s\n",data,tmp->sdifName); 

   anaL0_send(tmp->sdifIDP, data, strlen(data)+1);  

                                                       // Message sent 
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  }  

  tmp = tmp->next;  // Continue with next available interface 

 } 

} 

 

This brief presentation of function saForwardingPolicy() is an example of how other – 
more elaborate protocols – could be implemented. Since most distributed protocols receive 
messages, send messages, store and/or update information, a large variety of distributed 
protocols (not only service discovery specific) could be implemented. The main advantage is 
that the sd brick is a simple brick (e.g., the leader election functionality and handling the 
network compartment is part of the sdif brick) and this allows for the individual developer to 
proceed being free from unnecessary details. 

3.2.4 Further Implementation Details 
Apart from designing and the consequent implementation, there are a number of 
implementation specific details that should be taken into consideration. Some of these are the 
following: 

• When a brick exits, no traces should be left in the system. Leaving “traces” in the 
system (e.g., a name that is published is not unpublished) may require the entire 
system (e.g., MINMEX) to rerun which is not an acceptable behavior. 

o It should be mentioned that for the presented service discovery functional 
block implementation, when a brick exits (and therefore, brick_exit() is 
executed), the system remains “stable” (i.e., no need to shutdown everything 
and start again). Special care has been taken for those cases that bricks crash. 

• Efficient memory handling. This is in close connection with the particular algorithm. 
However, many times an entry may remain for unnecessarily long time in a node 
before deleted and this should be avoided. 

3.3 Visualization and Debugging 
The experience during the implementation phase has shown that debugging is not an easy task 
in the ANA environment, mostly due to the distributed nature of the implementations (e.g., 
several log files should be traced by hand during the debugging process). This is a view 
shared by several ANA partners. Testing is sometimes even more difficult since it is not 
known what (hidden) error is about to occur. As the network topology increases in size, things 
become more complicated. 
In order to overcome (as much as possible) this problem and make easier the implementation 
process by improving the debugging process, the NKUA team worked in parallel on the 
visualization of  (a) the topology; (b) the status of the ANA Nodes; and (c) the messages 
exchanged. For this reason the Network Animator (NAM, http://www.isi.edu/nsnam/nam/) 
was considered as a visualization tool. NAM, which is open source software, reads from a file 
in which network topology information is included according to certain rules. These rules 
have been considered inside the implementation of the service discovery functional block and 
the output files, readable by NAM provide for an easy debug (at least for some reasonable 
network sizes). 
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Figure 5 presents a snapshot of NAM’s output for a small network during service 
advertisement. Topology information is presented (e.g., the weight W of links or the load L of 
the nodes) as well as messages exchanged (blue packets) and node status (green, red squares, 
circles and hexagons). The particular meaning of this snapshot (e.g., node 0 in hexagon is the 
particular node that initiated the service discovery process, nodes in red squares are those for 
which service advertisement messages are still forwarded) is not important. The importance is 
on the visualization that it provides for debugging purposes. Note that NAM also allows the 
projection of simulation messages that is another advantage during debugging. 
 

 
Figure 5: A snapshot of a NAM output. 

This visualization tool can be used also for demonstration purposes. The NKUA team is 
currently working on it in order to provide for a useful how-to about using this debugging tool 
for use by the other partners in the ANA project and eventually, for those programming in the 
ANA environment (not exclusively for those using the basic design described in these pages). 

3.4 Conclusions 
In the first part of this section the design of service discovery in ANA was presented 
assuming large-scale, unstructured and dynamic network environments. The basis of the 
presented design is a leader election process that allows for the main service discovery brick 
(i.e., the sd brick) to remain as simple as possible for the implementation of a particular 
service discovery algorithm. Less important details are hidden allowing for the efficient and 
fast implementation of new service discovery protocols. It should be noted that this particular 
design may be used for other distributed algorithms as well (e.g., routing) and not exclusively 
to service discovery specific implementations.  
The second part of this section described the implementation of the previously presented 
design considering a flooding-based service discovery scheme. Despite the inefficiencies of 
the considered algorithm, it serves well as a first example and proof-of-concept regarding the 
design. In the future (next period) more elaborate algorithms will be considered (some of 
them described in the sequel of this deliverable in the conceptual work reported in Section  4). 
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Work on a visualization tool based on NAM was presented in the third part of this section. 
This work was started for debugging purposes in the multi-log-file environment that is much 
improved if actions of the protocols (e.g., packet/message transmissions, node status) are 
visualized. This work will further continue to present a means for the visualization of the 
behavior of implemented service discovery schemes. 
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4 CONCEPTUAL WORK AND EVALUATION OF 
SERVICE DISCOVERY PHASES 

This section may be seen as a natural continuation from previous deliverables (D2.1 and 
D2.8) that were presenting conceptual work and evaluation results regarding the service 
discovery phases. As already mentioned, work on service discovery algorithm design and 
evaluation continued in Year 3 of the ANA project. 

4.1 Service Placement 
For the service placement case, the work reported in D2.1 and D2.8 and published in  [1],  [2], 
 [4], was further extended and submitted for publication ( [3],  [5]). In particular, for the case of 
service migration, further analytical results were derived and simulations results were 
obtained that confirm the analytical ones and at the same time shed more light on the behavior 
of the migration policies, not covered by the analysis. Regarding distributed service 
placement, further experimental results were obtained and are also presented here. 

4.1.1 Service Migration 
Service migration is based on the idea of moving a service facility in a hop-by-hop manner 
based on information that is locally available in the particular network node that currently 
hosts a certain service facility. Therefore, any facility movement requires almost negligible 
overhead (in terms of messages exchanged in the network), which is a scalable approach in 
the considered large-scale and dynamic network environment. The aim behind any facility 
movement under service migration is overall (communication) cost reduction. The basic idea 
is to identify a new neighbor node to move the facility to, so that the overall cost will be 
reduced. 
Based on the aforementioned service migration philosophy, a service migration policy, to be 
referred to hereafter as Service Migration S, was initially proposed in  [1], that allows for cost 
reduction for a single facility, when moving under a certain criterion (a condition that is based 
on strictly local information). As it was analytically shown, when a facility decides to move, 
the cost is always reduced and in certain cases, the facility may move to the optimal position 
(i.e., where cost is minimized). It is guaranteed that the facility will eventually arrive at the 
optimal position (assuming a static environment otherwise the location of the optimal position 
may change), if there exists a unique shortest path tree in the network (e.g., as it is the case in 
tree topologies). 
Service Migration S, as it was shown in  [2], was not able to move a service facility for some 
cases that cost reduction would be achieved due to its incapability to account for the effects of 
alternative shortest paths after a certain facility movement. To solve this problem, non-local 
information would be needed, which is not a suitable approach in the aforementioned network 
environment (large-scale and dynamic). Eventually, Migration Policy E is introduced,  [2], 
capable of overcoming the particular limitation in topologies with equal link weights (which 
is actually a worst case scenario with respect to the aforementioned effect of alternative 
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shortest paths). This particular policy, moves a single facility until the end of a monotonically 
cost decreasing shortest path at the expense of some overhead (when compared to Migration 
Policy S) due to tentative facility movements to neighbor nodes. 
In order to reduce this particular overhead (that is, the number of such tentative movements), 
Migration Policy H is proposed that combines both policies: it employs Migration Policy S 
and as soon as a service facility is not able to move any further, Migration Policy E is 
employed. Eventually, Migration Policy H efficiently exploits the smaller overhead under 
Migration Policy S (than that under Migration Policy E) for achieving smaller overall cost 
(than that under Migration Policy S). 
The part of analytical work that was carried out, has shown that under Migration Policy S, 
overall cost reduction can be achieved even for the case of more than one service facility in 
the network, irrespectively of the particulars of the network topology (e.g., there is no need to 
be a tree topology to achieve overall cost reduction after a facility movements). Furthermore, 
it was shown that both Migration Policy S and Migration Policy H decide on the same facility 
movements in topologies with a unique shortest path tree,  [3]. 
A simulation environment in programming language C has been developed for creating 
network topologies (specifically, trees and grids) and implementing the migration policies. 
The results presented are not averaged values but results of individual simulation experiments. 
Averaging would have given a macroscopic view (which is covered by the analysis) but it 
would have failed to give microscopic details about the idiosyncrasies of the migration 
policies. All figures present results with respect to the approximation ratio at (y-axis) (i.e., the 
current overall cost divided by the optimal cost), as a function of time t (x-axis); when at=1, 
the facility(ies) is(are) located in the optimal position(s). Time t corresponds to facility 
movements and starts at time t=1 for each case. 
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Figure 6: Tree topology of 100 nodes and equal link weights. 

Figure 6 presents simulation results considering a tree topology of 100 nodes and equal link 
weights. Figure 6.a presents results under Migration Policy S. All three curves are 
monotonically decreasing which is also in accordance with the analytical results (facilities are 
moving to neighbor nodes of smaller overall cost). When the cost cannot be further reduced, 
the facility stops moving. For the case of one facility, the approximation ratio becomes 1 at 
time 6 (i.e., after 6 movements of the facility). For the case of two facilities, facility 
movements stop at time 6; at this last movement a6 >1, implying that they did not arrive at the 
optimal positions (the analysis did not provide any guarantee for that). For the case of three 
facilities, facility movements stop at time 9 where a9=1, implying that the facilities arrived 
(and remained) at their optimal positions. Note that according to the analysis, under Migration 
Policy S, if facilities do move, overall cost reduction is always achieved while they may or 
may not finally arrive to the optimal positions. 
Figure 6.b presents results under Migration Policy E. For the case of one facility a20=1, which 
is expected since in tree topologies the end of a monotonically cost decreasing path is the 
optimal position for a single facility. Note that a16=1, which means that as soon as time 16 the 
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facility has moved to the optimal position. However, it takes 4 more time units (i.e., time 
t=20) for the facility to stop moving due to tentative movements under Migration Policy E. 
This effect of the overhead due to the tentative facility movements is more obvious when 
compared to Migration Policy S (Figure 6.a), (facility movements stops at time 20 instead of 
6). For two or three facilities it is interesting to note that under Migration Policy E the overall 
cost does not necessarily decrease (e.g., around time 18 the approximation ratio increases and 
decreases for both cases). 
Figure 6.c presents results under Migration Policy H for a single facility (which case is better 
suited – as shown before – for Migration Policy E and consequently, Migration Policy H). 
Note that a6=1 is achieved as a result of Migration Policy S (see the resemblance of the curve 
depicted in Figure 6.a for one facility). However, it takes some additional time before the 
facility stops at the optimal position (which in this run occurred at t=14) due to the tentative 
movements to the neighbor nodes under Migration Policy E that is resumed after the facility 
stopped moving under Migration Policy S. 
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Figure 7: Tree topology of 100 nodes and different link weights. 

Figure 7 presents simulation results considering a tree topology of 100 nodes and different 
link weights. As before, under Migration Policy S the cost decreases monotonically and for 
the case of one facility, a6=1, as depicted in Figure 7.a. Under Migration Policy E, the same 
behavior as before is shown (Figure 7.b). Note that under Migration Policy E and one facility, 
a20=1, which is expected because the topology is a tree. Migration Policy E has the same 
behavior as Migration Policy S apart from the overhead of the tentative movements), despite 
the fact that the link weights are not equal. Finally, under Migration Policy H (Figure 7.c), the 
optimal position is reached for a single facility sooner than under Migration Policy E (20>14) 
and later than under Migration Policy S (6<14). Eventually, the results depicted in Figure 6 
and Figure 7 demonstrate the fact that in tree topologies Migration Policy S is the most 
suitable choice. 
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Figure 8: Grid topology of 100 nodes (4 x 25) and equal link weights. 

Figure 8 presents simulation results considering a grid topology of 100 nodes (4 x 25) and 
equal link weights. Grid topologies have been chosen here to demonstrate the inefficiencies of 
Migrations Policy S and the potential efficiencies of Migration Policies E and H when are 



 

FP6-IST-27489 ANA Project - Deliverable D2.13 Page 25 

utilized during facility movements. As before, under Migration Policy S (Figure 8.a), all 
facilities move along a monotonically cost decreasing path. However, they fail to arrive at the 
optimal positions (at >1 for all cases). Note that it is possible to arrive at the optimal positions 
but this is not guaranteed. On the other hand, under Migration Policy E a single facility 
arrives at the end of the monotonically cost decreasing path, which for the particular case 
depicted in Figure 8.b corresponds to the optimal position (a30=1). It is interesting to see that 
under Migration Policy H (Figure 8.c) the facility moves to the optimal position in less time 
(a20=1) than under Migration Policy E. This considerable savings in time (or number of 
movements) is due to the initial employment of Migration Policy S that requires no tentative 
facility movements. Therefore, under Migration Policy H both time and facility movements 
are saved when compared to Migration Policy E. 
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Figure 9: Grid topology of 100 nodes (4 x 25) and different link weights. 

Figure 9 presents simulation results considering a grid topology of 100 nodes (4 x 25) and 
different link weights. As before, under Migration Policy S (Figure 9.a), all facilities move 
along a monotonically cost decreasing path. However, this is clearly not the case under 
Migration Policy E. As shown in Figure 9.b, even for the case of a single facility, the cost 
does not always decrease. This behavior affects also the facility movements under the hybrid 
Migration Policy H. As depicted in Figure 9.c, the cost monotonically decreases as long as 
Migration Policy S is used (i.e., until t=9, when the facility switches to Migration Policy E). 
Under Migration Policy E it is obvious that cost reduction is not guaranteed, for the particular 
case. 
In the sequel, Figure 10and Figure 11 present simulation results for network topologies of 
1000 nodes and single facility. Obviously, the proposed migration policies are capable of 
moving the service facilities to nodes of smaller cost and sometimes to the optimal position.
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Figure 10: Grid and Tree topologies of equal link weights of 1000 nodes. 
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Figure 11: Grid and Tree topologies of different link weights of 1000 nodes. 

In conclusion, in any (connected) topology and for any number of facilities moving under 
Migration Policy S, cost reduction is achieved. Sometimes, the facility(ies) may or may not 
stop at the optimal position(s). For the special case of unique shortest path tree topologies and 
a single facility, it is guaranteed that the facility will eventually stop at the optimal position. 
For the special case of topologies with equal link weights yielding multiple shortest path trees 
and a single facility, the (hybrid) Migration Policy H is shown to be capable of improving on 
the performance of Migration Policy S, by invoking Migration Policy E when the former 
cannot yield any further improvement; in addition, Migration Policy H is faster than 
Migration Policy E. Migration Policy E is effective only when used as a component of 
Migration Policy H, due to the increased overhead introduced by the tentative facility 
movements for every facility movement. 

4.1.2 Distributed Placement 
The idea of distributed facility placement was initially presented in D2.1 and published in  [4]. 
This work was extended providing for more analytical and experimental results; the complete 
work is submitted for publication,  [5]. The basic idea behind distributed facility placement 
(i.e., dUFL) is the solution of the centralized (NP-hard requiring global information) facility 
location problem (i.e., UFL) in small areas of radius r hops away from each service facility (r-
balls). It has been shown that even for small values of r, service facilities are capable of 
moving towards more effective positions (with respect to minimizing the overall cost). 
The distributed facility location work in  [4] (carried out earlier) considered an environment 
with stationary service demands. As the stationary service demand assumption is not always a 
valid one, especially for relatively large timescales (hours or days), this assumption was 
relaxed in Y-3 and the effectiveness of the developed distributed facility location approached 
was assessed under non-stationary service demands.  A measurement study for obtaining the 
non-stationary demand corresponding to a multi-player on-line game is presented next and it 
is subsequently used for a comparative evaluation of the distributed (dUFL) and centralized 
(UFL) approaches. Note that UFL requires global demand and topology information and its 
solution is (in the general case) an NP-hard problem. 
In order to measure the demand of a popular multi-player game, the Mininova web-site 
(http://www.mininova.org) was used to track all requests for joining a torrent corresponding 
to a popular on-line multiplayer game. By tracking the downloads of the game client – which 
is possible to do due to the use of BitTorrent – it is possible to obtain a rough idea about the 
demographics of the load put on the game servers (no direct access is possible). This 
workload is used afterwards to quantify the benefits of instantiating game servers dynamically 
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according to dUFL. In Figure 12 the number of concurrent downloads is plotted at each 
measurement point.  

 

 
Figure 12: The number of concurrent downloads in the torrent of an on-line multi-player game at each 
measurement point. 

Next, a distributed service facility placement (dUFL) scheme is considered with radius r = 1 
(dUFL(r=1)).  The demand at each particular point in time is set equal to the value that was 
obtained from measuring the downloads going to the torrent of the game client. For this 
demand environment, the cost of UFL, dUFL(r=1), static-min, and static-max were derived 
and compared. Static-min is a simple heuristic that maintains the same placement across time. 
The number of maintained facilities is equal to the minimum number of facilities that UFL 
opened in the duration of the experiment. This is used as a baseline for the performance of an 
under-provisioned static placement of servers according to minimum load. Static-max 
captures the cost of an over-provisioned placement according to peek load. Obviously, static-
max suffers from a high purchase cost of buying a maximum number of servers (in this case 
100), whereas static-min suffers from high communication cost to reach the few bought 
servers (in this case 70). The average cost in the duration of the experiment (42 hours) for 
each one of the aforementioned policies is reported. For each policy the experiment is 
repeated 100 times to remove the effect of the initial random opening of facilities. In Figure 
13 the resulting average costs are plotted along with 95th percentile confidence intervals. One 
can see that dUFL(r=1) achieves 4 to 7 times lower cost compared to static-min and static-
max. Looking at the close-up, it can also be seen that dUFL(r=1) is actually pretty close, 
within 10-20%, to the performance of the centralized UFL computed at each point in time. 
Taken together, these results indicate that dUFL(r=1) is effective and yields a high 
performance also under non-stationary demand.  
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Figure 13: Average cost of static-min, static-max, dUFL(1) and UFL in the torrent of a popular on-line 
multi-player game at each measurement point. 

In addition, the number of server migrations required by dUFL(r=1) to track the offered non-
stationary demand are considered. In Figure 14 the percentage of servers that are migrated is 
plotted – henceforth referred to as migration ratio – along with 95th percentile confidence 
intervals based on 100 runs. Evidently, migrations are rather rare, typically 0%-3%, after the 
servers stabilize from their initial random positions, to the position identified by  dUFL(r=1) 
at each point in time. These results suggest that dUFL(r=1) is relatively robust to demand 
changes and can typically address them without massive numbers of migrations that are costly 
in terms of bandwidth, etc. Of course, the number of migrations can be reduced further by 
trading performance with laziness in triggering a migration. 
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Figure 14: Migration ratio of dUFL(r=1) in the torrent of a popular on-line multi-player game at each 
measurement point. 

4.2 Service Advertisement and Searching 
As mentioned before, advertisement and searching (the other two phases of service discovery) 
can be seen as structurally similar and complementary phases. The structural similarity stems 
from the fact that they are both based on an information dissemination algorithm that 
determines the movement of an agent or a packet within the network, carrying service 
advertisement information (in case of service advertisement) or service request information 
(in case of service searching for). The complementary nature of the two phases is evident as 
the more resources spent on one, the less the resources required to carry out effectively the 
other. For instance, consider two nodes A and B located D hops apart. If a service 
advertisement process takes the advertisement information K hops away from the initiating 
node A and, thus, D-K=L hops away from node B, then node B can discover the service by 
launching a search for it of depth L. The larger the K (intensity of the advertisement process), 
the smaller the L=D-K (intensity of the searching process to be successful). 
The related algorithmic work carried out for this particular period focuses mainly on using the 
Random Walk (RW) paradigm to disseminate effectively information in unstructured, large-
scale environments. The RW agent may be carrying service advertisement information or a 
service request, making the RW-based algorithms applicable to both the service advertisement 
and searching for mechanisms. The agent carrying the information or searching for and 
collecting it, could: follow a purely random trajectory; replicate itself creating multiple 
agents;  depart temporarily from the pure random walk course and yield biased or hybrid 
RWs; or depart entirely from the RW paradigm and utilize local information to bias its course 
accordingly so as to optimize certain performance indices. The work carried out in Y-3 
explores such directions. 
In Section  4.2.2 it is explored how the consideration of multiple RWs can enhance certain 
important performance characteristics (such as coverage speed or level) of the single RW or 
(controlled) flooding, which are the dominant approaches to information dissemination. In 
Section  4.2.3 it is explored how a hybrid RW which implements “jumps” can enhance the 
information dissemination characteristics of a “pure” RW, by reaching out to and covering the 
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network in a more uniform manner, which is a highly desirable characteristic as will be 
discussed below. Finally in Section  4.2.4 a specific information dissemination or collection 
environment is considered and an algorithm that yields the optimal movement of the 
information carrying or collecting agent is developed; one direct application of this work is in 
the design of optimal (energy minimizing) movement of a sink-node collecting information 
from or disseminating information to energy-limited sensor nodes. 
In the next section the notion of L-coverage, stretching or uniformity of coverage of the 
network is briefly introduced, to be utilized in sub-sequent sections. 

4.2.1 On Network L-Coverage and Stretching 
Assume a (connected) network topology and consider an advertising process that is initiated 
from the service node (s). The (advertising) information is disseminated through an agent that 
moves from node to node, or, equivalently, through the forwarding of the (information) 
message over the network edges, informing the nodes attached to them. The edges involved in 
the spreading of the advertising information are the part of network topology and therefore, it 
will be referred to as the advertising network. The advertising network is a connected network 
by construction. 
Depending on the employed advertising scheme, different advertising networks may be 
created. The efficiency of an advertising scheme can be measured by the number of informed 
nodes; the higher this number, the more efficient the advertising scheme. Apart from this 
metric, the efficiency of an advertising scheme can be measured in terms of its capability of 
stretching the advertising information in broader areas of the network and, therefore, bringing 
it as close as possible to as many nodes as possible. In order to define and evaluate the 
stretchiness, the notion of L-coverage is used. 
Let the L-property of a network node u be defined as the existence of at least one informed 
node v (i.e., node v belongs to the advertising network) at a distance of at most L hops away 
from node u. Let the L-coverage (or coverage) of an advertising scheme, denoted as C(L), be 
defined as the proportion (%) of the network nodes for which the L-property is satisfied. A 
high value of C(L)% for an advertising network would suggest good stretching capabilities of 
the advertising scheme that created it. For example, consider two different advertising 
networks Ga and Gb. If the L-coverage of Ga is better than that of Gb (i.e., Ca(L) > Cb(L)), then 
the advertising network Ga is said to be more stretched than the advertising network Gb, since 
the advertising network Ga is such that its L-hop neighborhood is larger, implying that its 
nodes are closer to more network nodes under the L-property notion. 
Notice that if the L1-property is satisfied for a node then, the L2-property (for any L2 > L1) is 
also satisfied for this node. If the 0-property is satisfied for a node, then this node is an 
informed one and part of the advertising network (i.e., node u belongs to the advertising 
network). If the L-property is satisfied for all network nodes, then C(L) = 100%. Obviously, if 
C(0) = 100%, then the advertising network includes all network nodes. A higher L-coverage 
implies that more of the uninformed nodes can obtain the information through an L-hop 
flooding, while a lower L-coverage implies that more of the uninformed nodes will have to 
launch a larger than L-hop, thus more expensive, flooding in order to obtain the information. 
Therefore, an advertising scheme that induces higher L-coverage is considered to be more 
effective. 
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4.2.2 Randomly Replicated Random Walkers (RRRWs) 
Details on this work may be found in  [9] and  [10]. At the beginning of the advertising (or 
information dissemination) process a single random walker/entity (e0) is created at the service 
node(s). This entity will start moving in the network, disseminating the service location 
information to all the visited nodes, creating an advertising network. The random walker will 
move to one node in each time slot and this movement will correspond to one message (one 
unit of message overhead or of its available advertising budget). 
Assume that entity e has reached node u. The choice of the next hop node to be visited will be 
made randomly over the set of the neighbor nodes of node u, excluding the node that was 
visited by entity e at the very previous time slot. In other words, a movement restriction rule 
is applied, according to which the entity keeps a one hop memory of the nodes in its path in 
order to prevent itself from revisiting the very previously visited node, increasing potentially 
the probability of reaching out to and informing nodes in new network areas (stretching). 
Clearly, this movement restriction rule does not prevent a revisit to the previously visited 
node in the future or by another entity. An exception to the aforementioned movement 
restriction rule is applied when the node where the entity resides has only one neighbor to 
avoid a deadlock and a premature termination of the random walk. 
The initial entity e0 is assigned an advertising budget of H hops to spend (corresponding to H 
messages and H time slots for this single entity). This budget will be reduced by one hop for 
every move of an entity. When, according to the replication policy presented later, an entity 
(ex) must split and create only one replica of itself (ey), then the remaining advertising budget 
of the entity at the time of replication will be equally shared (or almost equally since it is an 
integer) among the "mother" (hex) and the "child" entity (hey). 
The number of entities that will be born during the advertising process depends on the applied 
replication policy. When the number of entities is large then, because of the sharing of the 
advertising budget at each replication, the available budget for each replica would be small. 
As a result, the random walkers might get "stuck" in small localities – depending on the 
networking topology – and lead to small network coverage. On the other hand, a smaller 
number of entities can lead to better stretching capabilities because the entities could use more 
efficiently their – potentially – larger available advertising budget. In addition, the completion 
time would be decreased with an increase in the number of entities, due to the aforementioned 
sharing of the advertising budget at each split. Clearly, the replication process should be 
designed carefully, in order to be possible to shape the performance characteristics according 
to the desired objectives. 
A reasonable approach to follow is to apply a replication policy that will allow for frequent 
replications at the beginning of the advertising mechanism and to significantly reduce the 
number of replications in the latter stages, where the entities will not have enough "steam" to 
explore new networking areas. The replication policy presented in the sequel employs the 
aforementioned approach. 
The proposed replication policy, aims at generating more frequent replications at the 
beginning of the advertising process and less frequent afterwards. More specifically, the 
replication policy will allow an agent e to replicate itself according to an exponentially 
decreasing replication probability, 

( ) ek

pkp e
2= , 

where p is a constant probability that is equal to the probability that the first replication takes 
place and ke is the number of replications that have taken place in the past for entity e and all 



 

FP6-IST-27489 ANA Project - Deliverable D2.13 Page 32 

its parent entities. For the initial entity e0, ke0 = 0. Each time a replication takes place only one 
new entity (i.e., "child") will be created. 
It can be easily seen, that according to the previous equation an increase in the number of 
replications would result in a sharp decrease in the value of the replication probability p(ke). 
This particular policy is easily applied, since the only requirement is to maintain information 
regarding ke along with entity e and to make it available to its child entities (if any). 
When p = 0 (RRRW(p = 0)), then no splitting will take place and the approach will resemble 
to an enhanced RW with one hop memory, since only the initial entity will carry out the 
advertising (completion time of H time slots). On the other hand, when p is close to 1, then 
the number of replicas that are born is large, resulting in a significant decrease in the 
completion time, closely resembling the operation of flooding. The difference between 
RRRWs with p = 1 and flooding resides in the fact that the number of entities born when a 
replication takes place is only one and that the number of replications is exponentially 
decreased over time. 
A main interest in this work is in exploring whether the class of RRRWs (whose members are 
defined for different first replication probabilities) can "fill" the performance space that lies 
between the performance induced by flooding and the SRW (i.e., RRRW(p = 0) here). 
A simulation program written in C programming language is used for simulating various 
random graph topologies that are presented later. Each topology consists of 10.000 nodes, 
some of which are randomly selected to play the role of the service node. For each run of an 
advertising scheme only one service node is present and this node initiates the advertising 
process. The final results, to be presented, are the averages values of the results taken by 
running each advertising scheme twice for each service node. 
In the following experiments, the main interest is in exploring the coverage achieved by each 
examined advertising scheme under the different networking topologies, for a certain 
advertising budget H, along with the associated completion time for the same value of H. The 
L-coverage of the network is also examined for different values of L (e.g., L = 0,1,2).  
Several random graph topologies have been considered in  [10]: Random Geometric, Clustered 
topologies and Erdos-Renyi (binomial) Graphs. However, here only results corresponding to 
Random Geometric Graphs are presented since in addition to being viewed as realistic 
network models, the Random Geometric Graphs capture better the sense of the geographical 
coverage of the network, facilitating the understanding and examination of the notion of 
stretching. 
Random Geometric Graphs are constructed by dropping n nodes randomly uniformly over a 
square area (i.e., 1m2 x 1m2 in our case) and adding edges to connect any two nodes whose 
distance is at most r. The higher the value of r, the larger the number of links and the more 
connected the resulting network will be, also exhibiting a larger average degree. In the 
presented results, the value of r is 0.023 leading to a networking environment of 81.313 links 
and an average degree of 16. 
In Random Geometric Graphs, the network coverage is generally slightly decreased with the 
first replication probability p (especially for large values of the advertising budget), while the 
completion time is decreased with p, as expected. RRRWs outperform flooding with respect 
to network coverage for all the examined values of p. This is the case even for p = 1 – in 
which case the completion time of the RRRWs approach is the smallest – for small 
advertising budgets. Furthermore, RRRWs outperform RRRW(p = 0) with respect to network 
coverage for certain advertising budgets and small values of the first replication probability (p 
= 0.05,0.1), decreasing the completion time as well (e.g., H = 2000, 9000). 
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Table I, Table II and Table III show the results for coverage and Table IVIII the results for 
completion time, for the Random Geometric Graphs. From these results it can be seen that 
RRRWs outperform flooding with respect to L-coverage for all the examined values of L; the 
performance difference increases with H (except when p = 1, where RRRWs outperforms 
flooding only for H < 2000). The price paid for the latter increase is an increase in the induced 
completion time. (Note that completion time does not depend on the particular value of L). 
 
Table I: Coverage for L=0. 

 C(0) (%) 
H 200 500 2000 3000 5000 9000 
Flooding 0.5 0.86 2.25 3.31 5.04 8.56 
RRRW(p=0) 1.38 3.11 9.62 14.87 22.33 32.33 
RRRW(p=0.05) 1.39 3.07 10.25 14.17 21.88 33.85 
RRRW(p=0.1) 1.28 2.86 9.73 14.04 20.23 33.23 
RRRW(p=0.3) 1.29 2.89 9 13 18.52 30.99 
RRRW(p=0.5) 1.25 2.58 8.32 11.54 17.58 28.01 
RRRW(p=0.8) 1.03 2.24 6.6 9.06 13.07 21.47 
RRRW(p=1) 0.85 1.24 2.09 2.47 3.07 3.36 
 
 
Table II: Coverage for L=1. 

 C(1) (%) 
H 200 500 2000 3000 5000 9000 
Flooding 1.09 1.55 3.22 4.46 6.36 10.24 
RRRW(p=0) 3.88 7.4 17.66 28 39 49.97 
RRRW(p=0.05) 3.62 7.33 20.29 26.28 38.12 52.83 
RRRW(p=0.1) 3.46 6.61 18.56 25.58 34.71 53.3 
RRRW(p=0.3) 3.54 6.67 16.62 23.3 30.71 48.17 
RRRW(p=0.5) 3.3 5.43 15.29 19.74 28.28 42.67 
RRRW(p=0.8) 2.59 4.66 11.88 15.17 21.23 31.66 
RRRW(p=1) 1.91 2.44 3.54 3.92 4.71 5.1 
 
 
Table III: Coverage for L=2. 

 C(2) (%) 
H 200 500 2000 3000 5000 9000 
Flooding 1.77 2.35 4.42 5.73 7.78 12.03 
RRRW(p=0) 5.55 10.13 21.52 33.91 46.15 56.04 
RRRW(p=0.05) 5.17 9.84 25.31 31.77 44.88 59.5 
RRRW(p=0.1) 4.89 8.93 22.89 31.18 40.97 61.08 
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RRRW(p=0.3) 5.17 8.89 20.45 27.89 35.97 54.73 
RRRW(p=0.5) 4.71 7.25 19.06 23.48 33.03 48.36 
RRRW(p=0.8) 3.78 6.29 14.72 18.6 25.37 36.17 
RRRW(p=1) 2.93 3.51 4.83 5.2 6.09 6.57 
  
 
Table IV: Completion Time. 

 Completion Time 
H 200 500 2000 3000 5000 9000 
Flooding 2.3 3.2 5.2 6.3 7.9 10.6 
RRRW(p=0) 200 500 2000 3000 5000 9000 
RRRW(p=0.05) 106.7 255.6 855.6 1041.6 1549.9 2615.5 
RRRW(p=0.1) 98.4 198.1 593.5 855.7 1342 2334.3 
RRRW(p=0.3) 63.5 132.8 390.9 513.1 751.2 1246.1 
RRRW(p=0.5) 42.8 89.3 274.2 389.7 588 872.7 
RRRW(p=0.8) 25.3 44.9 122.8 163.6 221.8 359.3 
RRRW(p=1) 9 10 12 13 14 15 
  
In conclusion, the previous simulation results demonstrate the fact that the scheme of 
Randomly Replicated Random Walkers (RRRWs) can be parameterized so that it can exhibit 
a performance approximately close to flooding's. Consequently, RRRWs can "fill" the 
performance space between the performance of flooding and SRW, thus offering a richer set 
of information dissemination strategies that can better match desirable performance 
constraints or objectives, suitable for service advertisement and searching (given the 
complementary nature of these two phases). 

4.2.3 Improving Partial Cover Using Jumping Random 
Walkers (J-RWs) 

Another innovative RW-based information dissemination scheme is proposed and studied in 
 [12], for large-scale, resource-limited, ad-hoc-structured networks (e.g., wireless sensor 
networks). The key idea behind the proposed Jumping Random Walk (J-RW) is that of 
freezing occasionally the course (or direction) of the RW agent, so as to help drive the agent 
away from the area of wondering just before the freeze. That is, the J-RW operates under two 
states: the freezing state during which the directional move is implemented, and the regular 
state under which it implements the typical RW. This way, the proposed J-RW moves the RW 
agent at the end of the freezing period to geographic areas that are expected (due to the 
directional freeze) to be more distant than those reached by the regular RW after the same 
number of steps. That is, the introduction of the freezing state implements in essence jumps, 
defined as the physical distance between the nodes hosting the RW at the beginning and the 
end of the freezing period. 
In network environments (such as wireless sensor networks), where network and physical 
topologies are typically correlated (a long path between two nodes in the network topology 
corresponds to a large physical distance between these nodes in the physical topology), as the 
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J-RW moves the agent quickly into new geographic regions, it is expected that the probability 
of revisiting previously visited nodes would decrease under the J-RW, compared to that under 
the RW. As a result, it is expected that a larger portion of distinct network nodes would be 
visited over a given time (number of steps) under the J-RW, thus also improving the cover 
time and coverage. 
The improvement in the cover time may be viewed as a consequence of "sampling" the 
network more uniformly, by moving the sampling agent (ie., the RW) into remote and likely 
new (not yet sampled) areas, as opposed to keeping the RW wondering around a certain 
locality according to the RW paradigm and (over)sampling predominately a certain locality. 
When a network graph has long links (that can take an agent into a remote network region in a 
topological sense), it has been shown in  [13] that a RW produces a uniform sampling of the 
network nodes. In essence, the proposed J-RW applied over a network with no long (physical) 
links (as a WSN) creates virtual long links in this network and results in an environment that 
is equivalent to that of applying the RW over a network with some long links. Thus, the 
proposed J-RW is expected to result in a more uniform sampling of the network nodes, which 
– as argued earlier – leads to a better coverage/cover time. 
 The network topology considered here will be modeled as a geometric random graph. Such a 
network can be constructed by laying the n network nodes on a 2-dimensional plane using 
some 2-dimensional distribution, such as the Uniform or Poisson distributions. The set of 
nodes V is then complemented with a set of edges E such that for any two nodes u,v GV there 
will exist a link (u,v) iff ||u-v||<rc, where rc is the connectivity radius of each node and ||•|| 
denotes the euclidian distance. Let G(n, rc) denote such a random geometric graph. 
The proposed J-RW is a RW-based scheme that determines the movement of a single agent 
through the network. The reference time that governs the operation of the RW-based 
information dissemination process is discrete, with the discrete times defined to coincide with 
the time of arrival of the agent to a node. 
The proposed J-RW is a 2-state RW operating in two distinct modes. When in state 0, the J-
RW operates as a pure random walk. When in state 1, it implements a directional walk, by 
selecting as the next node to visit to be the neighbor of the current node that is the closest to 
the line connecting the current node and the node visited by the agent in the previous discrete 
time, in the direction away from the previous visited node. The directional walk may be easily 
implemented through a simple look up table involving the neighbors of a node; this table 
determines the next node to forward the agent to under the directional walk, given that the 
agent came to this node from a given neighbor. These tables can be set up easily either at the 
time of deployment in the case of a static sensor field (with provisions for second, third, etc 
choices when lower order choices are not available due to battery depletion), or after the 
deployment of the field with the help of a localization protocol run occasionally. 
 

 
Figure 15: Markov chain for controlling random long jumps. 

State transitions of the J-RW are assumed to occur at the discrete times according to a simple 
2-state Markov chain, as shown in Figure 15; let α(β) denote the transition probabilities from 
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state 0 to 1 and let T0=1/α (T1=1/β) denote the mean time (in discrete times of our reference 
time, or number of visits to nodes) that the Markov chain spends in state 0(1). Clearly, β (or, 
T1) determines the length of time over which the directional walk is continuously in effect 
and, thus, the mean length of the induced jump. Similarly, α (or, T0) determines the length of 
time over which the random walk is continuously in effect. It should be noted that α and β 
should be carefully selected so that the mix of the two distinct operations is effectively 
balanced. β should be such that the implemented jump is sufficiently large to move the agent 
away from the current locality that is likely to be covered by the random walk operation, and 
on the other hand, it should not be too large in which case it would leave uncovered large 
areas or require the random walk operation to operate long enough (at the increased cost of 
revisits) to cover the large areas between the start and the end of the jump. Similarly, α should 
be such that the time spent under the random walk operation be balanced so as to not over-
cover or under-cover the current locality. A realization of the J-RW is depicted in Figure 16, 
where the times of operation of the directional walk (jumps) and the random walk (wondering 
around the nodes initiating jumps) are clearly shown. 
 

 
Figure 16: Random walk agent moving with jumps. 

The performance of the proposed J-RW and the RW are evaluated through simulations as 
presented next. In the simulations it is assumed that each of the J-RW and the RW is run for a 
given number of steps or discrete times H (to be referred to as the time/overhead available 
budget), and the resulting partial L-coverage – to i.e., C(L) – is measured for L = 0,1, 2, 3. 
The dissemination scheme that achieves a higher cover for the same time would clearly be the 
best performing.  
As indicated previously the proposed J-RW will be parameterised in terms of α and β; the 
pairs of these parameters are considered in the simulations, referred to as cases as shown in 
Table V. Case Jrw-1 yields the largest average jumps and shortest time of continuous 
operation of the random walk; the reverse holds true for case Jrw-3, while the lengths of the 
times spent continuously operating in the directional walk and the random walk are equal 
under case Jrw-2. The RW case results are referred to using the subscript rw 
 
Table V: Simulated Modes for Random Walk with jumps 

Model α β E(stay in 0) E(stay in 1)
Jrw1 
 Jrw2  
Jrw3 

0.6  
0.5  
0.3 

0.3 
0.5  
0.6 

1.67  
2  

3.34 

3.34 
2  

1.67 
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Coverage C(0) is measured by counting the total number of distinct nodes that the RW or J-
RW visit during before the available budget H is exhausted. The comparative results for the 
three cases of the J-RW and the RW are shown in table 2 for various values of the available 
cover time or budget H. Clearly, the J-RW outperforms the RW as it yields a higher 0-
Coverage for all values of H shown. For instance, for a cover time or budget of H = 2000 the 
resulting 0-Coverage is increased by 68% for Jrw-1, by 41% for Jrw-2 and by 46% for Jrw-3, 
compared to that under the RW for the same H. It is also worth noting that after a relatively 
large value of H (e.g., around 10000 in Table VI), the performance improvement starts 
decreasing, suggesting that the proposed J-RW exhibits its greatest advantages for low to 
medium cover times H. This reduction in the gain achieved by the J-RW may be attributed to 
the fact that the jumps implemented by the J-RW are increasingly likely to bring the walk in 
an area already covered to some extent (more so for a larger H). For this reason, only results 
for low values of H will be presented in the remaining of this section.  
 
Table VI: Simulation Results for C(0). 

H C(0)rw C(0)jrw1 C(0)jrw2 C(0)jrw3

2000 0.1093 0.1843 0.1547 0.1601 
4000 0.2048 0.2835 0.2914 0.2497 
6000 0.2215 0.3542 0.3645 0.3606 
8000 0.3202 0.4254 0.4357 0.4265 
10000 0.4456 0.4885 0.5119 0.4649 
12000 0.4851 0.5231 0.5200 0.4739 
14000 0.5134 0.5341 0.5891 0.6019 
16000 0.4804 0.5229 0.6467 0.5832 
18000 0.5366 0.5768 0.6301 0.6548 

 Table VII: Simulation Results for C(1). 

H C(1)rw C(1)jrw1 C(1)jrw2 C(1)jrw3

2000 0.1701 0.3808 0.2689 0.2909 
4000 0.3148 0.5022 0.5137 0.4223 
6000 0.3008 0.5580 0.5660 0.5536 
8000 0.4274 0.6613 0.6721 0.6048 
10000 0.6065 0.7315 0.6871 0.6302 
12000 0.6414 0.7444 0.6953 0.6067 
14000 0.6485 0.7362 0.7807 0.7770 
16000 0.6025 0.7120 0.8450 0.7215 
18000 0.6685 0.7683 0.8014 0.8145 

 

 
Figure 17: Coverage C(0) for lowbudget H. 

 
Figure 18: Coverage C(1) for lowbudget H. 

The results for C(1) are shown in Table VII. It is clear that the conclusions drawn for C(0) are 
still valid and further emphasized. For instance, for H = 2000, C(1) is increased by 123% for 
Jrw-1, by 58% for Jrw-2 and by 71% for Jrw-3 compared to that achieved under the RW. 
For low values of H (as seen in Figure 18) one can clearly observe a linear dependence of 
C(1) on H, as for the case of C(0). As expected, one can clearly observe that C(1) > C(0). 
There is an almost 100% increase in the partial cover which – considering piggybacking – 
could be gained at almost no cost, by adding a few more bits to the hello packets' field. 
Finally, results for C(2) and C(3) presented for low budgets H, as seen in Figure 19 and 
Figure 20, only for low values of H to conserve space. As expected, the cover achieved is 
higher than for lower values of L. Still the proposed J-RW greatly outperforms the RW. 
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Figure 19: Coverage C(2) for lowbudget H. 

 
Figure 20: Coverage C(3) for lowbudget H

Eventually, looking at it from a different angle, the proposed scheme creates (some) virtual 
long links in an environment with only very short physical links, which help in covering the 
network more effectively; the latter is also expected since long links are also known to yield a 
more uniform sampling of the network under a RW. In essence, the proposed J-RW applied 
over a network with no long (physical) links (as a wireless sensor network) creates virtual 
long links in this network and results in an environment that is equivalent to that of applying 
the RW over a network with some long links. Thus, the proposed J-RW is expected to result 
in a more uniform sampling of the network nodes, which – as argued earlier – leads to a better 
cover time or network cover. 
 

4.2.4 Information Dissemination and Optimal Data 
Collection 

The idea of data collection from a wireless sensor network using a mobile sink is closely 
related to the stretching property (minimizing revisits and associated message overhead) an 
advertisement (or searching) algorithm should poses. In  [11], a wireless, sensor network 
deployed over a geographic area is considered and an algorithm is proposed for guiding the 
information collecting agent (moving sink) so that the number of messages that a sensor has 
to transmit be kept as low as possible. 
In particular, the wireless sensor network is modeled as a random geometric graph – denoted 
by G(n, r) – and the n sensor locations are chosen uniformly and independently at random in 
the unit square. Each pair of sensors is connected if their Euclidean distance is smaller than 
some fixed transmission radius r. For the rest it is assumed that all communications within the 
aforementioned radius always succeed, thus issues caused by failures due to communication 
are not addressed. Having this particular setting of(energy-constrained) sensors in the unit 
square, a single node-agent or sink (which is not energy-constrained) is considered which 
moves inside the unit square aiming at collecting sensor generated information (or 
disseminating update information to the sensor nodes) in an efficient (to be specified) manner.  
The main objective is to define a specific route for the agent, in order to collect all the data 
from the sensors and to achieve that by limiting the total number of transmitted messages to 
the absolute necessary, thus minimizing total energy consumption. The moving agent 
possesses enough energy to collect and store all information as well as transmit all relevant 
communication messages. Note that this is a real world situation in the sense that wireless 
sensors are of limited power and capacity. Under such a model, the crucial need is the 
transmission and reception of all sensor measurements under minimum power consumption 
for each sensor. In this model, minimum power consumption is roughly equivalent to 
minimum (absolutely necessary) message exchange. 
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It is assumed that apart from transmission and reception capabilities the moving agent is also 
aware of the number n of sensors in the specified geographical area of concern. For both the 
moving agent and the sensor nodes it is assumed that they typically know their locations.  
Based on a number of basic propositions,  [11], the sensor network can be partitioned in a 
grid-like manner such as the one depicted in Figure 21. Using the partitioning – as described 
in  [11] – it is guaranteed to have (with high probability) at least one sensor in each square. In 
the presence of more than one sensors in each square, it is guaranteed that the sub-graph 
induced by these sensors is very dense (with high probability: a clique), meaning that every 
sensor inside the square can directly communicate with every other sensor also inside the 
square. Furthermore, note that starting from any sensor inside a square of the grid there is, 
with high probability, a path leading to a sensor in any neighboring square. On the other hand, 
the graph that is obtained if one vertex is taken for every square and an edge for every couple 
of squares containing sensors within transmission range, contains a grid as an induced sub-
graph (in fact, with high probability it is a grid itself). But grids contain Hamiltonian paths; 
hence, it is possible with high probability that there is a route traversing all squares once. 
To fix the ideas, a Hamiltonian path is considered starting from the upper left corner of the 
grid (that corresponds to the upper left corner square in the grid of squares) and ending to the 
lower right corner (i.e., the lower right corner square in the grid of squares). 

 
Figure 21: Grid partition of the unit square. 

The algorithm presented in the sequel, devises such a route with these extremities, 
corresponding to a Hamiltonian snake-like path on the grid. 
Suppose that after a specified time needed for the network to stabilize (that is for all the 
sensors to quantify their observed measurements) the sink or moving agent is deployed in the 
upper left square of the grid at the point (0,1) (the relative coordinates of the square are 
depicted in Figure 21) and the following steps take place: 

1) The sink s calculates the current square i that it is located at and consequently 
chooses as the target transition point t the center (xci, yci) of the square. A greedy 
geographic routing mechanism routes s to the nearest sensor in the target point t 
located at (xt, yt).  

2) The sink s forms the quadruple (xl,yl,xu,yu) of the lower and upper bounds on the 
coordinates, sends a trigger message containing this quadruple and awaits sensors 
to send their measurements. 

3) Each sensor in range, upon receival of the trigger messages transmits its computed 
measurement if its coordinates (x, y) satisfy xl<x<xu and yl<y<yu and if the sensor 
has not transmitted its measurements yet. 
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4) Upon acceptance of the measurements, the sink calculates the center (xci+1, yci+1) 
of the neighboring square and after being transferred in that square (via geographic 
routing like Step 1) repeats the steps 2 and 3. The route of the sink is depicted in 
Figure 22. 

 

 
Figure 22: Snake-like route of the sink. 

 
This procedure is henceforth referred to as a single snake algorithm. By elaborating further on 
the number of messages exchanged throughout a single traversal of the unit square by the sink 
s,  [11], useful results are derived. In particular, the good performance of the single snake 
algorithm is related to the possibility of designing a suitably "forced" random walk that covers 
the underlying random geometric graph faster than the simple random walk. Eventually,  [11], 
Proposition 1: There is a controlled random walk for which G(n, r) has cover time 
Θ(nloglogn). 
As it is derived from the analysis of the algorithm, the exploitation of a "controlled" random 
walk in a (connected) random geometric graph reduces the graph cover time to Θ(nloglogn) 
instead of Θ(nlogn) needed when a simple random walk is utilized. The single snake 
algorithm presented can be further generalized to treat the case of data collecting from 
wireless networks of sensors deployed in a locally uniform manner. 

4.3 Conclusions 
In the first part of this section the service placement problem was described along with two 
different solution approaches (i.e., service migration and distributed service placement) and 
the relevant contributions made in Y-3 were outlined and are detailed in [3], [5]. Regarding 
the service migration approach, further analytical and simulation results were presented and 
the case of more than one service facilities in the network was investigated. For the 
distributed service placement approach, data from a real network game were collected and 
used to demonstrate the applicability of the proposed scheme in a real case, relaxing the 
stationary service demand assumption made in the earlier analytical part of this work. 
Regarding service advertisement and searching, algorithms specifying the information 
carrying agent(s) movement through a large-scale, unstructured environment were developed 
and studied.  Specifically, it was shown that multiple RWs can enhance certain important 
performance characteristics (such as coverage speed or level) of the single RW or (controlled) 
flooding. It was also explored how a hybrid RW which implements “jumps” can enhance the 
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information dissemination characteristics of a “pure” RW. In addition, a specific information 
collection (or dissemination) environment was considered (that is directly applicable to a 
sensor networking environment) and an algorithm yielding the optimal movement of the 
information carrying or collecting agent was developed, minimizing message or energy 
resource consumption. 
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